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Preface 

Second Language (L2) education researchers typically design their 

studies based on both qualitative and quantitative data. While 

qualitative data analysis involves entirely distinct procedures, 

quantitative data must be processed and analyzed using statistical 

methods. In this context, L2 education researchers often work with 

data from diverse tests (e.g., language proficiency tests, working 

memory tests) designed to measure specific constructs such as 

proficiency levels. The data obtained from these procedures are 

observed, counted, and classified. 

Despite its importance, statistical analysis remains an underexplored 

and often intimidating area for many L2 education researchers, 

primarily due to a perceived disconnect with language-related fields 

of research. However, it is undeniable that statistics play a crucial role 

in determining whether the results of a test�particularly after an 

intervention�are due to random effects or the intervention itself. 

This underscores the relevance of statistical methods, yet the lack of 

knowledge and training in these techniques frequently discourages 

L2 education researchers from adopting quantitative approaches in 

their studies. 
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This book emerged from the teaching materials I developed while 

supervising students working on their Bachelor’s, Master’s, and Ph.D. 

theses. To provide these students with an accessible guide to 

statistics in L2 education research, I decided to transform my notes 

into a comprehensive resource for researchers in the field. 

The goal of this book is to offer L2 education researchers an easy-to-

use reference for the most fundamental statistical tests. Unlike many 

statistical books that delve deeply into mathematical terms and 

formulas�often rendering them challenging to understand�this 

book prioritizes practicality. It is aimed at researchers who are more 

interested in the application of specific statistical tests than in their 

mathematical underpinnings. Consequently, the book provides clear 

explanations of statistical procedures and essential concepts in an 

accessible manner. Readers should not expect complex mathematical 

discussions. 

The statistical software highlighted in this book is JASP (JASP Team, 

2020), a free, open-source platform. All references and instructions 

for conducting statistical analyses are based on JASP. 

Finally, I have sought to accompany the statistical explanations and 

procedures with sample L2 education research designs. These 

examples are intended to guide researchers in understanding how 

specific statistical procedures or tests can be applied to their studies. 
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Chapter 1 

ESSENTIAL CONCEPTS IN 

STATISTICS 

 

Conducting research in any field requires a combination of tools and 

skills aimed at advancing knowledge and testing hypotheses. Among 

these, researchers may choose a qualitative approach, which involves 

methods such as interviews and observations for data collection. On 

the other hand, adopting a quantitative approach requires gathering 

numerical data, as well as quantifying qualitative data, to address the 

research questions posed. 

It is essential to consider how the research design aligns with the 

research questions, as this directly influences the quantitative data 

processing and analysis. These elements work together to form the 

foundation of any robust quantitative study. 

In this first chapter, the key concepts of statistics are introduced. This 

initial engagement with statistical fundamentals includes the 
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explanation of core ideas, such as types of variables, accompanied by 

practical examples rooted in Applied Linguistics and Second 

Language (L2) education. 

 

Populations and Samples 

In L2 education research, as in any field, the most relevant data 

typically originates from a specific population. A population, in this 

context, refers to an individual or a group representing all or most 

members of a defined category. While populations often consist of 

people, they can also include other entities of interest. For example, 

in L2 education, a population might be adult L2 writers. To study such 

a population, researchers must design a sampling plan to identify 

and access a manageable subset. 

Given the diversity of adult L2 writers globally, it is crucial to narrow 

the focus to a specific, accessible segment of this population. This is 

achieved through sampling procedures, which fall into two main 

types: probability sampling and non-probability sampling. In 

probability sampling, participants are randomly selected, ensuring 

that each member of the population has an equal chance of inclusion. 

Non-probability sampling, by contrast, involves selecting participants 

based on specific criteria, such as adult L2 writers with 12 years of 

English learning experience. 

Once the sampling procedure is determined, a smaller group, or 

sample, is selected from the broader population. The sample size 
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directly impacts how representative the findings are of the larger 

group. For probability sampling, methods like random sampling are 

commonly used. In non-probability sampling, representative 

sampling involves selecting individuals believed to reflect the 

characteristics of the population. For instance, a researcher studying 

adult L2 writers in a classroom might focus on participants with A2 

or B1 proficiency levels, making the sample representative of those 

levels. 

Convenience sampling, however, is the most commonly used 

method in L2 education research. This approach involves selecting 

participants who are easiest to access. For example, a researcher 

investigating how a specific teaching method affects L2 primary 

students� performance might collect data from the nearest 

elementary school or a school where access is facilitated by logistical 

or social factors, such as a connection with a teacher. 

Types of variables 

Once the sample is defined�that is, the subjects are accessible�the 

researcher must determine which aspects of the sample will be 

examined. These aspects are represented as variables. In L2 

education research, a variable refers to any information that can be 

codified. For example, variables could include L2 proficiency (with 

categories such as A1, A2, B1, etc.), gender, age, or anxiety. In short, 

variables define the characteristics or attributes of an individual or 

specific category. 
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Variables can be classified as quantitative or qualitative. 

Quantitative variables are continuous and represented by numbers 

indicating an amount. For instance, in L2 education research, a 

quantitative variable could be a test score or a level of anxiety. 

Conversely, qualitative variables are categorical, with values 

assigned to categories. For example, L2 proficiency would be a 

qualitative variable (also referred to as a categorical variable) 

because quantifying it requires assigning values, such as A1 = 1, A2 = 

2, B1 = 3. 

Within the category of qualitative variables, dichotomous variables 

are common in social science research, including L2 education 

research. These variables are useful for survey-based studies or when 

observations need to be classified and quantified. 

Beyond these classifications, the role of variables in a research design 

is critical for statistical analysis. Two key variables are the 

independent variable and the dependent variable. Additionally, 

other variables may be equally important, such as control variables, 

moderator variables, intervening variables, confounding 

variables, and extraneous variables.  

Independent variables 

This type of variable implies that when isolated�meaning they are 

independent�they may influence changes or variations in 

dependent variables. In other words, independent variables are 

systematically manipulated to observe whether their variation 

contributes to changes in other variables (Heiman, 2011; Larson-Hall, 
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2010). An L2 researcher may hypothesize an independent variable to 

examine how it influences a dependent variable. For example, one 

might investigate how changing the teaching methodology 

(independent variable) affects vocabulary scores (dependent 

variable). 

Research designs, however, do not always include just one 

independent variable; they may involve multiple independent 

variables, corresponding to different factors. In L2 education 

research, an independent variable might be the methodology used 

(e.g., CLIL vs. non-CLIL classroom) or L2 proficiency (e.g., LOW vs. 

HIGH). 

Finally, the goal of an experimental design may extend beyond 

observing the influence of the independent variable on the dependent 

variable. It may instead aim to predict a certain outcome based on the 

independent variable and one or more dependent variables. For 

instance, an L2 researcher could examine how test duration predicts 

students’ scores on a language proficiency test. In this case, test 

duration would be the predictor or explanatory variable, while test 

scores would be the criterion (or outcome variable). 

Dependent variables 

As previously explained, dependent variables are variables that the 

researcher observes to clarify or determine the effect of the 

independent variable. Essentially, dependent variables are the 

elements or characteristics that change or are modified as a result of 

manipulating the independent variable. 



12 
 

To illustrate how dependent variables can be characterized or 

operationalized, consider an L2 education research study in which 

you aim to examine the construct of fluency. You might 

operationalize fluency as the words per minute a participant 

produces. Thus, the variation in words per minute from pre-test to 

post-test, influenced by the independent variable, is expected to 

contribute to changes in the construct of fluency. 

In most studies, especially in L2 education research, it is common to 

have more than one dependent variable. This is particularly true 

when a construct is reflected in multiple dependent variables. 

 

Control variables 

Another important type of variable in some research designs is 

control variables. These variables are not the primary focus of the 

study but must be accounted for due to their potential influence on 

the outcomes or dependent variables. Controlling these variables is 

recommended to enhance the internal validity of the study. In L2 

education research, common control variables include participants’ 

age, years of studying the L2, and number of hours of L2 lessons 

received. 

A practical solution for managing control variables lies in the research 

design itself. The L2 researcher can adopt one of two approaches: 
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1. Randomizing groups, where participants are randomly 

assigned to either the control or experimental group regardless 

of control variables (e.g., years studying the L2). 

2. Standardizing procedures, such as adapting the research 

design by creating subgroups. For example, participants might 

be divided into subgroups based on L2 proficiency, such as 

LOW and HIGH proficiency learners. However, increasing the 

number of subgroups often requires enlarging the sample size 

to ensure robust results.  

Figure 1. The connection between the control variables and the independent and 
dependent variables. 

 

Moderator variables 

Moderator variables are a specific type of independent variable 

that influence the relationship between the dependent and 

independent variables. A moderator variable can alter the strength or 

direction of this relationship, potentially leading to significant 

changes in the observed effects. 
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To contextualize the role of a moderator variable in an L2 research 

design, consider a study examining how belonging to a CLIL or non-

CLIL classroom (independent variable) affects anxiety levels 

(dependent variable), with proficiency level serving as the 

moderator variable. In this case, proficiency level might modify the 

relationship, indicating that the impact of CLIL instruction on anxiety 

varies depending on learners’ proficiency levels.  

Figure 2. Connection with the moderator variable. 

 

Intervening variables 

Intervening variables are abstract, theoretical variables that 

mediate the relationship between the independent variable and 

dependent variables. These variables are not directly observable 

and can only be inferred from observed outcomes. Another key 

characteristic of intervening variables is that they often appear 

unexpectedly in a research design. Their presence typically emerges 

from further reasoning about the link between the independent 

variable and the dependent variables. 

In L2 education research, intervening variables might arise in studies 

comparing two types of methodologies. For instance, in a design 



15 
 

where the experimental group receives lessons using methodology A, 

and the control group uses methodology B, the post-test results may 

show significantly higher scores for methodology A. Upon closer 

inspection, the researcher might infer that this improvement is due to 

an unexpected factor, such as the teacher using methodology A being 

more lively and engaging�an unanticipated intervening variable. 

While this variable might not be definitively influential, it could help 

explain the observed relationship between the independent variable 

and the study outcomes. 

Figure 3. Intervening variable in the research design. 

 

Confounding variables 

When a variable influences both the independent and dependent 

variables and disrupts or confounds their relationship, it is referred 

to as a confounding variable. To qualify as a confounding variable, 

two key conditions must be met: (1) it should correlate with the 

independent variable, and (2) it must have a causal relationship with 

the dependent variable. Recognizing the role of confounding 

variables is crucial for L2 researchers, as neglecting to account for 

them can lead to misleading results and undermine the internal 

validity of the study. 
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For example, consider a study comparing students’ performance on a 

communicative task and a reading-into-speaking task. The 

communicative task is administered to first-year students, while the 

reading-into-speaking task is given to third-year students. Statistical 

analyses reveal significant differences between the groups. However, 

the researcher might struggle to determine whether these differences 

are caused by the tasks themselves or by the characteristics of the 

groups, such as the higher L2 proficiency or linguistic knowledge 

typically associated with third-year students. 

To control for confounding variables, researchers must carefully 

design their studies to minimize their influence. This can include 

strategies such as randomization, matching participants on key 

characteristics, or including confounding variables as covariates in 

the analysis. Addressing these variables at the design stage is 

essential for ensuring robust and valid findings.  

Figure 4. A confounding variable in the research design. 
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Levels of measurement 

To measure variables effectively, they are typically classified into four 

scales of measurement: (1) nominal, (2) ordinal, (3) interval, and 

(4) ratio. 

The first type, nominal variables, categorizes data without any 

inherent order (e.g., Experimental Group, Primary 5, Feedback 

Group). Ordinal variables, on the other hand, represent data with a 

meaningful order or ranking (e.g., strongly disagree to strongly 

agree). In L2 education research, ordinal variables are often used to 

classify individuals by L2 proficiency levels or to organize their L2 

background (e.g., 1�3 years, 4�9 years of study). 

Interval variables differ in that they measure continuous variables 

with equal distances between scores, though they lack a true zero 

point. In L2 education research, interval variables might include 

measures like test duration or holistic ratings on a language 

assessment. 

 

Types of research design 

Prior to selecting the appropriate statistical approach for L2 research, 

the research design must be purposefully planned. 

Experimental designs typically involve dividing the sample into two 

equal or unequal groups. In both groups, a series of variables are 

examined, with one being manipulated to observe its effect on other 

variables. For example, in L2 education research, two teaching 
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methodologies could be compared for the same content. One group 

(the experimental group) might receive a novel methodology, while 

the other group (the control group) is taught using a traditional 

methodology. In this case, the independent variable consists of two 

levels (1 = novel methodology; 2 = traditional methodology), and the 

dependent variable is the score on a test evaluating the content 

taught. However, experimental designs are typically conducted in 

laboratory settings. When performed in naturally occurring 

environments, such as classrooms, they are referred to as quasi-

experimental designs. In this case, researchers might use intact 

classrooms for their study. For instance, one class could be randomly 

selected for the experimental intervention (e.g., the novel 

methodology), while another class continues with the traditional 

methodology, using content specified by the researcher. 

Correlational research designs, on the other hand, do not involve 

manipulating an independent variable or using specific sampling 

procedures. Instead, these designs aim to observe relationships 

between variables. For example, in L2 education research, a study 

might examine the relationship between participants’ anxiety levels 

and their scores on the Speaking Cambridge examination. Statistical 

analyses could reveal a negative correlation, indicating that higher 

anxiety levels are associated with lower test scores. However, it is 

crucial to note that correlational designs do not imply causality 

(Urdan, 2017). 

Another quantitative approach is the survey research design, which 

relies on surveys to collect data and describe trends within a 
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population. This method is common in L2 education research. For 

instance, researchers might use a survey to explore how a group of 

primary students perceives a specific type of intervention in the L2 

classroom. 

Finally, education research often employs action research, a 

combined design that incorporates both quantitative and qualitative 

methods. This approach aims to address specific issues or problems 

in real time. Through continuous monitoring and the use of various 

methodological tools (e.g., questionnaires, diary studies, or 

observations), action research allows for iterative adjustments 

during the process (Richards, 2003). In L2 education research, action 

research often involves collaboration between researchers and 

teachers. For example, a study might compare the task-based 

language approach with the communicative language teaching 

approach. During a pre-research phase, both approaches could be 

implemented in the classroom, with the teacher maintaining a journal 

to document observations and necessary adjustments. 

Simultaneously, the researcher could collect quantitative data from 

tests. Integrating the qualitative data (e.g., journal entries and 

observations) with the quantitative results ensures that statistical 

findings are enriched with subjective insights, providing a more 

comprehensive understanding of the differences between the two 

approaches. 
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Chapter 2 

DESCRIPTIVE STATISTICS 

One of the first steps in statistics involves the description of raw 

data. When quantitative data is collected, descriptive statistics are 

employed to organize, summarize, and describe the characteristics of 

the data. While these are considered statistical procedures (Porte, 

2010) because they involve calculations, the inferences drawn from 

them are not as robust or reliable as those derived from more 

advanced statistical tests (see Chapters 3 and 4). 

This chapter will provide a detailed overview of measures of central 

tendency, dispersion, and the graphical representation of data. 

Since the primary goal of this book is to offer a clear and accessible 

overview of statistical methods, we will focus on using the free 

statistical software package JASP to perform our analyses. While 

understanding the equations and formulae underlying each statistical 

method is undoubtedly beneficial, this book will limit discussions of 

mathematical details to occasions where they are essential. 
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DATASET 

Valid for: Descriptive statistics, T-Tests, ANOVAs 

 

Dataset access 

(click here) 

 

 

Measures of Central Tendency 

Measures of central tendency describe how scores on a variable are 

distributed, enabling researchers to observe the characteristics of 

these scores (Urdan, 2017). 

The most commonly used measure in L2 education research is the 

mean. The mean, or arithmetic average, summarizes the distribution 

of scores for a specific variable. While it provides valuable 

information, the mean alone does not reveal the distribution of scores 

or how closely individual scores cluster around it. 

For example, suppose we aim to compare the scores of Primary 5 and 

Primary 6 classes. Using JASP, we would navigate to ’Descriptives,’ 

add the grouping variable (e.g., class level) into the ’Split’ field, and 
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input the variable of interest (e.g., test scores) into the ’Variables’ field 

to compute the mean (see Figure 5 below). 

 

Figure 5. Inserting variables in the ’Descriptives’ module in JASP. 

 

The output will show the number of participants in each group 

(’Valid’), and the ’Mean’. Below, the values for ’Minimum’ and 

’Maximum’ are also provided. These calculations are equally relevant 

since they allow us to identify the tendency in the scores.  

Figure 6. JASP output for ’Descriptives’ with the mean score. 

Descriptive Statistics  
 Writing_Pre 

  5P 6P 

Valid  19  21  

Missing  0  0  

Mean  6.526  6.643  

Minimum  4.500  4.000  

Maximum  8.500  10.000   
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One of the earliest observations an L2 education researcher can draw 

from the means and the minimum/maximum values is that while 

the lowest scores are similar across groups, higher scores were 

obtained in Primary 6. However, this information alone does not 

provide insight into how these scores are distributed. 

Before discussing other measures of central tendency, it is essential 

to highlight the importance of confidence intervals. A confidence 

interval represents a range of values, defined by a lower and upper 

limit, within which a specific population parameter is expected to fall. 

Confidence intervals indicate the likelihood that the interval contains 

the true value of the studied variable. For instance, confidence 

intervals are presented alongside the mean as follows: M = 6.526, 

95% CI [6.12, 6.93]. Here, the "95%" means we can be 95% confident 

that the population mean lies between 6.12 and 6.93. 

Another measure of central tendency is the median. Mathematically, 

the median is the middle value located at the 50th percentile. To 

compute the median, scores are arranged in ascending order from 

lowest to highest. As shown in Figure 7, the medians for both Primary 

5 and Primary 6 are identical, suggesting minimal differences 

between the two groups. 
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Figure 7. JASP output for ’Descriptives’ with the mean and median scores. 

Descriptive Statistics  
 Writing_Pre 

  5P 6P 

Valid  19  21  

Missing  0  0  

Median  6.500  6.500  

Mean  6.526  6.643  

Minimum  4.500  4.000  

Maximum  8.500  10.000   

 

Finally, the mode is another measure of central tendency, although 

its use is less common compared to the mean and median. The mode 

represents the most frequently occurring score in a distribution 

(Tavakoli, 2013). Due to the limited amount of information it 

provides, the mode is not typically the preferred measure of central 

tendency in L2 education research. 

As shown in Figure 8, the mode highlights the most frequently 

occurring scores in both Primary 5 and Primary 6. However, it does 

not offer a comprehensive representation of the data, as revealed by 

the mean and median. 
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Figure 8. JASP output for ’Descriptives with the mode scores. 

Descriptive Statistics  
 Writing_Pre 

  5P 6P 

Valid  19  21  

Missing  0  0  

Mode � 5.000  6.500  

Minimum  4.500  4.000  

Maximum  8.500  10.000   

� More than one mode exists, only the first is reported 

 

When working with categorical variables (nominal scales), the 

mode is the most appropriate measure of central tendency. In L2 

education research, a common example of a categorical variable is L2 

proficiency, often categorized using the Common European 

Framework of Reference for Languages (CEFR). 

 

Measures of Dispersion 

In addition to the valuable insights provided by measures of central 

tendency, measures of dispersion (or variability) offer crucial 

supplementary information. These measures help clarify the extent of 

variability among scores for the variables of interest within a sample. 

When scores are widely spread, the data exhibits high dispersion. 

One of the most common measures of variability is the standard 

deviation. This statistic represents how much an individual score in 

a distribution differs from the average score of that distribution. The 
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standard deviation is calculated as the square root of the variance 

(explained in a later section). Typically, the standard deviation is 

reported alongside the mean to provide a fuller picture of the data. 

Figure 9. JASP output for the mean and standard deviation (Std. Deviation). 

Descriptive Statistics  
 Writing_Pre 

  5P 6P 

Valid  19  21  

Missing  0  0  

Mean  6.526  6.643  

Std. Deviation  1.307  1.468   

As shown in Figure 9, when the standard deviation is small and 

closer to 0, it indicates minimal variation within the sample data. For 

instance, an L2 researcher analyzing the standard deviation can gain 

insight into how similar or different the scores within a specific class 

are. In this example, the data suggests low variability. 

Another common measure of dispersion is the variance, which is 

calculated "by summing the squared deviations of the data values 

about the mean" (Tavakoli, 2013, p. 701) and dividing this sum by the 

number of participants minus one. Put simply, the variance is the 

squared value of the standard deviation. A large variance reflects 

greater average dispersion of observations (Urdan, 2017). As seen in 

Figure 10, the variance is larger in Primary 6, indicating more 

scattered scores in this group. 
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Figure 10. JASP outcome with the mean and the variance. 

Descriptive Statistics  
 Writing_Pre 

  5P 6P 

Valid  19  21  

Missing  0  0  

Mean  6.526  6.643  

Variance  1.708  2.154   

 

Nevertheless, the use of this measure of dispersion is not commonly 

used in the same manner as the standard deviation. In general terms, 

it is part of a calculation of other statistical analyses, such as ANOVA 

(Urdan, 2017).  

Finally, another common measure of dispersion used together with 

the median is the interquartile range (IQR), which is the difference 

between the score marking the 75th percentile (Q3) and the score 

marking the 25th percentile (Q1). The formula for this measure of 

dispersion is IQR = Q3 � Q1.  

Figure 11. JASP outcome for the median and the IQR. 

Descriptive Statistics 
 Writing_Pre 

  5P 6P 

Valid  19  21  

Missing  0  0  

Median  6.500  6.500  

IQR  2.250  1.500   
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The interquartile range (IQR) is most suitable for ordinal-scaled 

test scores and is generally more appropriate for non-normal 

distributions (Larson-Hall, 2010; Tavakoli, 2013). However, when 

the data follows a normal distribution, the IQR may not be the most 

effective measure of variability. 

For example, in both Primary 5 and Primary 6, the data for the 

variable ’Writing_Pre’ (see Figure 11 above) is normally distributed. 

Comparing the information provided by the IQR with that of the 

standard deviation (SD) reveals differing interpretations. This 

highlights the importance of carefully considering the distinction 

between normal and non-normal distributions when choosing 

measures of variability. 

 

Distributions 

Before conducting any statistical analyses, one of the key assumptions 

to verify is whether the data follows a normal distribution. A 

normal distribution is characterized by a smooth rise from a small 

number of scores in the tails (i.e., the extremes) to a higher 

concentration of scores in the middle of the distribution. This type of 

distribution always centers around the mean, with distances above 

and below the mean represented by standard deviations. 

To evaluate the distribution of data, researchers can use a variety of 

graphical tools in addition to examining standard deviations. These 

tools, known as distribution plots, provide a visual representation 
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of the data and help illustrate the scores for a specific variable, 

offering valuable insights into how the data is distributed. 

Figure 12. Normal distribution for score "Writing_Pre" in Primary 6. 

 

As can be observed in Figure 12, the data is normally distributed 

since, on both sides, the data contains lower values or scores than in 

the middle of the distribution. Conversely, in Figure 13 below, the 

distribution is not normal. The values are accumulated on both sides, 

and these do not produce a bell-shaped curve.  
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Figure 13. Non-normal distribution for score "Writing_Post" in Primary 6. 

 

 

However, the assumption of normality may also be checked with a 

statistical test such as the Shapiro-Wilk test. This test must only be 

used when the sample size contains fewer than 50 subjects. In JASP, 

this test of normality may be performed under the ’Descriptives’ 

module, in the "Distribution" section.  

Figure 14. ’Statistics’ section in the ’Descriptives’ module in JASP. 
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Once the checkbox of the Shapiro-Wilk test is marked, JASP gives the 

following result, as in Figure 15:  

Figure 15. JASP outcome for descriptives and Shapiro-Wilk test. 

Descriptive Statistics  
 Writing_Pre 

  5P 6P 

Valid  19  21  

Missing  0  0  

Mean  6.526  6.643  

Std. Deviation  1.307  1.468  

Variance  1.708  2.154  

Shapiro-Wilk  0.924  0.962  

P-value of Shapiro-Wilk  0.136  0.555  

Minimum  4.500  4.000  

Maximum  8.500  10.000   

 

The results of the Shapiro-Wilk test can be interpreted as follows. 

The test provides a W-value, which determines whether a variable is 

normally distributed. When the W-value is below 0.9x, it is very likely 

that the sample for this variable is not normally distributed. 

The p-value in the Shapiro-Wilk test corresponds to the probability 

that the observed result (W-value) is statistically significant. While 

the concept of p-values will be explored in detail in later chapters, it 

is important to note that a p-value below 0.05 indicates statistical 

significance. In the context of the Shapiro-Wilk test, this means the 

data is not normally distributed. Conversely, if the p-value exceeds 
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0.05, the test is not statistically significant, and the data is considered 

normally distributed. 

Based on the results shown in Figure 15, the Shapiro-Wilk tests are 

not statistically significant (p-value > 0.05), suggesting that the data 

is normally distributed. 

For samples larger than 50 participants, normality should be assessed 

using the Kolmogorov-Smirnov test. In JASP, this test is located in 

the ’Distribution’ > ’Normal’ module. To perform the test, navigate to 

the ’Assess Fit’ section and select ’Kolmogorov-Smirnov’ under 

’Statistics,’ as shown in Figure 16 below. 

Figure 16. Normality checks in the ’Distribution’ module. 

 

Bear in mind that, before choosing the corresponding statistics test, 

you are supposed to introduce the data about the descriptives � mean 

and variance � as in Figure 17.  

Figure 17. JASP module ’Show Distribution’ to introduce the mean and the 
variance. 
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When the data is introduced, and the statistical tests are carefully 

selected (see Figure 18), JASP will yield this result:  

Figure 18. JASP outcome for both normality tests. 

Fit Statistics  - Writing_Pre 

Test Statistic p 

Kolmogorov-Smirnov  0.104  0.785  

Shapiro-Wilk  0.975  0.515   

 

As observed, the Kolmogorov-Smirnov test is not statistically 

significant, indicating that the data are normally distributed. This 

suggests that the distribution of scores for the pre-test results in 

Writing for Primary 6 follows a normal distribution. 

However, the assumption of normality is not only useful for 

determining whether the data for a specific variable in the sample is 

normally distributed but also helps guide the researcher in selecting 

parametric or non-parametric statistical tests (see Chapters 3 and 

4). 

In general, when the data are normally distributed and the sample 

size exceeds 20, parametric tests should be employed. Conversely, 

when the data are not normally distributed, or the sample size is small 

(<20), non-parametric tests are typically more appropriate. 
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Graphical representations of the data 

Besides distribution plots, numerous basic plots are used to 

represent the data. In JASP, plots can be selected in the ’Descriptives’ 

module. In what follows, we will explain some of these plots, and what 

their purpose is.  

 

Figure 19. ’Plots’ section in the ’Descriptives’ module. 

 

While distribution plots present a visual description of the 

distribution of the data (see Figures 19 and 20), box plots provide us 

with valuable information about outliers.  
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Figure 20. Boxplots for the variable ’Writing_Pre’ in Primary 5 and 6. 

 

To interpret the information provided in these boxplots, Goss-

Sampson (2020) clarifies it very clearly in Figure 21. As can be 

observed, the wider the box, the more variability exists within the 

data. Similarly, the black line represents the median. Looking back at 

Figure 20 above, variability is higher in Primary 5. Conversely, there 

is an outlier � that is, the isolated dot above the maximum in Primary 

6.  

Figure 21. Explanation of what boxplots show (Goss-Sampson, 2020, p. 25). 
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Another graphical representation is the Q-Q plot (quantile-quantile 

plot), which compares the quantiles of the data against the quantiles 

of a normal distribution. This is visually represented as a scatter plot 

(see Figure 22 below). When the data follow a normal distribution, 

the points align along a 45-degree diagonal line. While Q-Q plots can 

provide valuable insights into the data distribution, it is advisable to 

confirm normality using appropriate statistical tests, such as the 

Kolmogorov-Smirnov or Shapiro-Wilk tests.  

Figure 22. Q-Q plot for ’Writing_Pre’ of Primary 6. 

 

Another way of presenting data visually is using an interval plot. In 

this case, it allows us to observe and compare confidence intervals of 

the means of the groups. The mean is represented with the dot (see 

Figure 23), while the lines present the range of values that include the 

population mean. The fact that these lines are elongated points to the 

wide spread of the groups.   
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Figure 23. Interval plot. 

 

The dot plot is another type of visual representation for data, 

particularly useful for displaying the distribution of continuous 

variables. As shown in Figure 24 below, the horizontal X-axis 

represents the frequencies, with each dot corresponding to a specific 

number of observations. Dot plots are valuable for visualizing the 

shape and spread of the data and can serve a similar purpose to 

histograms. In the case of Figure 24, the dot plot reveals that the 

values are most concentrated around ’5’ and ’7.5’.  
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Figure 24. Dot plots. 
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Chapter 3 

PARAMETRIC STATISTICS 

Throughout this chapter, the tests used in parametric statistics will 

be presented. One of the most common parametric tests is t Tests. 

These types of tests imply that there is a comparison of two means to 

observe whether they are significantly different from each other. 

Additionally, the t stands for the t family of distributions, which is a 

measure of probability, and it is highly dependent on the size of the 

sample.  

One Sample T-Tests 

The first of the parametric tests is the one sample t-test, which is 

used to determine whether the sample mean differs from a specific 

value in the population. This test is typically applied to continuous 

data, and the sample must be randomized from a normally 

distributed population. 

Before conducting a one sample t-test, several assumptions must be 

met: 

1. The data is continuous. 

2. The data is independent. 

3. The data is normally distributed. 
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4. No outliers are present. 

Returning to the definition, a one sample t-test is used when the 

researcher wants to compare the mean of a specific sample to the 

population mean. For example, suppose you wish to compare the 

writing scores of A2-level students in the Cambridge Key (A2, 

CEFR) test from all Primary classes to the scores of A2-level students 

in a particular class. To do this, you would: 

1. Select 30 students from different classes, ensuring they all have 

an A2 level of English and have taken mock tests for the writing 

section of the Cambridge Key exam. 

2. Calculate the mean score for this population. 

3. Calculate the test scores from the particular class you are 

studying. 

To perform this statistical test in JASP, click on ’T-Tests’ and select 

’Classical’ > ’One Sample T-Test’. Next, add the variable of interest 

to the ’Variables’ box. In the ’Test’ section, indicate the ’Test value’, 

which corresponds to the population mean (see Figure 25 below):  

Figure 25. Test value. 

 



42 
 

Once this is selected, and the corresponding population mean is 

introduced, JASP yields the following results:  

Table 1. JASP outcome for one sample T-test along with the descriptives. 

One Sample T-Test  
 95% CI for Cohen’s d 

  t df p Cohen’s d Lower Upper 

Writing_Pre  -5.325  27  < .001  -1.006  -1.457  -0.543   

Note.  For the Student t-test, effect size is given by Cohen’s d .  

Note.  For the Student t-test, the alternative hypothesis specifies that the mean is 
different from 7.8.  

Note.  Student’s t-test. 

 

Descriptives  

  N Mean SD SE 

Writing_Pre  28  6.875  0.919  0.174   

 

There are several key aspects to highlight when interpreting the 

results of a one sample t-test: 

1. p-value: As explained in the previous chapter, the p-value is 

central to hypothesis testing. In this analysis, we tested the 

hypothesis that the sample mean is equal to the population 

mean. Since the p-value is below 0.05 (p < .001), the null 

hypothesis is rejected, indicating that the two means are 

significantly different. 

2. Cohen’s d: Although the importance of effect sizes will be 

explored further in Chapter 7, Cohen’s d measures the 
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magnitude of the effect. In this case, the comparison between 

the sample mean and the population mean suggests a large 

effect size (d = �1.006). 

3. df (degrees of freedom): Degrees of freedom represent the 

minimum amount of data required to calculate a statistic. 

Essentially, they reflect the number of independent units of 

information in the sample that can vary when the statistic (e.g., 

F or Z) is calculated. Additionally, degrees of freedom help 

estimate population parameters by indicating the amount of 

available information. 

4. SE (standard error): The standard error indicates how much 

the population parameter might differ from the computed 

sample statistic. It provides information about the accuracy of 

the population parameter estimate. A smaller standard error 

suggests that the sample statistic is a better estimate of the 

population parameter. 

When preparing results for publication, it is essential to follow 

citation guidelines, such as those provided by the American 

Psychological Association (APA). Here is an example of how to report 

these findings: 

A one sample T-Test showed that participants having an A2 level in 

Primary 5 scored significantly lower in the writing test than the overall 

A2 level students in the school (t (27) = �5.325, p<.001).  
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KEY ASPECTS 
 

1. The one sample t-test compares the mean of a sample to a 

known population mean to determine if they are significantly 

different. 

2. It is used for continuous data collected from normally 

distributed populations. 

3. Key assumptions: 

4. The data must be continuous, independent, and normally 

distributed. 

5. There should be no outliers present. 

6. Cohen’s d measures the effect size, helping to understand the 

magnitude of the difference. 

7. A p-value < 0.05 indicates a significant difference, but the size 

of the effect should always be reported. 

FREQUENT ERRORS 
 

�  Ignoring assumptions: 

Error: Conducting the test without confirming normality or 

independence. 

Fix: Use the Shapiro-Wilk test for normality and ensure data is 

randomly sampled. 

�  Overlooking outliers: 

Error: Failing to address extreme values that could skew results. 
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Fix: Visualize data using box plots or calculate z-scores to identify 

outliers. 

�  Misinterpreting non-significant results: 

Error: Assuming a p-value > 0.05 means no meaningful difference 

exists. 

Fix: Consider reporting the effect size alongside the p-value to add 

context. 

�  Using incorrect population values: 

Error: Comparing the sample mean to an inaccurate population 

mean. 

Fix: Double-check the population reference value before running 

the test. 
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Paired Samples T-Tests 

The second of the parametric tests is the paired (or dependent) 

samples t-test. This test is used when the values in one sample are 

related to the values in the other sample, meaning the individuals in 

both samples are either identical or related. 

In L2 education research, this type of test is often applied to 

evaluate the effectiveness of educational interventions or 

methodologies. Paired samples t-tests are generally used when 

individuals in the sample are measured at two points in time, such as 

in experimental research designs involving a pre-test and post-test. 

To perform this test in JASP (see Figure 26), navigate to ’T-Tests’ > 

’Paired Samples T-Test’. 

Figure 26. Accessing Dependent Samples T-Tests. 

 

Before selecting the variables, ensure that the group of interest has 

been filtered if the research design involves two groups (e.g., Primary 

5 vs. Primary 6, or Control vs. Experimental Group). 

For example, suppose we want to test the effectiveness of a writing 

instruction intervention in a Primary classroom. To evaluate the 

impact of this intervention, participants complete a pre-test and a 
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post-test. In Figure 27, you can see how these variables are entered 

into the corresponding fields in JASP.  

Figure 27. JASP interface for Paired Samples T-Test. 

 

As anticipated in the previous subsection, the effect size is equally 

marked in order to observe the magnitude of the effect. Figure 28 

display the outcomes for the paired samples t-test.   

Figure 28. JASP outcome for paired samples t-test, descriptives, and normality test 
(Shapiro-Wilk test). 

Paired Samples T-Test  
 95% CI for Cohen’s d 

Measure 1   Measure 2 t df p Cohen’s d Lower Upper 

Writing_Pre  -  Writing_Post  3.139  18  0.006  0.720  0.206  1.219   

Note.  Student’s t-test. 

 



48 
 

Test of Normality (Shapiro-Wilk)  

      W p 

Writing_Pre  -  Writing_Post  0.981  0.949   

Note.  Significant results suggest a deviation from normality. 

 

Descriptives  

  N Mean SD SE 

Writing_Pre  19  6.526  1.307  0.300  

Writing_Post  19  4.421  2.567  0.589   

 

Here�s the proofread and improved version of your text, with key 

concepts bolded and refinements detailed at the end: 

 

As mentioned in the previous chapter, the sample meets the 

assumptions for a paired samples t-test: the data is normally 

distributed (see Shapiro-Wilk test with a p-value of 0.949). 

Regarding the statistical test itself, it compares the pre-test 

(Writing_Pre) and post-test (Writing_Post) scores. Observing the p-

value (p = 0.006), which is below the 0.05 threshold, we can confirm 

that there is a significant variation between the pre-test and post-test 

scores. The effect size (Cohen’s d) suggests a medium effect size (see 

Chapter 7 for more details). 

Examining the descriptive statistics, however, reveals that the 

writing instruction did not contribute to improving the mean scores. 
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Instead, the mean score decreased from 6.526 to 4.421, suggesting a 

potential counter-effect of the intervention. 

It is important to remember that Paired Samples T-Tests are used 

when: 

1. The assumptions (e.g., normality) are met. 

2. We aim to compare data from the same sample at two different 

points in time. 

The APA reporting of the results of the previous statistical test: 

On average, participants scored less after the writing instruction. A 

paired samples t-test showed this decrease to be significant (t (18)= 

3.13, p = 0.006). Cohen’s d suggests that there is a medium effect (d = 

0.72).  
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KEY ASPECTS 
 

The paired samples t-test compares means from the same group at 

two different points in time or under two different conditions. 

Common in L2 education research, it evaluates the impact of 

interventions, such as pre-test and post-test designs. 

Assumptions include: 

� Data must be normally distributed. 

� The samples must be related (e.g., measurements from the 

same individuals). 

A significant p-value (e.g., p < 0.05) indicates a meaningful 

difference between the two conditions. 

Cohen’s d measures the magnitude of this difference, with medium 

to large effect sizes often reported in intervention studies. 

FREQUENT ERRORS 
 

Ignoring the dependency of samples: 

� Error: Treating related samples as independent. 

� Fix: Ensure that measurements are paired correctly, 

reflecting their relationship. 

Failing to check normality: 

� Error: Conducting the test without verifying the Shapiro-Wilk 

results. 
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� Fix: Confirm that both measures meet the normality 

assumption before proceeding. 

Misinterpreting direction of effects: 

� Error: Assuming that a significant result always implies 

improvement. 

� Fix: Carefully examine the means and direction of change in 

descriptive statistics. 

Over-reliance on p-values: 

� Error: Focusing only on significance without reporting effect 

size. 

� Fix: Include both the p-value and Cohen’s d for a complete 

interpretation. 
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Independent Samples T-Tests 

The independent samples t-test is one of the most widely used 

statistical tests in L2 education research. This test allows 

researchers to determine whether the means of two independent 

samples�such as two different classes�are equal or significantly 

different. 

To perform an independent samples t-test, two initial requirements 

must be met: 

1. A categorical or nominal independent variable (e.g., Primary 

5 and Primary 6). 

2. One or more continuous dependent variables (e.g., listening 

test scores). 

In this context, the dependent variable depends on the value of the 

independent variable, which may influence changes in the 

dependent variable. 

Example: 

Suppose we propose an educational intervention where one group 

(the experimental group) uses a newly developed app for listening 

activities, while the other group (the control group) follows a 

traditional approach to listening. To evaluate the effect of the 

intervention, an independent samples t-test can be used to compare 

the listening scores of the two groups. 
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As shown in Figure 29, the variables of interest must be entered into 

the appropriate sections in JASP. Similarly, the independent 

variable (the grouping variable) must be included to define the 

groups for comparison.    

Figure 29. JASP interface to introduce the variables of interest and the grouping 
variable. 

 

Once all the data are entered, it is essential to test the assumptions 

for conducting an independent samples t-test: 

1. Group independence: The groups being compared must be 

independent of each other. This assumption should be ensured 

before processing the data. 

2. Normality of the dependent variables: The dependent 

variables should follow a normal distribution. 

3. Homogeneity of variance: The variance across groups should 

be approximately equal. 

While assumption (1) must be addressed during the research design 

phase, assumptions (2) and (3) can be verified using statistical tests. 

In JASP, these assumptions can be tested as shown in Figure 30. 
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Figure 30. JASP options for Assumption Checks in Independent Samples T-Tests. 

 

 When the statistical tests for these assumptions are performed, JASP 

provides the following output:  

Figure 31. Assumption Checks results (Independent Samples T-Test). 

Test of Normality (Shapiro-Wilk)  

    W p 

Listening_Post  EG  0.933  0.197  

   CG  0.925  0.110   

Note.  Significant results suggest a deviation from normality. 

  

Test of Equality of Variances (Levene’s) 

  F df p 

Listening_Post  0.884  1  0.353   

 

Both tests did not yield statistically significant results, as may be 

observed in the p-values. This indicates that the assumption of 

normality and the equality of variances are successfully met. Such an 

outcome allows us to freely proceed with the statistical T-Test.  

In Figure 32 below, the results of the t-statistics are presented along 

with the descriptives. 
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Figure 32. JASP outcome for independent samples t-test, descriptives, and 
descriptive plot. 

Independent Samples T-Test 

 t df p Cohen’s 
d 

Listening_Post  1.028  38  0.311  0.325  
 

Note.  Student’s t-test. 

Group Descriptives 
 Group N Mean SD SE 

Listening_Post  EG  19  6.368  2.499  0.573  

  CG  21  5.476  2.943  0.642  
 

 

As shown, the p-value (p = 0.311) indicates that there is no 

statistically significant difference between the groups. Additionally, 

Cohen’s d suggests a small effect size, as it falls below the 0.40 

benchmark. The group descriptives further show that, despite the 

apparent difference between the Experimental Group (EG) and the 

Control Group (CG), no statistically significant difference is present.  

Figure 33. JASP descriptive plot for independent samples t-test. 
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The descriptive plot as shown in Figure 33 above clearly depicts the 

tendency that the EG obtained a higher score than the CG. However, 

this difference is not deemed significant.  

The APA reporting of the results of the previous statistical test: 

The descriptives show that the experimental group performed better 

than the control group in the listening post-test. However, an 

independent t-test showed that this difference was not significant (t(38) 

= 1.028, p = 0.31), and Cohen’s d suggests this is a small effect (d= 0.32).   

KEY ASPECTS 
 

1. The independent samples t-test compares the means of two 
unrelated groups to determine if they differ significantly. 

2. It requires: 
o A categorical independent variable with two groups 

(e.g., experimental vs. control). 
o A continuous dependent variable (e.g., test scores). 

3. Key assumptions: 
o Groups must be independent. 
o The dependent variable should follow a normal 

distribution (testable with Shapiro-Wilk). 
o Homogeneity of variance across groups (testable with 

Levene’s test). 
4. A non-significant result (p > 0.05) indicates no statistically 

significant difference, even if the group means appear 
different. 

5. Effect size (Cohen’s d) quantifies the magnitude of the 
difference, providing context beyond statistical significance. 
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FREQUENT ERRORS 
 

Overlooking assumption violations: 

� Error: Failing to check normality or homogeneity of variance 
before running the test. 

� Fix: Use Shapiro-Wilk for normality and Levene’s test for 
variance equality, both available in JASP. 

Ignoring group independence: 

� Error: Treating related groups (e.g., matched pairs) as 
independent. 

� Fix: Ensure that the groups being compared are truly 
unrelated in the research design. 

Overinterpreting non-significant results: 

� Error: Concluding that the groups are identical when p > 
0.05. 

� Fix: Report and interpret effect sizes (e.g., Cohen’s d) to 
provide additional insight. 

Relying solely on statistical significance: 

� Error: Disregarding descriptive statistics and trends in the 
data. 

� Fix: Include descriptive plots and group means to provide a 
complete picture. 

 

  



58 
 

DATASET 

Valid for ANOVAs 

 

Dataset access 

(click here) 
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One-Way ANOVA 

Another parametric test of interest is the one-way analysis of 

variance (One-Way ANOVA). The primary objective of this test is to 

compare two or more groups (i.e., the grouping variable of the 

independent variable) to assess their effects on a dependent 

variable and determine whether the observed differences are 

statistically significant. 

The purposes of One-Way ANOVA are similar to those of the 

Independent Samples t-Test, as both tests compare group means. 

However, one-way ANOVA is more appropriate when comparing 

more than two groups. Unlike t-tests, where comparing three groups 

requires performing three separate tests (which increases the risk of 

Type I errors), One-Way ANOVA allows for a single test, maintaining 

the integrity of the results. 

Assumptions for One-Way ANOVA: 

1. The independent variable must be categorical. 

2. The dependent variable must be continuous or scale-based. 

3. The grouping variable should be independent. 

4. The dependent variable should be normally distributed. 

5. There should be no outliers. 

6. Homogeneity of variance must be met. 

JASP provides a dedicated module for conducting ANOVA tests, as 

shown in Figure 34 below:  



60 
 

Figure 34. ANOVA module in JASP. 

 

Once it is selected, the independent and dependent variables should 

be introduced in the corresponding areas:  

Figure 35. ANOVA module in JASP: introducing the variables. 

 

The one-way ANOVA yields the following results:  

Figure 36. JASP outcome for one-way ANOVA. 

ANOVA - Listening_Post  

Cases Sum of Squares df Mean Square F p �� 

Group  7.941  1  7.941  1.056  0.311  0.027  

Residuals  285.659  38  7.517         
 

Note.  Type III Sum of Squares 

Descriptives - Listening_Post  

Group Mean SD N 
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ANOVA - Listening_Post  

Cases Sum of Squares df Mean Square F p �� 

5P  6.368  2.499  19  

6P  5.476  2.943  21   

 

Unlike t-tests, which use t statistics as a reference, ANOVAs rely on 

F-statistics. As shown in Figure 36, the p-value is above 0.05, 

indicating that there are no statistically significant differences among 

the groups. However, the eta-squared (��� suggests a medium 

effect size (see Chapter 7 for further information on effect sizes). 

To report one-way ANOVA following the APA guidelines, let us take a 

look at the following example:  

On average, students in Primary 5 performed better at the Listening 

post-test than Primary 6. However, this difference was not statistically 

significant (f(1)= 7.941, p = 0.31, �� = .027).  

KEY ASPECTS 
 

�  One-way ANOVA compares the means of two or more independent groups 
to identify statistically significant differences. 

�  It reduces the risk of Type I errors by performing a single test rather than 
multiple t-tests. 

�  Assumptions include: 

� The independent variable is categorical, and the dependent variable is 
continuous. 

� Groups are independent, with no outliers. 
� The dependent variable follows a normal distribution, and variances are 

homogeneous. 

�  ANOVA uses F-statistics to assess whether group differences are significant. 
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�  Effect size (e.g., �†) helps interpret the magnitude of differences, even if p-values 

are not significant. 

FREQUENT ERRORS 
 

�  Misusing ANOVA for dependent groups: 

� Error: Using one-way ANOVA when the groups are not independent (e.g., 
matched pairs). 

� Fix: Use a repeated measures ANOVA for dependent groups. 

�  Neglecting assumption checks: 

� Error: Running ANOVA without testing for normality or homogeneity of 
variances. 

� Fix: Use Shapiro-Wilk for normality and Levene’s test for homogeneity 
before interpreting results. 

�  Misinterpreting non-significant results: 

� Error: Assuming that a p-value > 0.05 means no differences exist. 
� Fix: Examine effect sizes (e.g., �†) and descriptive statistics to explore 

meaningful trends. 

�  Focusing only on the overall result: 

� Error: Failing to perform post-hoc tests when ANOVA results are 
significant. 

� Fix: Conduct post-hoc comparisons (e.g., Tukey�s HSD) to identify which 
groups differ. 

�  Over-reliance on F-statistics: 

� Error: Reporting F-statistics without contextualizing findings. 
� Fix: Provide a full report, including group means, standard deviations, 

and effect sizes. 
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One-way ANOVA with three groups 

While one-way ANOVA with two groups yields the same outcome as 

an independent samples t-test, the situation changes when 

comparing three or more groups. In such cases, beyond analyzing the 

general F-statistics, the differences between groups must be 

corroborated using post-hoc comparisons, which involve additional 

statistical procedures (to be explained further). 

Example in L2 Education: 

Suppose we are investigating how the use of the Montessori 

methodology affects two groups: CLIL and NON-CLIL. Additionally, 

a control group is included to observe the potential effect. The 

dependent variable is continuous and represents the L2 content 

taught using the Montessori methodology. 

In JASP, the steps to include the variables in the ANOVA module are 

the same as before. However, it is necessary to configure the Post Hoc 

Tests beforehand, as shown in Figure 37 below.   
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Figure 37. Post Hoc Tests in the ANOVA module. 

 

A post-hoc test is a comparison performed after the data have been 

analyzed and the initial results examined (Tavakoli, 2013). If the 

comparison is statistically significant, the researcher examines the 

combinations of means from the different groups. In other words, a 

post-hoc test is a follow-up statistical test conducted after an ANOVA 

reveals a significant F-statistic. 

In the previous example, the independent variable included more 

than two levels: CLIL, NON-CLIL, and CONTROL GROUP. Since the F-

statistic was significant, the next step is to compare all group 

combinations: 

� CLIL vs. NON-CLIL 

� CLIL vs. CONTROL GROUP 

� NON-CLIL vs. CONTROL GROUP 
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Types of Post-Hoc Tests 

Researchers can choose from a variety of post-hoc tests, including 

Tukey’s test, Bonferroni’s test, and Holm’s test. JASP offers 

additional options, but the focus here is on these three widely used 

methods: 

1. Tukey’s Test (also known as Tukey HSD test): 

o Used for pairwise comparisons, particularly when 

group sizes are equal. 

o As noted by Tavakoli (2013), Tukey’s test is conservative, 

reducing the likelihood of a Type I error. However, it has 

lower statistical power and is robust to non-normality 

(Cohen et al., 2011; Mackey & Gass, 2005). 

2. Bonferroni Test (also called Bonferroni-Dunn test or 

Bonferroni adjustment): 

o Designed to guard against Type I error when multiple 

significance tests are conducted by adjusting the alpha 

level (p-value). 

o The Bonferroni adjustment divides the alpha level (e.g., 

p = 0.05) by the number of tests performed. 

o Although highly conservative, the Bonferroni test can be 

used with both equal and unequal group sizes, provided 

variances within all groups are equal. If variances are 

unequal, the Games-Howell Test is recommended (see 

’Type’ in Figure 37 above). 
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3. Holm Test (also called Holm-Bonferroni test): 

o A stepwise method derived from Bonferroni but less 

conservative. 

o The Holm test sequentially calculates significance levels 

based on the p-value rank of hypotheses (Chen et al., 

2017). 

In Figure 38, the results of the ANOVA parametric test and 

corresponding post-hoc tests are displayed: 

Figure 38. JASP outcome for one-way ANOVA with three groups. 

ANOVA - Montessori  

Cases Sum of Squares df Mean Square F p �� 

Group  37.475  2  18.737  10.162  < .001  0.220  

Residuals  132.764  72  1.844         

 

Note.  Type III Sum of Squares 

As can be observed, the ANOVA yielded a statistically significant 

result (p < .001) with a nearly medium effect size (�† = 0.22).  
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Figure 39. JASP outcome for the post-hoc comparison tests. 

Post Hoc Comparisons - Group  

  
Mean 

Difference 
SE t ptukey  pbonf  pholm  

CG  CLIL  -1.719  0.384  
-

4.471 
 < .001 *** < .001 *** < .001 *** 

   NOCLIL  -0.702  0.388  
-

1.808 
 0.174  0.224  0.075  

CLIL  NOCLIL  1.017  0.380  2.674  0.025 * 0.028 * 0.019 * 
 

 * p < .05, *** p < .001 

Note.  P-value adjusted for comparing a family of 3 

Descriptives - Montessori  

Group Mean SD N 

CG  6.458  2.08
5 

 24  

CLIL  8.177  0.84
7 

 26  

NOCLIL  7.160  0.78
7 

 25  
 

 

Figure 39 above presents the post-hoc comparisons between the 

three groups tested in the ANOVA parametric test. To illustrate the 

variations between the post-hoc tests discussed earlier, we have 

included results from all three tests: Tukey’s test, Bonferroni’s test, 

and Holm’s test. 
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As shown, there is a statistically significant difference between the 

Control Group (CG) and CLIL, as well as between CLIL and NON-

CLIL. Additionally, the Mean Difference is worth noting, as it 

provides insight into the extent of the differences in means between 

the groups. 

Reporting of these results following the APA guidelines: 

Independent one-way ANOVA showed a significant effect of the 

Montessori method on three different classes (F (2, 72) = 37.47, p < .001, 

�† = 0.22).  

Post-hoc testing using Tukey’s correction revealed that the CLIL group 

resulted in significantly greater scores than the CG (p < .001) and the 

NO-CLIL group (p < .05). There were no significant differences between 

NO-CLIL and CG (p= .174).  

KEY ASPECTS 
 

1. Purpose: One-way ANOVA compares means across three or more 
independent groups, identifying overall differences. 

2. Post-hoc tests: If the F-statistic is significant, post-hoc tests (e.g., Tukey, 
Bonferroni, Holm) identify specific group differences. 

3. Key post-hoc methods: 
o Tukey’s test: Conservative, robust for equal group sizes. 
o Bonferroni test: Adjusts p-values for multiple comparisons to 

minimize Type I errors. 
o Holm test: Less conservative, stepwise adjustment of p-values. 

4. Effect size (���� Quantifies the proportion of variance explained by the 
independent variable. 

5. Interpretation: Significant p-values in post-hoc tests indicate meaningful 
differences between specific group means. 
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FREQUENT ERRORS 
 

1. Skipping post-hoc tests: 
o Error: Concluding significance without exploring which groups 

differ. 
o Fix: Always conduct post-hoc tests when F-statistics are 

significant. 
2. Inappropriate choice of post-hoc test: 

o Error: Using Tukey’s test for unequal variances or group sizes. 
o Fix: Use Games-Howell or another test suitable for unequal 

conditions. 
3. Overlooking mean differences: 

o Error: Reporting only p-values without noting the magnitude of 
differences between groups. 

o Fix: Highlight mean differences and their practical implications for 
research conclusions. 

4. Ignoring assumption violations: 
o Error: Running ANOVA without testing normality or homogeneity 

of variances. 
o Fix: Use Shapiro-Wilk and Levene’s tests before interpreting 

results. 
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Two-Way ANOVA 

Another type of ANOVA parametric test is the two-way ANOVA (or 

Factorial ANOVA), which estimates the effects of two categorical 

independent variables (each with two or more levels) on a single, 

continuous dependent variable (Tavakoli, 2013). In addition to 

examining the main effects of each independent variable, two-way 

ANOVA also evaluates the interaction effects between them. 

Example: 

In the proposed example, there are two independent variables: 

1. Group: CLIL and CONTROL GROUP. 

2. Type of Learning: Cooperative Learning (CL) and Project-

Based Learning (PBL). 

Thus, both Factor 1 (Group) and Factor 2 (Type of Learning) have 

two levels. The two-way ANOVA tests two hypotheses (Goss-

Sampson, 2020): 

1. There is no significant main effect for the independent 

variables. 

2. There is no significant interaction effect (i.e., no group 

differences across the conditions). 

Assumptions for Two-Way ANOVA: 

As with one-way ANOVA, the following assumptions must be met: 
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1. The independent variables (factors) should each have two or 

more categorical levels. 

2. The dependent variable must be continuous and normally 

distributed. 

3. There must be homogeneity of variance. 

4. No significant outliers should be present. 

In JASP, use the same ANOVA module as for one-way ANOVA. In this 

case, both categorical independent variables should be included 

under ’Fixed Factors’, while only a single dependent variable 

should be selected (see Figure 40 below)..  

Figure 40. ANOVA module in JASP with the two independent variables and the 
dependent variable. 

 

Following the example we proposed previously, the dependent 

variable is continuous and is related to the use of an app meant to help 

in language learning. In this case, one of the questions that we aim to 

answer with two-way ANOVA is whether the use of this app bears any 

effect.  
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After introducing the data into JASP, the statistical analyses yield the 

results displayed in Figure 41.  

Figure 41. JASP outcome for two-way ANOVA. 

ANOVA - App  

Cases Sum of Squares df Mean Square F p �� 

Group  158.319  1  158.319  68.476  < .001  0.577  

TypeLearning  7.937  1  7.937  3.433  0.070  0.029  

Group � TypeLearning  1.757  1  1.757  0.760  0.388  0.006  

Residuals  106.353  46  2.312         
 

Note.  Type III Sum of Squares 

 

Descriptives - App  

Group TypeLearning Mean SD N 

CG  CL  6.538  1.761  13  

   PBL  5.364  2.501  11  

CLIL  CL  9.731  0.388  13  

   PBL  9.308  0.630  13   

 

As shown in the ANOVA table, there are significant effects for Group 

(p < .001) with a large effect size. However, no significant differences 

were found for Type of Learning (p = 0.07) or the interaction 

between Group and Type of Learning (p = 0.38). This indicates that 

the observed differences are primarily due to the effect of Factor 1 

(Group), rather than the type of learning or their interaction. 

Although the interaction (Group × Type of Learning) is not 

statistically significant according to the ANOVA, it is possible that 
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post-hoc tests will reveal significant differences between specific 

groups. These post-hoc comparisons are shown in Figure 42.  

Figure 42. JASP outcome for Post Hoc tests in two-way ANOVA. 

Post Hoc Comparisons - Group �� TypeLearning  
  Mean Difference SE t ptukey  pbonf  pholm  

CG CL  CLIL CL  -3.192  0.596  -5.353  < .001  < .001  < .001  

   CG PBL  1.175  0.623  1.886  0.248  0.394  0.131  

   CLIL PBL  -2.769  0.596  -4.643  < .001  < .001  < .001  

CLIL CL  CG PBL  4.367  0.623  7.011  < .001  < .001  < .001  

   CLIL PBL  0.423  0.596  0.709  0.893  1.000  0.482  

CG PBL  CLIL PBL  -3.944  0.623  -6.332  < .001  < .001  < .001   

Note.  P-value adjusted for comparing a family of 4 

 

As shown, there are significant differences in the following 

comparisons: 

� CG CL vs. CLIL CL (p < .001) 

� CG CL vs. CLIL PBL (p < .001) 

� CLIL CL vs. CG PBL (p < .001) 

� CG PBL vs. CLIL PBL (p < .001) 

For L2 researchers, these post-hoc comparisons provide valuable 

insights into how differences in the type of learning might relate to 

group membership�whether participants belong to a group 

following a different approach (e.g., CLIL) or a more traditional one 

(e.g., Control Group) 
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Reporting of these results following the APA guidelines: 

A two-way ANOVA was used to examine whether the effect of using an 

App varied depending on the type of learning used in a CLIL group or a 

traditional group. There were significant main effects for group (F (1, 

46) = 68.476, p < .001, ���������.  

Tukey’s post-hoc correction showed that cooperative learning in the 

CLIL group was higher compared to cooperative learning and project-

based learning in the control group (t = �3.192, p <.001 and t=4.367, p 

<.001 respectively).  

KEY ASPECTS 
 

�  Purpose: Two-way ANOVA examines the effects of two categorical 
independent variables and their interaction on a single continuous dependent 
variable. 

�  Main effects: Tests whether each independent variable has a significant 
impact on the dependent variable. 

�  Interaction effects: Evaluates if the effect of one independent variable 
depends on the levels of the other. 

�  Post-hoc tests: Identify specific group differences when significant results are 
found. Tukey, Bonferroni, and Holm tests are common choices. 

�  Effect size (���� Indicates the magnitude of the main and interaction effects, 

helping interpret practical relevance. 
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FREQUENT ERRORS 
 

�  Overlooking interaction effects: 

� Error: Reporting only the main effects and ignoring potential 
interactions. 

� Fix: Always check interaction effects and explain their significance or lack 
thereof. 

�  Misinterpreting interaction results: 

� Error: Assuming no interaction means the independent variables are 
unrelated. 

� Fix: Focus on what the lack of interaction implies about the relationship 
between variables. 

�  Inconsistent variable levels: 

� Error: Using unequal group sizes across levels of independent variables, 
which may skew results. 

� Fix: Ensure balanced sample sizes whenever possible or use robust post-
hoc methods like Games-Howell. 

�  Skipping post-hoc tests for interactions: 

� Error: Ignoring follow-up comparisons when interactions are significant. 
� Fix: Conduct post-hoc tests to explore specific group combinations for 

meaningful differences. 

�  Ignoring assumptions: 

� Error: Not testing for normality or homogeneity of variance. 
� Fix: Use Shapiro-Wilk and Levene�s tests to verify assumptions before 

interpreting results. 
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Repeated Measures ANOVA 

One-way Repeated Measures ANOVA 
(RMANOVA) 

A Another ANOVA parametric test is the one-way repeated 

measures ANOVA, which is used to analyze data where individuals 

within the same group are tested on three or more occasions or under 

three or more conditions. This test is particularly relevant in L2 

education research, where researchers may explore how a given 

class improves a specific skill over time. By conducting several tests 

across time points, the researcher can use repeated measures ANOVA 

to determine whether observed changes are attributable to an 

educational intervention implemented in the classroom. 

Assumptions for Repeated Measures ANOVA: 

As with other ANOVA parametric tests, the following assumptions 

must be met: 

1. A continuous dependent variable (measured on an interval 

or ratio scale). 

2. A categorical independent variable with two or more levels. 

3. Normally distributed data for the dependent variable. 

4. Homogeneity of variance. 

5. Sphericity (a condition where the variances of the differences 

between all combinations of related groups are equal). 
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Like other ANOVA tests, repeated measures ANOVA uses the F-

statistic. A large F-value suggests that the independent variable has 

a significant effect on the dependent variable. 

Example: 

To illustrate one-way repeated measures ANOVA, suppose we want 

to examine how a CLIL class performs on a language test under three 

different conditions: 

� Montessori methodology (Montessori) 

� Communicative Language Teaching (CLT) 

� Language App (App) 

To evaluate whether these conditions yield statistically significant 

differences in test scores, the JASP module must be opened, and 

’Repeated Measures ANOVA’ selected (see Figure 43).  

Figure 43. Repeated Measures ANOVA selection. 
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Then, the following interface will appear:  

Figure 44. Interface to introduce the data for Repeated Measures ANOVA. 

 

The appropriate dependent variables must be entered into the 

’Repeated Measures Cells’ section. Once this step is completed, it is 

essential to ensure that ’Assumption Checks’ are selected. These 

checks help determine whether the assumptions are met, allowing 

the analysis to proceed appropriately. 

For example, if the assumption of sphericity is violated (as shown in 

Figure 45), the F-statistic must be corrected using the Greenhouse-

Geisser epsilon. In such cases, if the epsilon is less than 0.75, the 

Greenhouse-Geisser correction is preferred (Goss-Sampson, 

2020).   

Figure 45. Test of Sphericity (one-way Repeated Measures ANOVA). 

Test of Sphericity  

  Mauchly’s 
W 

Approx. 
�� df p-

value 
Greenhouse-

�	
��	�
� 
Huynh-
�	���
� 

Lower 
�����
� 

RM 
Factor 1 

 0.301  28.831  2  < .001  0.589  0.600  0.500  
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As shown in Figure 45, the test of sphericity is statistically 

significant (p < .001). Therefore, the Greenhouse-Geisser 

correction must be applied to the ANOVA test. In Figure 46, two 

options are provided: ’None’ (no correction applied) and 

’Greenhouse-Geisser’ correction. 

The F-statistic is large, and the p-value of the repeated measures 

ANOVA test is statistically significant (p < .001). As a result, we can 

proceed to examine which combinations of conditions are significant 

by conducting a post-hoc comparison test.   

Figure 46. Within-Subjects effects. 

Within Subjects Effects  

Cases Sphericity 
Correction 

Sum of 
Squares df Mean 

Square F p 

RM Factor 
1 

 None  25.962 � 2.000 � 12.981 � 51.601 � < .001 � 

   Greenhouse-
Geisser 

 25.962  1.177  22.057  51.601  < .001  

Residuals  None  12.578  50.000  0.252       

   Greenhouse-
Geisser 

 12.578  29.426  0.427       
 

Note.  Type III Sum of Squares 

� Mauchly’s test of sphericity indicates that the assumption of sphericity is violated 
(p < .05). 

Descriptives 

RM Factor 
1 Mean SD N 

Montessori  8.177  0.847  26  

CLT  9.231  0.620  26  

App  9.519  0.556  26   
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In Figure 47, the post-hoc comparison tests (using Bonferroni 

adjustment and Holm-Bonferroni test) are presented. The results 

clearly indicate a statistically significant difference between 

Montessori and CLT (p < .001), with CLT showing higher scores. 

Similarly, the differences between Montessori and the App group 

are also statistically significant (p < .001), with the App group 

achieving higher values. 

Additionally, while marginally significant (p = .04), the differences 

between CLT and the App group are statistically significant. 

However, their means are not substantially different (CLT = 9.23, 

App = 9.51).  

Figure 47. Repeated-measures ANOVA test (post-hoc comparison test). 

Post Hoc Comparisons - RM Factor 1  
  Mean Difference SE t Cohen’s d pbonf  pholm  

Montessori  CLT  -1.054  0.139  -7.576  -1.486  < .001 *** < .001 *** 

   App  -1.342  0.139  -9.649  -1.892  < .001 *** < .001 *** 

CLT  App  -0.288  0.139  -2.074  -0.407  0.130  0.043 *  

 * p < .05, *** p < .001 

Note.  Cohen’s d does not correct for multiple comparisons. 

Note.  P-value adjusted for comparing a family of 3 

Reporting of these results following the APA guidelines (Goss-

Sampson, 2020): 

Since Mauchly’s test of sphericity was significant, the Greenhouse-

Geisser correction was used. This showed that the educational 

conditions differed significantly between them: F (1.177, 29.426) = 

51.601, p < .001.  
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Post-hoc testing using Bonferroni correction revealed that in the 

Montessori condition, participants scored lower than in the CLT (mean 

difference = �1.054, p < .001), and App condition (mean difference = �

1.892, p < .001). 
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KEY ASPECTS 
 

�  Purpose: Compares means across three or more conditions or time points for 
the same group of individuals. 

�  Application in L2 research: Useful for studying improvements in a skill over 
time or under different teaching methods (e.g., Montessori, CLT, App). 

�  Assumptions: 

� A continuous dependent variable (e.g., test scores). 
� Categorical independent variable with two or more levels (e.g., conditions 

or time points). 
� Normally distributed dependent variable. 
� Sphericity: Variances of differences between groups should be equal. 

�  Handling violations of sphericity: 

� If violated, corrections like Greenhouse-Geisser or Huynh-Feldt must be 
applied. 

�  Post-hoc tests: Identify specific differences between conditions after finding a 

significant F-statistic. Adjustments (e.g., Bonferroni) prevent inflated Type I 

errors. 

FREQUENT ERRORS 
 

1. Ignoring sphericity violations: 
o Error: Proceeding with uncorrected F-statistics when Mauchly’s 

test indicates a violation. 
o Fix: Apply the Greenhouse-Geisser correction if epsilon < 0.75. 

2. Misinterpreting non-significant post-hoc results: 
o Error: Assuming no practical differences between conditions 

when p > 0.05. 
o Fix: Report effect sizes (e.g., Cohen�s d) alongside p-values to 

evaluate magnitude. 
3. Overlooking multiple comparisons: 

o Error: Failing to adjust p-values when conducting multiple post-
hoc tests. 

o Fix: Use methods like Bonferroni or Holm adjustments to maintain 
accuracy. 

4. Relying solely on significance: 
o Error: Focusing only on statistical significance without 

contextualizing means and standard deviations. 
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o Fix: Discuss practical implications of differences between 
conditions. 

5. Inconsistent grouping: 
o Error: Introducing unequal sample sizes across conditions. 
o Fix: Ensure participants are consistently tested across all 

conditions. 

  

 

ANCOVA 

The analysis of covariance (ANCOVA) is a statistical procedure that 

examines group differences on a continuous dependent variable 

while controlling for one or more continuous independent 

variables (referred to as covariates). In essence, ANCOVA allows for 

one or more categorical independent variables, one continuous 

dependent variable, and one or more covariates. The covariate is, 

in this context, another independent variable (Tavakoli, 2013). 

Key Considerations for ANCOVA: 

Before performing an ANCOVA test, the following patterns should be 

considered: 

1. A moderate correlation should exist between the covariates 

and the dependent variable. 

2. Covariates should be reliably measured. 

3. If multiple covariates are used, there should be low 

correlations among them. 
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4. No correlation should exist between covariates and the 

grouping variables. 

Example: 

To illustrate how ANCOVA can be applied, consider the following 

research design:  

Figure 48. ANCOVA research design. 

 

JASP, as demonstrated in the previous analyses, offers a very friendly 

interface to introduce the data of the variables into the corresponding 

place (see Figure 49 below):  

Figure 49. ANCOVA interface in JASP. 
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Once this information is entered, several features must be configured 

in JASP to perform the ANCOVA analysis effectively: 

1. In ’Display’, ensure that both eta-squared and omega-

squared are marked as estimates of effect size. 

2. Mark ’descriptive statistics’ to observe the extent of the 

differences between groups. 

3. Under ’Post Hoc Tests’, in the ’Type’ section, mark ’Effect size’ 

to assess the magnitude of the effect in the post-hoc comparison 

tests. 

4. In the ’Correction’ section, select Tukey, Bonferroni, and 

Holm. 

As shown in Figure 50, the ANCOVA output reveals statistically 

significant differences for both years of learning the L2 (p < .001) 

and group (p = .002), indicating that both the covariate and the 

independent variable have significant effects.  

Figure 50. JASP output for ANCOVA. 

ANCOVA - Post_Test  

Cases Sum of Squares df Mean Square F p �� �� 

YearsL2  15.062  1  15.062  22.443  < .001  0.275  0.260  

Group  7.428  1  7.428  11.069  0.002  0.136  0.122  

Residuals  32.214  48  0.671           
 

Note.  Type III Sum of Squares 
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Descriptives - Post_Test 

Group Mean SD N 

CLIL  9.231  0.620  26  

NOCLIL  7.440  1.253  25   

 

Then, a post-hoc comparison test is performed to observe how 

statistically significant these differences are. In Figure 51, there is a 

great deal of information to be drawn: p-values are statistically 

significant, and Cohen’s d, i.e. the effect size, indicates that there is a 

large effect size (d= 0.978).  

Figure 51. JASP output for Post Hoc Comparisons - ANCOVA. 

Post Hoc Comparisons - Group  
  Mean Difference SE t Cohen’s d ptukey  pbonf  pholm  

CLIL  NOCLIL  0.961  0.289  3.327  0.978  0.002 ** 0.002 ** 0.002 **  

 ** p < .01 

Note.  Cohen’s d does not correct for multiple comparisons. 

 

Another way to observe these results is by creating a descriptive plot 

that includes confidence intervals. In Figure 52, a JASP-generated 

descriptive plot based on the sample study presented for ANCOVA is 

shown. As seen, the CLIL group obtained higher marks than the 

NOCLIL group which, in turn, had been learning the L2 for fewer years 

than the CLIL group.  
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Figure 52. Descriptive plot with confidence intervals. 

 

Reporting of these results following the APA guidelines (Goss-

Sampson, 2020): 

The covariate, years learning the L2, was significantly related to the 

group variable, F (1, 48) = 22.443, w2 = 0.260.  

Post hoc testing using Tukey’s correction revealed that the CLIL group 

obtained higher scores in comparison to the NO-CLIL group (p = .002).  
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KEY ASPECTS 
 

�  Purpose: ANCOVA assesses group differences on a continuous dependent 
variable while controlling for the effects of one or more covariates. 

�  Covariates: These are continuous variables that may influence the dependent 
variable, and they are included to reduce error variance and improve statistical 
power. 

�  Assumptions: 

� Covariates should correlate with the dependent variable but not with the 
independent variable. 

� Covariates should be measured reliably. 
� Homogeneity of regression slopes must be tested to ensure the 

relationship between covariates and the dependent variable is consistent 
across groups. 

�  Effect size: Estimates like eta-squared (�†) and omega-squared (�†) indicate 
the magnitude of group differences and covariate effects. 

�  Post-hoc tests: Used to identify specific group differences after controlling for 

covariates, with adjusted p-values (e.g., Tukey, Bonferroni). 

FREQUENT ERRORS 
 

�  Ignoring homogeneity of regression slopes: 

� Error: Proceeding with ANCOVA without testing this assumption, which 
could lead to misleading results. 

� Fix: Use JASP or similar software to test and ensure consistent slopes 
across groups. 

�  Overlooking covariate-group relationships: 

� Error: Using a covariate correlated with the grouping variable, violating 
the assumption of independence. 

� Fix: Confirm low correlation between covariates and grouping variables 
during data screening. 

�  Inconsistent measurement of covariates: 

� Error: Using unreliable or inconsistent measures for covariates, which 
reduces the validity of the analysis. 
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� Fix: Ensure covariates are measured with validated tools and procedures. 

�  Misinterpreting post-hoc results: 

� Error: Assuming that significant post-hoc results are unaffected by the 
covariate. 

� Fix: Emphasize that post-hoc results reflect differences after controlling 
for covariate effects. 

�  Overemphasizing p-values: 

� Error: Focusing solely on statistical significance without discussing 
practical implications. 

� Fix: Include effect sizes (e.g., Cohen�s d, �†) to provide context for the 
importance of findings. 
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MANOVA 

The MANOVA parametric test (multivariate analysis of variance) is 

used when multiple continuous dependent variables are included 

in a study. Researchers employing MANOVA aim to examine whether 

combinations of these dependent variables differ significantly 

between groups. In other words, MANOVA identifies which groups 

differ, to what extent, and in which dependent variables those 

differences exist (Tavakoli, 2013). 

Example: 

For instance, suppose a researcher wants to investigate whether 

students in a CLIL group and a traditional group (control)�the 

independent variable with two levels�differ based on the 

education method employed. The dependent variables might 

include: 

1. Communicative-language teaching (dependent variable 1). 

2. App-based teaching approach (dependent variable 2). 

Assumptions for MANOVA: 

Before conducting MANOVA, the following assumptions must be met: 

1. Independence of observations: Observations must differ 

between groups. 

2. Multivariate normality: The dependent variables should 

follow a normal distribution. 
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3. Homogeneity of variance (or covariance matrices): Variances 

and covariances across groups should be similar. 

These assumptions can be checked in JASP by navigating to ANOVA 

> MANOVA, as shown in Figure 53.  

Figure 53. Assumption checks for MANOVA. 

 

The output of these assumptions tests in JASP provides the following 

information:  

Figure 54. JASP outcome for tests of assumption. 

Box’s M-test for Homogeneity of Covariance Matrices 

�� df p 

3.244  3  0.355  
 

 

Shapiro-Wilk Test for Multivariate Normality 

Shapiro-Wilk p 

0.929  0.005  
 

 

Once these assumptions have been checked, it is time to select the 

appropriate test for our MANOVA. JASP provides four different 

options: Pillai, Wilks, Hotelling-Lawley, and Roy (see Figure 55).  
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Figure 55. Selection of tests for MANOVA. 

 

There are several tests available in MANOVA, each offering unique 

advantages depending on the research context. Understanding their 

characteristics helps researchers decide which is most appropriate or 

commonly used in L2 education research: 

1. Wilks’ Lambda: The most commonly used test in MANOVA, 

Wilks’ Lambda approximates the F-statistic and is highly 

favored for its reliability. 

2. Lawley-Hotelling: This test is less commonly used in research 

and is typically employed in specific scenarios. 

3. Pillai’s Trace: Generally considered the most robust and 

adequate test, Pillai’s Trace often produces results similar to 

those from Wilks’ Lambda and Lawley-Hotelling. 

4. Roy’s Largest Root: This test is more appropriate when 

vectors are collinear but does not provide a satisfactory 

approximation to the F-statistic, making it less preferred in 

standard applications. 

Example Using Pillai’s Trace: 
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To illustrate the use of Pillai’s Trace, consider the following scenario: 

As an L2 education researcher, you are interested in comparing 

how two groups (CLIL and control group) respond to two different 

methodologies: 

� CLT (Communicative Language Teaching) 

� App-based teaching 

These methodologies serve as the dependent variables. After 

conducting the analysis in JASP, the results are displayed in Figure 

56:  

Figure 56. JASP outcome for MANOVA: Pillai test. 

MANOVA: Pillai Test  

Cases df Approx. F TracePillai Num df Den df p 

(Intercept)  1  940.986  0.976  2  47.000  < .001  

Group  1  31.693  0.574  2  47.000  < .001  

Residuals  48              

 

As shown, there is a statistically significant difference between 

CLT and App, F(1, 48) = 31.69, p < .001; TracePillai = 0.574. 

To proceed with stepwise comparisons, you can display the ANOVA 

tables in JASP. To do this, check the ’ANOVA tables’ box under 

’Additional Options’. This will allow you to observe in which 

dependent variables the differences are found and determine 

whether these differences are statistically significant.  
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Figure 57. JASP ’ANOVAtables’ for the dependent variables of the MANOVA 
analysis. 

ANOVA: CLT 

Cases Sum of Squares df Mean Square F p 

(Intercept)  3136.320  1  3136.320  1779.149  < .001  

Group  93.065  1  93.065  52.793  < .001  

Residuals  84.615  48  1.763      
 

 

ANOVA: App 

Cases Sum of Squares df Mean Square F p 

(Intercept)  3065.445  1  3065.445  1271.305  < .001  

Group  154.565  1  154.565  64.101  < .001  

Residuals  115.740  48  2.411      
 

As can be observed in Figure 57 above, the p-value is below 0.05 in 

both cases, and thus statistically significant. This will lead us to 

review the descriptives in order to observe what the differences are:  

Figure 58. Descriptive statistics for both dependent variables (CLT and App). 

Descriptive Statistics  
 CLT App 

  CG CLIL CG CLIL 

Valid  24  26  24  26  

Missing  0  0  0  0  

Mean  6.500  9.231  6.000  9.519  

Std. Deviation  1.806  0.620  2.167  0.556  

Minimum  3.000  8.000  2.000  8.500  

Maximum  9.500  10.000  9.000  10.000   
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Reporting the results:  

A MANOVA was conducted to examine the effect of group (CLIL vs. 

control) on two dependent variables: Communicative Language 

Teaching (CLT) and App-based teaching. Results from Pillai�s Trace 

indicated a statistically significant multivariate effect of group, F(2, 47) 

= 31.69, p < .001, V = 0.574, suggesting group differences in the 

combined dependent variables. 

Subsequent univariate ANOVAs revealed significant differences for both 

dependent variables. For CLT, the CLIL group (M = 9.23, SD = 0.62) 

scored significantly higher than the control group (M = 6.50, SD = 1.81), 

F(1, 48) = 52.79, p < .001. Similarly, for App-based teaching, the CLIL 

group (M = 9.52, SD = 0.56) scored significantly higher than the control 

group (M = 6.00, SD = 2.17), F(1, 48) = 64.10, p < .001. 

These findings suggest that the CLIL group outperformed the control 

group in both CLT and App-based teaching methodologies. 

KEY ASPECTS 
 

�  Purpose: MANOVA examines whether groups differ on multiple dependent 
variables simultaneously, identifying where and to what extent these 
differences exist. 

�  Advantages over ANOVA: By analyzing multiple dependent variables at once, 
MANOVA reduces the risk of Type I errors associated with running multiple 
separate ANOVAs. 

�  Key assumptions: 

� Independence of observations: Each group must consist of distinct 
individuals. 

� Multivariate normality: Dependent variables should be normally 
distributed. 
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� Homogeneity of variance/covariance: Variances and covariances across 
groups should be similar. 

�  Common tests in MANOVA: 

� Pillai’s Trace: Most robust and widely used. 
� Wilks� Lambda: Common for approximating the F-statistic. 
� Lawley-Hotelling and Roy�s Largest Root: Used in specific cases, less 

common in L2 research. 

�  Follow-up ANOVAs: After a significant MANOVA, individual ANOVAs on each 

dependent variable reveal where the group differences lie. 
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FREQUENT ERRORS 
 

�  Ignoring multivariate assumptions: 

� Error: Failing to test for multivariate normality or homogeneity of 
covariance. 

� Fix: Use tests like Box�s M and Shapiro-Wilk to ensure assumptions are 
met. 

�  Misinterpreting MANOVA results: 

� Error: Assuming significant MANOVA results apply to all dependent 
variables. 

� Fix: Perform follow-up ANOVAs to identify specific dependent variables 
with significant differences. 

�  Overlooking the relationships between dependent variables: 

� Error: Including dependent variables with low or no correlation, 
reducing the power of the test. 

� Fix: Confirm that dependent variables are moderately correlated before 
running MANOVA. 

�  Relying solely on Wilks� Lambda: 

� Error: Using Wilks� Lambda exclusively when other tests (e.g., Pillai�s 
Trace) may provide more robust results. 

� Fix: Use Pillai�s Trace for more generalizable findings in L2 research 
contexts. 

�  Focusing only on p-values: 

� Error: Ignoring effect sizes, which provide insight into the practical 
significance of findings. 

� Fix: Report metrics like eta-squared (�†) alongside p-values to 
contextualize results. 
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Parametric correlations 

One of the most basic tests for measuring associations between 

variables is the correlation coefficient (Urdan, 2017). Correlations 

are statistical indices that measure the strength and direction of the 

relationship between two variables. This analysis not only identifies 

how strongly two variables are associated but also determines 

whether the association is statistically significant. 

Key characteristics: 

1. Types of data: Correlation coefficients are calculated using 

quantifiable variables that are either continuous or ordinal. 

These variables must be based on observed data, summarizing 

measurable qualities of interest. 

2. Direction of correlation: The direction of a correlation 

indicates whether it is positive (+) or negative (�): 

o A positive correlation occurs when an increase in 

variable X corresponds to an increase in variable Y, 

implying a direct linear relationship where both 

variables increase together. 

o A negative correlation occurs when an increase in 

variable X corresponds to a decrease in variable Y, 

indicating an inverse relationship. 

3. Range of coefficients: Correlation coefficients are represented 

by a value between �1 and +1. A value closer to +1 or �1 

indicates a stronger association, while a value near 0 implies 
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little to no relationship. Importantly, correlation does not imply 

causation. For example, if the correlation coefficient between 

working memory and test scores is 0.85, it only shows a 

strong relationship, not that one directly causes the other. 

Pearson’s correlation coefficient: 

A widely used parametric test for correlations is Pearson’s 

correlation coefficient (r). This test determines how closely two 

variables are related. The closer the r-statistic is to +1 or �1, the 

stronger the relationship. However, Pearson’s r can only be used 

when the following assumptions are met: 

1. The data must be normally distributed. 

2. The relationship must be linear. 

To test correlation coefficients in JASP, follow these steps: 

1. Navigate to ’Regression’ > ’Correlation’. 

2. Insert the two or more variables of interest into the ’Variables’ 

field. 

3. Ensure the following options are selected:  

Figure 59. Options to select in Correlation in JASP. 
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Suppose we aim to determine whether the number of years spent 

learning English correlates with anxiety levels and test scores in 

an L2 test conducted during a two-week intervention using the 

Montessori methodology. 

When the variables are entered into the ’Variables’ textbox in JASP, 

the results are displayed in different formats. In Figure 60, 

correlations are shown pairwise, while in Figure 61, they appear as 

part of a correlation matrix. 

As observed, the correlation coefficients are reported to be 

statistically significant for both: 

� Years L2 and Montessori methodology (p = .007, r = .310). 

� Anxiety Levels and Montessori methodology (p = .025, r = 

.259). 

Despite their statistical significance, these correlation coefficients 

are weak, suggesting only a slight positive relationship. This 

indicates: 

1. Spending more years learning the L2 is positively correlated 

with the use of the Montessori methodology. 

2. Anxiety levels are more likely to increase when the 

Montessori methodology is implemented.  

 



101 
 

Figure 60. Pairwise display of correlations. 

Pearson’s Correlations  

      n Pearson’s r p 

YearsL2  -  Anxiety_Levels  75  -0.013  0.912  

YearsL2  -  Montessori  75  0.310 ** 0.007  

Anxiety_Levels  -  Montessori  75  0.259 * 0.025   

* p < .05, ** p < .01, *** p < .001 

 

Figure 61. Correlation matrix. 

Pearson’s Correlations  

Variable   YearsL2 Anxiety_Levels Montessori 

1. YearsL2  n  �      

  Pearson’s r  �      

  p-value  �        

2. Anxiety_Levels  n  75  �    

  Pearson’s r  -0.013  �    

  p-value  0.912  �     

3. Montessori  n  75  75  �  

  Pearson’s r  0.310 ** 0.259 * �  

  p-value  0.007  0.025  �  
 

* p < .05, ** p < .01, *** p < .001 

 

Another way of observing the correlations in a visual manner is 

through a heatmap, which, as can be seen in Figure 62 below, shows 

how these correlations are.  
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Figure 62. Heatmap for Pearson’s r coefficients. 

 

Reporting results: 

Pearson�s correlation coefficients were calculated to examine the 

relationships among years spent learning English (YearsL2), anxiety 

levels, and Montessori methodology scores. Results revealed a 

statistically significant, albeit weak, positive correlation between 

YearsL2 and Montessori methodology scores, r(73) = .310, p = .007. A 

similarly weak positive correlation was found between anxiety levels 

and Montessori methodology scores, r(73) = .259, p = .025. 

No significant correlation was observed between YearsL2 and anxiety 

levels, r(73) = -.013, p = .912. 

These findings suggest that spending more years learning English is 

associated with higher scores on the Montessori methodology measure, 

and higher anxiety levels are modestly associated with Montessori 

methodology scores. However, no significant relationship was found 

between YearsL2 and anxiety levels. 
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KEY ASPECTS 
 

�  Purpose: Correlation coefficients measure the strength and 

direction of relationships between two continuous or ordinal 

variables. 

�  Range: Correlation coefficients vary between �1 (strong negative 

relationship) and +1 (strong positive relationship). Values near 0 

indicate little to no relationship. 

�  Types of relationships: 

� Positive correlation: Both variables increase together (e.g., 

years of L2 learning and test scores). 

� Negative correlation: One variable increases as the other 

decreases (e.g., anxiety levels and academic performance). 

�  Pearson�s r: A commonly used parametric correlation test, valid 

under these assumptions: 

� Data is normally distributed. 

� Relationship is linear. 

�  Interpretation: Correlation does not imply causation. A 

statistically significant correlation only indicates a relationship, not 

that one variable directly affects the other. 

�  Visual tools: Correlations can be presented as pairwise displays, 

correlation matrices, or heatmaps for better comprehension. 
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FREQUENT ERRORS 
 

1. Confusing correlation with causation: 

o Error: Assuming that a high correlation (e.g., r = 0.85) 

means one variable causes the other. 

o Fix: Always clarify that correlation indicates 

association, not causation. 

2. Using Pearson�s r without testing assumptions: 

o Error: Applying Pearson�s r to non-linear or non-

normally distributed data. 

o Fix: Check data linearity using scatterplots and 

normality using Shapiro-Wilk or Q-Q plots. 

3. Ignoring weak correlations: 

o Error: Overinterpreting weak but statistically 

significant correlations. 

o Fix: Report the magnitude of the correlation and discuss 

its practical implications. 

4. Including irrelevant variables: 

o Error: Correlating variables without theoretical or 

practical justification. 

o Fix: Ensure variables are relevant to the research 

question. 

5. Misinterpreting negative correlations: 
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o Error: Assuming negative values indicate "bad" 

outcomes. 

o Fix: Explain that negative correlations only describe the 

direction of the relationship, not its desirability. 
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Proportions, Chi-Squared Test, and 

Contingency Tables 

In L2 education research, surveys are a widely used method for 

gathering data, particularly for exploring students’ perceptions. The 

statistical analysis of survey data depends on the specific research 

objectives. However, common procedures include analyzing 

proportions, creating contingency tables, and performing chi-

squared tests. 

Proportions: 

The analysis of proportions helps researchers observe how 

responses to individual survey items are distributed. For instance, 

proportions allow for a detailed examination of how participants 

agree, disagree, or remain neutral on survey questions. 

In JASP, these data can be analyzed by navigating to ’Descriptives’ 

and selecting the ’Frequency tables’ option:  

Figure 63. Selecting ’Frequency tables’ in the Descriptive module. 

 

It is important to remember that the variables (in this case, the survey 

items or questions) have to be introduced into the boxes. 

Subsequently, JASP offers the following output for proportions:  
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Figure 64. JASP output for frequency tables. 

Frequencies for P_1  

Group P_1 Frequency Percent Valid Percent Cumulative Percent 

First Year  Very Little  2  4.651  4.651  4.651  

   Little  6  13.953  13.953  18.605  

   Normal  22  51.163  51.163  69.767  

   A lot  9  20.930  20.930  90.698  

   Quite a lot  4  9.302  9.302  100.000  

  Missing  0  0.000        

   Total  43  100.000        

Second Year  Very Little  0  0.000  0.000  0.000  

   Little  4  11.429  11.429  11.429  

   Normal  10  28.571  28.571  40.000  

   A lot  11  31.429  31.429  71.429  

   Quite a lot  10  28.571  28.571  100.000  

  Missing  0  0.000        

   Total  35  100.000        
 

 

Selecting Frequency Tables in the Descriptives module provides a 

descriptive view of the students’ responses to each survey question. 

However, to determine whether there are differences in a survey 

item based on a grouping variable, the chi-squared test (��� is 

necessary. 

The chi-squared test is a nonparametric test and a test of 

significance, used to evaluate hypotheses. It compares the actual 

(observed) frequencies with the expected frequencies to 

determine whether there are statistically significant differences. 
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Key considerations: 

� The chi-squared test is suitable for between-group 

comparisons, which require the presence of an independent 

(grouping) variable in the research design. 

� This test cannot be applied when only descriptive statistics are 

available without a grouping variable. 

Performing the Chi-Squared Test in JASP: 

1. Navigate to the ’Frequencies’ module. 

2. Select ’Contingency Tables’ to conduct the analysis.  

Figure 65. Frequencies module and options. 
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Figure 66. Cells selection of percentages. 

 

Thus, JASP will generate the following output, as shown in Figure 66. 

As seen, the percentage for each option for this survey question is 

displayed as well as the information per group. This information is 

valuable for descriptive procedures in L2 education research, 

especially when we aim to discern tendencies.  

Figure 67. Contingency table for a survey question divided by the grouping 
variable. 

Contingency Tables  
 Group  

P_1   First Year Second Year Total 

Very Little  
Count  2.000  0.000  2.000  

% within column  ��	
��
  ������
  ��
	��
  

Little  Count  6.000  4.000  10.000  

% within column  ����
��
  �������
  �������
  

Normal  Count  22.000  10.000  32.000  

% within column  
���	��
  ���
���
  �����	�
  

A lot  Count  9.000  11.000  20.000  

% within column  �������
  �������
  �
�	���
  

Quite a lot  Count  4.000  10.000  14.000  
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Contingency Tables  
 Group  

P_1   First Year Second Year Total 

% within column  ������
  ���
���
  �������
  

Total  Count  43.000  35.000  78.000  

% within column  ��������
  ��������
  ��������
   

 

 

The chi-squared test performed on the results of survey question 1 is 

shown in Figure 68 below. As can be seen, the chi-squared 

significance is above 0.05 (p = 0.062), which indicates that there are 

no significant differences.  

Figure 68. Chi-squared results for contingency table 1. 

Chi-Squared Tests 

  Value df p 

��  8.945  4  0.062  

N  78        

 

Let us report this result with APA:  

�† statistic (�† (4) = 8.945, p = .06) suggests that there is not a 

significant association between the students’ answers in question one 

and the year of the degree they are pursuing.  
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KEY ASPECTS 
 

�  Proportions: 

� Proportions summarize survey data by displaying the 

percentage of responses for each category. 

� Useful for identifying trends or tendencies in student 

perceptions. 

�  Contingency tables: 

� Present data grouped by a categorical variable (e.g., year of 

study). 

� Useful for comparing response patterns between groups. 

�  Chi-�����	�
�	��
����� 

� A nonparametric test for evaluating whether observed 

frequencies differ significantly from expected frequencies 

across categories. 

� Applicable when comparing groups defined by an 

independent variable (e.g., first-year vs. second-year 

students). 

�  Interpreting chi-squared results: 

� A p-value < 0.05 indicates significant differences between 

groups. 
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� A non-significant p-��������������
��!�##�!$!�@\��!!\^‘�$‘\@�

between variables. 

�  Reporting results: Use APA style to clearly communicate 

findings, including the �† value, degrees of freedom (df), and p-

value. 

FREQUENT ERRORS 
 

1. Misinterpreting non-significant results: 

o Error: {!!�|‘@#�@\�}‘~~���@^�!���‘!$����@��������
� 

o Fix: Highlight that non-significant results mean no 

statistical evidence for differences but do not confirm 

that groups are identical. 

2. Ignoring assumptions of the chi-squared test: 

o Error: Applying the test when expected frequencies in 

some categories are too low (<5). 

o Fix: Combine categories or use Fisher’s exact test for 

small samples. 

3. Overlooking the grouping variable: 

o Error: Using the chi-squared test on data without a 

clear independent grouping variable. 

o Fix: Ensure the dataset includes a categorical 

independent variable for valid analysis. 

4. Misreporting percentages: 
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o Error: Failing to distinguish between row, column, and 

total percentages in contingency tables. 

o Fix: Clearly specify the type of percentage when 

interpreting results. 

5. Confusing descriptive and inferential statistics: 

o Error: Assuming contingency tables alone can 

determine statistical significance. 

o Fix: Use chi-squared or similar tests to evaluate group 

differences. 
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Chapter 4 

NON PARAMETRIC STATISTICS 

Non-parametric statistics are employed when t-tests or other 

parametric tests are not suitable due to unmet assumptions. For 

instance, non-parametric tests are necessary when: 

1. The data are not normally distributed. 

2. The sample size is fewer than 30 participants. 

In this chapter, a range of non-parametric statistical tests will be 

introduced, accompanied by examples specifically related to L2 

education research.  

DATASET 

 

Dataset access 

(click here) 
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Wilcoxon Signed-Ranks Tests 

The Wilcoxon signed-ranks test is a non-parametric alternative 

to the paired samples t-test. Unlike the latter, the Wilcoxon test 

evaluates whether the differences between two sets of data or scores 

from the same group are statistically significant. In summary, the 

Wilcoxon signed-ranks test requires: 

1. A categorical independent variable with two levels. 

2. An ordinal dependent variable (Tavakoli, 2013). 

Unlike t-tests, this non-parametric test ranks the pair of scores based 

on their magnitude. It then sums the ranks of the positive and 

negative differences separately. If there are no significant 

differences, the sum of positive and negative ranked differences 

should be similar. Conversely, if the sums differ, it is likely that the 

two sets of data are significantly different. 

The Wilcoxon signed-ranks test is more robust against Type II 

errors compared to other non-parametric tests, such as the Sign 

Test, as it accounts for both the magnitude and direction of 

differences. 

To conduct the Wilcoxon signed-ranks test in JASP: 

1. Navigate to ’T-tests’ > ’Paired Samples T-Test’. 

2. Select the appropriate variables, such as pre-test and post-test, 

as shown in Figures 69 and 70 below.  
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Figure 69. Pair of variables introduced. 

 

In order to perform this test, as seen in Figure 70, a tick has to be 

marked in ’Wilcoxon signed-rank". For our example, and as a general 

recommendation, it is advisable to tick ’Effect size’ and ’Descriptives’ 

given the rich information they provide about the data to be analyzed. 

In our example, let us suppose that we want to explore how a listening 

intervention favors increasing the scores in a vocabulary test. To do 

so, a pre-test-post-test research design is devised.  

Figure 70. Wilcoxon signed-rank test selected. 

 

Once everything is set, JASP gives the results of the analysis as in 

Figure 71. The p-value indicates that it is highly significant (p < .001). 

The effect size, calculated with the rank-biserial correlation (rB), is 
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interpreted in the same way as parametric correlations. Hence, rB = �

0.966 is a large effect size.  

Figure 71. JASP output for Wilcoxon signed-ranks test. 

Paired Samples T-Test  

 95% CI for 
Rank-Biserial 

Correlation 

Measure 
1   Measure 

2 W df p 
Rank-

Biserial 
Correlation 

Lower Upper 

Pre_Test  -  Post_Test  5.500    < .001  -0.966  -0.986  -0.919   
Note.  Wilcoxon signed-rank test. 

 

Descriptives  

  N Mean SD SE 

Pre_Test  26  8.177  0.847  0.166  

Post_Test  26  9.231  0.620  0.122   
 

The reporting of results following APA 7th would be as follows: 

A Wilcoxon’s signed-rank test showed that learners significantly 

increased scores in the vocabulary test (M = 9.23) compared to the pre-

test (M = 8.17) scores, W = 5.50, p < .001. 
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KEY ASPECTS 
 

1. Purpose: Compares paired data (e.g., pre-test and post-test) 

to assess whether differences between scores are statistically 

significant. 

2. Type of data: Suitable for ordinal or non-normally 

distributed data where parametric assumptions (e.g., 

normality) are not met. 

3. How it works: 

o Ranks the differences between paired scores based on 

magnitude and direction. 

o Compares the sum of ranks for positive and negative 

differences. 

4. Effect size: Rank-biserial correlation (rB) is used to measure 

the strength of the effect, interpreted like Pearson�s r. 

5. Advantages: More robust than the Sign Test because it 

accounts for both the magnitude and direction of differences. 

 

FREQUENT ERRORS 
 

1. Using inappropriate data types: 

o Error: Applying the Wilcoxon test to continuous data 

that meet parametric assumptions. 
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o Fix: Use paired t-tests for normally distributed, 

continuous data. 

2. Ignoring the effect size: 

o Error: Reporting only the p-value without interpreting 

the rank-biserial correlation. 

o Fix: Always include rB to assess the magnitude of the 

effect. 

3. Not checking paired data assumptions: 

o Error: Using unpaired data or mismatched groups for 

analysis. 

o Fix: Ensure that the data consists of properly matched 

pairs (e.g., pre-test/post-test scores for the same 

participants). 

4. Overinterpreting negative effect sizes: 

o Error: Assuming a negative rB value implies "worse" 

outcomes. 

o Fix: Clarify that the sign of rB reflects the direction of 

change, not the desirability of the result. 

5. Ignoring ties in data: 

o Error: Failing to account for tied ranks, which can affect 

the results. 

o Fix: Verify that the test software (e.g., JASP) handles ties 

appropriately in the calculation. 
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Mann Whitney U Tests 

The Mann-Whitney U Test is the non-parametric alternative to the 

Independent Samples t-test. It is a rank-based test used to 

compare two independent groups based on their ranks relative to 

the median. This test is ideal for scenarios where normality 

assumptions are violated or variances are unequal. 

Requirements: 

To perform the Mann-Whitney U Test, the following variables are 

needed: 

1. A categorical independent variable with at least two levels. 

2. An ordinal or scale-based dependent variable. 

The Mann-Whitney U Test is appropriate when: 

1. The normality assumption is violated (i.e., data are not 

normally distributed). 

2. The homogeneity of variance is unequal. 

3. The sample size is fewer than 30 participants. 

Statistical considerations: 

� For sample sizes fewer than 20 participants, the smaller U 

value is used to determine statistical significance. 

� For sample sizes greater than 20 participants, the U value is 

converted into a Z value for analysis (Tavakoli, 2013).  
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Figure 72. JASP interface to select the tests and additional statistics. 

 

In Figure 72, the JASP interface for conducting the Mann-Whitney 

U Test is shown. To perform this test: 

1. Navigate to ’T-tests’ > ’Independent Samples T-tests’. 

2. Under the ’Tests’ section, select ’Mann-Whitney’. 

3. It is highly recommended to enable the following options: 

o Effect Size: To measure the magnitude of the observed 

differences. 

o Descriptives: To provide a summary of the data. 

o Descriptive Plots: To visually observe the extent of the 

differences between the groups. 

To illustrate the use of the Mann-Whitney U Test, consider the 

following scenario: 

Suppose we are interested in evaluating whether significant 

differences exist between a CLIL group and a control group when 

implementing a listening program focused on learning new 
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vocabulary. To verify the program’s effectiveness, a pre-test and a 

post-test are conducted. 

In Figure 73, the results of the Mann-Whitney U Test are presented, 

providing insights into the effectiveness of the program.  

Figure 73. JASP outcome for the Mann-Whitney U Test. 

Independent Samples T-Test  
 W df p Rank-Biserial Correlation 

Post_Test  42.500    < .001  -0.864  
 
Note.   For the Mann-Whitney test, effect size is given by the rank 
biserial correlation. 

Note.  Mann-Whitney U test. 

 

Group Descriptives  

  Group N Mean SD SE 

Post_Test  CG  24  6.500  1.806  0.369  

   CLIL  26  9.231  0.620  0.122   
 

As can be observed, the Mann Whitney U Test yielded a statistically 

significant result (p < .001) with a large effect size (rB = �0.864). In 

this case, the descriptives reveal that the CLIL group scored better 

than the control group.  
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Figure 74. Raincloud plot for the pre-test in both groups. 

 

Figure 74 illustrates a raincloud plot, which provides a visual 

representation of the data. This type of graph combines raw data 

points, a density plot, and a box plot to offer a comprehensive view 

of the data distribution. 

In this case, the distribution of scores for the CLIL group is more 

concentrated, as indicated by a smaller standard deviation, 

compared to the control group. This visualization highlights 

differences in variability between the two groups, which may have 

implications for interpreting the effectiveness of the intervention.  

The reporting of results following APA 7th would be as follows: 

A Mann-Whitney U test showed that the CLIL group scored higher in 

the vocabulary post-test (M= 9.23) than the control group (M= 6.50), 

U= 42.50, p < .001, rB = �0.864. 
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KEY ASPECTS 
 

1. Purpose: Compares two independent groups to assess 

whether their distributions differ significantly, focusing on 

ranks rather than means. 

2. When to use: 

o Data is ordinal or scale-based but not normally 

distributed. 

o Homogeneity of variance is unequal. 

o Sample size is small (<30 participants). 

3. How it works: 

o Ranks all data points and compares the sum of ranks for 

each group. 

o Converts U to a Z value for larger samples (>20 

participants). 

4. Effect size: Rank-biserial correlation (rB) quantifies the 

strength of the observed difference, similar to Pearson�s r. 

5. Advantages: Does not assume normality or equal variances, 

making it robust for non-parametric data. 
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FREQUENT ERRORS 
 

1. Using the test for paired data: 

o Error: Applying Mann-Whitney U instead of Wilcoxon 

signed-ranks for paired samples. 

o Fix: Use the appropriate test based on whether the data 

is paired or independent. 

2. Ignoring effect size: 

o Error: Reporting only p-values without interpreting the 

rank-biserial correlation (rB). 

o Fix: Always include effect size to contextualize the 

magnitude of differences. 

3. Misinterpreting rank-based results: 

o Error: Assuming Mann-Whitney U compares means 

instead of distributions. 

o Fix: Clarify that the test evaluates whether one group 

tends to have higher or lower ranks than the other. 

4. Neglecting visualizations: 

o Error: Failing to use visual tools (e.g., raincloud plots) 

to illustrate group differences. 

o Fix: Include visual aids to complement statistical results 

and clarify data distribution. 

5. Applying without theoretical justification: 
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o Error: Testing group differences without a clear 

hypothesis or research question. 

o Fix: Ensure the comparison aligns with the study’s 

objectives and theoretical framework. 

 

  



128 
 

Friedman’s Tests 

A commonly used non-parametric test is Friedman’s test (also 

known as Friedman’s two-way analysis of variance). This rank-

based method is used to compare multiple dependent variables 

within the same group. In this context, the sample must remain 

consistent across all measurements. 

Similar to a one-way repeated measures ANOVA, Friedman’s test 

is designed to compare three or more related samples with ordinal 

scores. However, it is specifically used when the assumptions of 

normality or homogeneity of variance are not met, making the 

parametric ANOVA alternative unsuitable. The calculation of 

Friedman’s test relies on the ranks within each case (Tavakoli, 

2013). 

To perform Friedman’s test in JASP: 

1. Navigate to ANOVA > Repeated Measures ANOVA. 

2. Enter the data as you would for the parametric test. 

3. Expand the Nonparametrics tab. 

4. Move the Factor (labeled according to your research needs) 

into the RM Factor box. 

5. To observe differences between groups using post-hoc 

comparison tests, select ’Conover’s post hoc test’ (see Figure 

75).  
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Figure 75. Nonparametrics tab to enable the Friedman’s test. 

 

To illustrate the use of Friedman’s test, let us consider an example 

similar to the one used for repeated measures ANOVA. In this study, 

the objective is to determine how three different L2 teaching 

methodologies�Montessori, CLT, and App-based�affect an 

intact Secondary class. 

Study Design: 

1. Montessori Methodology: Students are taught using the 

Montessori approach and subsequently tested on the content 

learned. 

2. CLT Methodology: The same procedure is repeated using the 

Communicative Language Teaching methodology. 

3. App-Based Methodology: Finally, students are instructed 

using an app-based approach, followed by a similar content test. 

Data from the three methodologies are collected and analyzed using 

Friedman’s test. 

As shown in Figure 76, Friedman’s test yielded a statistically 

significant result (p = 0.014). This indicates that there are 
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differences between the three methodologies in their impact on 

the students’ learning outcomes.  

Figure 76. JASP outcome for Friedman’s tests. 

Friedman Test  

Factor Chi-Squared df p Kendall’s W 

RM Factor 1  8.575  2  0.014  0.179   
 

In repeated measures ANOVA, post-hoc comparisons are conducted 

using correction tests specific to the parametric approach. For 

Friedman’s test, however, the appropriate post-hoc comparison is 

Conover’s test. As explained by Tavakoli (2013), Conover’s test is a 

nonparametric method used to test the equality of variances 

between two populations with different medians. 

In Figure 77, the results of Conover’s test post-hoc comparisons for 

the three methodologies are displayed. The analysis shows 

statistically significant differences between: 

� Montessori and App-based methodology (p = .03). 

� CLT and App-based methodology (p = .008).  

Figure 77. JASP outcome for Conover’s post-hoc comparisons. 

Conover’s Post Hoc Comparisons - RM Factor 1  

    T-Stat df Wi  Wj  p pbonf  pholm  

Montessori  CLT  0.556  46  51.500  55.000  0.581  1.000  0.581  

   App  2.223  46  51.500  37.500  0.031  0.093  0.062  

CLT  App  2.779  46  55.000  37.500  0.008  0.024  0.024   
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Conover’s Post Hoc Comparisons - RM Factor 1  

    T-Stat df Wi  Wj  p pbonf  pholm  

Note.  Grouped by subject. 

The reporting of results following APA 7th would be as follows: 

The type of methodology has a significant effect on test scores 	2 (2) = 

8.575, p = .014. Pairwise comparisons showed that scores were 

significantly different between Montessori and App (p = .031) and 

between CLT and App (p = .008).  

KEY ASPECTS 
 

1. Purpose: Compares three or more related samples (e.g., 

teaching methodologies) to identify differences in ranks when 

data violates parametric assumptions like normality or 

homogeneity of variance. 

2. When to use: 

o Data is ordinal or non-normally distributed. 

o Multiple measurements are taken from the same group. 

o The parametric alternative (repeated measures 

ANOVA) is unsuitable. 

3. Kendall�s W: Measures the degree of association among 

ranks; values range from 0 (no agreement) to 1 (complete 

agreement). 

4. Post-hoc comparisons: 
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o Conover’s test is used to identify which pairs of 

conditions differ significantly after a significant 

Friedman’s test result. 

5. Advantages: Robust to non-normality and unequal variances, 

making it suitable for small or non-parametric datasets. 

 

FREQUENT ERRORS 
 

Using Friedman’s test for independent samples: 

� Error: Applying Friedman’s test to unrelated groups. 

� Fix: Ensure the same group is tested under all conditions. For 

unrelated groups, use Kruskal-Wallis instead. 

Ignoring post-hoc tests: 

� Error: Concluding significance without identifying which 

specific pairs differ. 

� Fix: Always follow up with Conover’s post-hoc test or similar 

methods when the overall test is significant. 

Overinterpreting Kendall�s W: 

� Error: Assuming a low Kendall�s W (e.g., 0.179) invalidates 

the significance of results. 

� Fix: Explain Kendall�s W as a measure of agreement, not a 

determinant of significance. 

Not addressing ties in ranks: 



133 
 

� Error: Overlooking tied ranks, which can impact the accuracy 

of results. 

� Fix: Confirm that the software accounts for ties when 

calculating results. 

Misinterpreting rank-based results: 

� Error: Assuming Friedman’s test compares means rather 

than ranks. 

� Fix: Clarify that the test identifies differences in medians or 

distributions, not means. 
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Kruskal-Wallis Tests 

The Kruskal-Wallis test is a nonparametric alternative to the one-

way ANOVA (also known as independent samples ANOVA). This 

test is designed for use with ordinal data in hypothesis testing when 

the research design involves three or more independent groups of 

participants. The goal of the Kruskal-Wallis test is to determine 

whether the scores of three or more unrelated groups differ 

significantly. 

As with other nonparametric tests, the Kruskal-Wallis test 

calculates its statistic using a rank-based procedure. In essence, as 

noted by Tavakoli (2013), it is an extension of the Mann-Whitney U 

Test. Unlike parametric tests, the Kruskal-Wallis test does not require 

assumptions about the distribution of the data, except for the 

presence of ordinal scaling for the dependent variable. 

To perform a Kruskal-Wallis test in JASP: 

1. Navigate to ANOVA > ANOVA. 

2. Input the data in the analysis window as if conducting a 

parametric ANOVA. 

3. Open the Nonparametric tab. 

4. Move the independent variable to the designated box on the 

right (see Figure 78). 
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Figure 78. Nonparametrics tab with Kruskal-Wallis Test. 

 

To illustrate the use of the Kruskal-Wallis test, consider a study 

where the Montessori methodology is integrated into L2 learning 

and applied to three groups: CLIL, NO-CLIL, and a control group 

(CG). The objective is to determine whether there are statistically 

significant differences between the groups. A Kruskal-Wallis test 

would be the appropriate statistical method for this analysis. 

As shown in Figure 79, the results indicate statistically significant 

differences (p < .001) between the groups. However, the Kruskal-

Wallis test does not inherently provide post-hoc comparisons to 

identify which specific groups differ. To perform post-hoc 

comparisons, follow the same procedure as with Friedman�s test: 

1. Navigate to the ’Post Hoc Tests’ tab. 

2. Select Dunn�s Post Hoc Type. 

3. Apply Bonferroni and Holm corrections to adjust for multiple 

comparisons.  



136 
 

Figure 79. JASP outcome for Kruskal-Wallis test. 

Kruskal-Wallis Test  

Factor Statistic df p 

Group  15.659  2  < .001   
 

Descriptives - Montessori 

Group Mean SD N 

CG  6.458  2.085  24  

CLIL  8.177  0.847  26  

NOCLIL  7.160  0.787  25   
 

Thus, a series of post-hoc comparison tests were run, and as shown 

in Figure 80 below, the results were statistically significant for CG vs 

CLIL (p < .001) and CLIL vs NO-CLIL (p = .002).  

Figure 80. Post hoc comparison tests for Kruskal-Wallis tests (Dunn Type). 

Dunn’s Post Hoc Comparisons - Group  

Comparison z Wi  Wj  p pbonf  pholm  

CG - CLIL  -3.548  29.833  51.462  < .001 *** < .001 *** < .001 *** 

CG - NOCLIL  -0.326  29.833  31.840  0.372  1.000  0.372  

CLIL - NOCLIL  3.253  51.462  31.840  < .001 *** 0.002 ** 0.001 **  
 ** p < .01, *** p < .001 

 

The reporting of results following APA 7th would be as follows: 

The different groups were significantly affected by the implementation 

of the Montessori methodology for L2 learning: H(2) = 15.659, p < 
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.001. Pairwise comparisons showed that the CLIL group obtained a 

higher score than the control group (p <.001) and the NO-CLIL group 

(p = .002). There were no significant differences between the control 

group and the NO-CLIL group (p= 1.00).  

KEY ASPECTS 
 

1. Purpose: A nonparametric alternative to one-way ANOVA 

that compares three or more independent groups to 

determine if their distributions differ significantly. 

2. When to use: 

o Data is ordinal or non-normally distributed. 

o The dependent variable is ranked, and the independent 

variable has three or more groups. 

3. How it works: 

o Ranks all data across groups. 

o Compares the sum of ranks between groups to assess 

differences. 

4. Post-hoc comparisons: 

o The Kruskal-Wallis test identifies overall group 

differences but does not specify which groups differ. 

o Use Dunn�s test for pairwise comparisons with 

Bonferroni or Holm corrections to adjust for multiple 

comparisons. 
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5. Advantages: Does not assume normality or equal variances, 

making it suitable for small or heterogeneous datasets. 

FREQUENT ERRORS 
 

Ignoring post-hoc analysis: 

� Error: Stopping at the overall result without identifying 

specific group differences. 

� Fix: Perform Dunn�s post-hoc comparisons to clarify which 

groups differ significantly. 

Misinterpreting non-significant results: 

� Error: Assuming no significant differences mean groups are 

identical. 

� Fix: Non-significant results indicate no statistical evidence for 

differences but do not confirm equality. 

Using Kruskal-Wallis for related groups: 

� Error: Applying this test to repeated measures data. 

� Fix: Use Friedman’s test for related groups instead. 

Neglecting effect size: 

� Error: Focusing solely on p-values without quantifying the 

magnitude of group differences. 

� Fix: Report effect sizes when applicable for practical 

interpretation. 

Applying with insufficient data: 
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� Error: Using Kruskal-Wallis with very small sample sizes per 

group, leading to unreliable results. 

� Fix: Ensure sufficient data in each group to generate 

meaningful ranks. 
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Nonparametric correlations 

As discussed throughout this chapter, correlations have 

nonparametric alternatives for cases where data violate 

assumptions of normality or variance homogeneity. Two widely 

used nonparametric correlation coefficients are Spearman’s rho and 

Kendall’s tau. 

Spearman’s Rho 

Spearman’s rho (�) is a nonparametric measure of association for 

two ordinal variables. It identifies a monotonic relationship, 

where: 

� A positive correlation means both variables increase together. 

� A negative correlation means one variable decreases as the 

other increases. 

The interpretation of Spearman’s rho is similar to Pearson’s 

correlation but does not require normal data distribution. It is 

particularly useful when assumptions of parametric tests are violated 

or when dealing with small sample sizes. 

Kendall’s Tau 

Kendall’s tau is another nonparametric correlation test used for 

two ordinal variables, particularly when there are ties in rankings 

(i.e., cases where two or more values have the same rank). Unlike 

Spearman’s rho, which uses rank values, Kendall’s tau focuses on 
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comparing the relative ordering of pairs of observations. There are 

three variations: 

1. Tau A: 

o Used when there are no tied ranks in the data. 

o For example, if anxiety levels in a group are ranked from 

1 to 10 with no repeated ranks, Tau A is the appropriate 

measure. 

2. Tau B: 

o Designed for datasets where tied ranks are present. 

o For example, if two students receive the same anxiety 

score, creating ties in the ranking, Tau B adjusts for these 

ties and provides a more accurate measure of association. 

3. Tau C (Kendall-Stuart Tau-c): 

o Used when the dataset is not square, meaning the 

number of rows and columns in the ranking table differ. 

For instance, if there are more categories in one variable (e.g., 

teaching methodologies: Montessori, CLT, App) than in the other (e.g., 

anxiety levels: low, medium, high), Tau C is the most appropriate 

measure, as it adjusts for the asymmetry in the data. 

To illustrate, consider a study examining whether anxiety levels are 

correlated with different teaching methodologies (Montessori, CLT, 

and App-based) in a CLIL group. By using Kendall’s tau, the 
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researcher can assess the strength of the relationship, even if tied 

ranks exist or if the categories differ in size. 

In JASP, nonparametric correlations are calculated similarly to 

parametric ones. The difference lies in selecting nonparametric 

alternatives, such as Spearman’s rho or Kendall’s tau, under the 

correlation options (see Figure 81).  

Figure 81. Selection of tests in the ’Correlation’ module in JASP. 

 

As shown in Figure 82, the correlation between anxiety levels and 

the Montessori methodology is moderate (
� = �0.488, p = .011), 

indicating that as anxiety levels decrease, the use of the Montessori 

methodology is associated with improvement. 

Regarding correlations between methodologies: 

� A moderate correlation exists between Montessori and CLT 

(
� = 0.426, p = .03). 
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� A strong correlation is observed between CLT and App-based 

methodology (
� = 0.918, p < .001), suggesting a substantial 

relationship between these two approaches.  

Figure 82. JASP results of Spearman rho and Kendall Tau B. 

Correlation Table  
 Spearman Kendall 

      n rho p tau B p 

Anxiety_Levels  -  Montessori  26  -0.488 * 0.011  -0.428 ** 0.010  

Anxiety_Levels  -  CLT  26  -0.289  0.152  -0.241  0.156  

Anxiety_Levels  -  App  26  -0.148  0.472  -0.132  0.446  

Montessori  -  CLT  26  0.426 * 0.030  0.357 * 0.028  

Montessori  -  App  26  0.360  0.071  0.289  0.082  

CLT  -  App  26  0.918 *** < .001  0.843 *** < .001   
* p < .05, ** p < .01, *** p < .001 

 

In addition to the correlation table generated by JASP, the software 

also provides a heatmap for a visual representation of the 

correlations (see Figure 83). This graphical tool allows for an 

intuitive understanding of the strength and direction of relationships 

between variables. 

In the case of our example, the heatmap highlights that anxiety levels 

do not exhibit a strong association with the different teaching 

methodologies. This observation aligns with the moderate 

correlations found in the numerical results.  
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Figure 83. Heatmap for Spearman Rho and Kendall’s Tau B. 

 

KEY ASPECTS 
 

1. Purpose: Nonparametric correlations assess relationships 

between variables when data violates assumptions of 

normality or is ordinal. Common measures include: 

o Spearman�s rho (�): Evaluates monotonic 

relationships, ranking data without requiring 

normality. 

o Kendall�s tau: Focuses on the relative ordering of pairs, 

suitable for datasets with ties or unequal categories. 

2. When to use: 

o Data is ordinal or not normally distributed. 
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o There are ties in the data or unequal-sized groups. 

o Sample size is small, making parametric tests 

unreliable. 

3. Types of Kendall�s tau: 

o Tau A: For datasets without ties. 

o Tau B: Adjusts for tied ranks, commonly used. 

o Tau C: For datasets with unequal numbers of categories 

in variables. 

4. Interpretation: 

o Values range from �1 (strong negative association) to 

+1 (strong positive association). 

o Correlations closer to 0 indicate weaker relationships. 

o Nonparametric measures do not imply causation. 

5. Visual representation: Tools like heatmaps provide 

intuitive visuals for identifying correlation strength and 

direction. 
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FREQUENT ERRORS 
 

1. Using nonparametric tests unnecessarily: 

o Error: Applying Spearman or Kendall when data meets 

parametric assumptions. 

o Fix: Use Pearson�s correlation for normally distributed 

interval or ratio data. 

2. Overlooking the monotonic relationship assumption: 

o Error: Using Spearman�s rho or Kendall�s tau for 

relationships that are not monotonic. 

o Fix: Check scatterplots to verify monotonicity before 

applying these tests. 

3. Misinterpreting weak correlations: 

o Error: Assuming a moderate or weak correlation (e.g., 

���������	����!�@\�‘|�\�$�@^�� 

o Fix: Clarify the practical implications, even if the 

correlation is not strong. 

4. Ignoring ties in data: 

o Error: Using Spearman�s rho when there are numerous 

ties, which Kendall�s tau handles better. 

o Fix: Use Kendall�s tau B or C in datasets with ties. 

5. Neglecting effect sizes: 
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o Error: Reporting only p-values without discussing the 

strength of the correlation. 

o Fix: Emphasize both significance and the magnitude of 

$�������$‘\@!�‘�����#��������������� 
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Chapter 5 

OTHER STATISTICAL ANALYSES 

Linear Regression 

Regression is a statistical technique used to explore the nature 

and strength of relationships between variables, as well as to 

assess the predictive power of one or more independent variables 

on a dependent variable (Urdan, 2017, p. 183). It serves as a key tool 

in identifying patterns and making predictions based on observed 

data. 

There are two primary types of regression: 

1. Simple Linear Regression (Bivariate Regression): Focuses 

on the relationship between a single independent variable and 

a dependent variable. 

2. Multiple Regression: Examines the combined effects of two or 

more independent variables on a dependent variable, allowing 

for a more complex analysis of predictive relationships  
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Simple Linear Regression 

Simple Linear Regression is a statistical test used to predict the 

value of a dependent variable (also called the criterion) based on 

one independent variable (also called the predictor). The 

independent variable must be measured on an interval or ratio 

scale, ensuring that numerical relationships can be analyzed 

effectively. 

A simple linear regression involves examining the relationship 

between one predictor variable and one criterion variable. As 

Urdan (2017) notes, the primary purpose of regression analysis is to 

make predictions about the dependent variable’s values based on 

specific values of the predictor variable. 

Example in L2 Education Research: 

An example of a research design suitable for simple linear regression 

could involve investigating the effect of years studying an L2 (in this 

case, English) on test scores in a classroom following the 

Communicative Language Teaching (CLT) approach. The research 

question might focus on whether the years spent studying English 

predict students’ performance on a text-based test. 

� The predictor variable is ’years studying English’. 

� The criterion variable is ’CLT test score’. 

Performing Simple Linear Regression in JASP: 

In JASP, the analysis can be conducted using the ’Regression’ 

module. To perform this test: 
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1. Select the ’Linear Regression’ option, as shown in Figure 84. 

2. Assign the predictor and criterion variables accordingly to 

analyze their relationship.  

Figure 84. ’Regression’ module. 

 

Under the premise of the sample research design that we have 

presented previously, these variables must be introduced, as can be 

seen in Figure 85. In this case, CLT (test score) is introduced in the 

dependent variable as it is the outcome variable (dependent 

variable), and YearsL2 (’years studying the L2’) as the predictor 

variable, that is, the covariate. Since we aim to illustrate a simple 

linear regression, only one covariate is introduced.  
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Figure 85. Introduction of variables in the ’Regression’ > ’Linear Regression’ 
module. 

 

Regarding the method, as seen in Figure 85, there are several options 

for including predictors in a regression model. These options 

determine how variables are added or removed during the analysis. 

The explanation of each is as follows: 

1. Enter: All predictors are entered into the model at once. This is 

the most straightforward method and is used when you want to 

test the combined effect of all variables simultaneously without 

prioritizing any. 

2. Backward: This starts with all predictors in the model and 

removes them one by one, starting with the least statistically 

significant, until the best-fitting model remains. It�s useful when 

you suspect some variables may not contribute much to the 

outcome. 
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3. Forward: Predictors are added one at a time, beginning with 

the most statistically significant, until no further variables 

improve the model. This is ideal for identifying key predictors 

in exploratory analyses. 

4. Stepwise: A combination of Forward and Backward methods. 

Predictors are added and removed iteratively to find the 

simplest and most effective model. This is often used in 

exploratory studies when the goal is to refine the model. 

These methods are available for all types of regression (linear, 

logistic, or otherwise) and allow flexibility depending on the research 

question and data structure. For example, in L2 research, you might 

use Enter to test all predictors (e.g., motivation, study hours, teaching 

method) or Forward to identify which predictor has the strongest 

influence on passing rates. 
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Once the variables are introduced into the corresponding areas, the 

following output will be generated by JASP: 

Figure 86. Model Summary of Simple Linear Regression. 

Model Summary - CLT  
 Durbin-Watson 

Model R �� Adjusted 
�� RMSE Autocorrelation Statistic p 

��  0.000  0.000  0.000  1.721  0.661  0.620  < .001  

��  0.397  0.157  0.146  1.591  0.594  0.739  < .001   
 

The table in Figure 86 above shows that the correlation (R) between 

both variables is not high (0.397). On the other hand, the squared R 

(R2) indicates that the years studying English accounts for 15.7% of 

the variance in the test score in Communicative language teaching.  

Figure 87. ANOVA table for the Simple Linear Regression. 

ANOVA  

Model   Sum of 
Squares df Mean 

Square F p 

��  Regression  34.508  1  34.508  13.641  < .001  

   Residual  184.672  73  2.530       

   Total  219.180  74          
Note.  The intercept model is omitted, as no meaningful information 
can be shown. 

 

The ANOVA table above displays the sums of squares. Regression is 

the model while residual is the error. The F-Statistic is significant at p 
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< .001. Following the APA guidelines, this information should be 

reported as F (1, 73) = 13.641, p < .001.  

Figure 88. Coefficients table for Simple Linear Regression. 

Coefficients  
 95% CI 

Model   Unstandardized Standard 
Error Standardized t p Lower Upper 

��  (Intercept)  7.760  0.199    39.049  < .001  7.364  8.156  

��  (Intercept)  2.025  1.564    1.295  0.199  -
1.092 

 5.141  

   YearsL2  0.684  0.185  0.397  3.693  < .001  0.315  1.053   

 

The information presented in the coefficients table (see Figure 88 

above) provides the coefficients (i.e. unstandardized) that are to be 

put into the linear equation: 

y = c + b * x 

These coefficients stand for the following information:  

1) y = dependent outcome variable score 

2) c= constant (in the table, intercept).  

3) b = regression coefficient (in the table, the score under 

unstandardized for YearsL2).  

4) x = score on the independent predictor variable (of our choice).  

Following the previous equation, for 0.5 years the score that students 

in the Communicative Language Teaching method are predicted to 

obtain is the following: 

CLT (score) = 2.025 + (0.684 * 0.5) = 2.37 points 
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A potential interpretation of this is that, when students study 0.5 

years of the language, they might be expected to increase a CLT test 

score by 2.37 points.  

Reporting the results of this linear regression would be as follows: 

Linear regression shows that years studying the L2 may significantly 

predict a CLT test score F(1, 73) = 13.641, p < .001. The equation reveals 

that, after 6 months of studying the L2, students may increase their CLT 

test scores by 2.37 points.   

KEY ASPECTS 
 

Purpose: Linear regression assesses the strength and nature of 

relationships between independent and dependent variables. 

� Simple Linear Regression (SLR): One predictor variable. 

� Multiple Regression: Two or more predictors for a 

dependent variable. 

When to use: 

� Dependent variable is continuous. 

� Predictor variable(s) are continuous or categorical. 

� Data meets parametric assumptions, such as normality and 

linearity. 
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Core components of SLR: 

� Equation: y=c+b�xy = c + b �cdot xy=c+b�x, where yyy is the 

predicted value, ccc is the intercept, bbb is the slope, and xxx 

is the predictor. 

� R-squared (R2): Proportion of variance in yyy explained by 

xxx. 

� F-statistic: Tests overall model significance. 

� Coefficients: Describe the effect size of predictors. 

Interpretation: 

� Higher R2 indicates better predictive power. 

� Significant coefficients suggest a meaningful relationship 

between variables. 

FREQUENT ERRORS 
 

Assuming causation: 

� Error: Concluding that the predictor causes changes in the 

dependent variable. 

� Fix: Emphasize that regression shows association, not 

causation, unless experimental controls are in place. 

Ignoring residual analysis: 

� Error: Failing to check residual plots for linearity, normality, 

or homoscedasticity. 

� Fix: Always evaluate residuals to ensure model validity. 
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Neglecting multicollinearity: 

� Error: Using highly correlated predictors in multiple 

regression, leading to unstable coefficients. 

� Fix: Check variance inflation factor (VIF) values when 

including multiple predictors. 

Overinterpreting R2: 

� Error: Assuming a high R2 means the model fits perfectly. 

� Fix: Consider adjusted R2, especially with small sample sizes 

or multiple predictors. 

Misusing methods (e.g., Forward vs. Enter): 

� Error: Using stepwise methods in exploratory studies 

without theoretical grounding. 

� Fix: Prioritize theoretical relevance when selecting 

predictors for the model. 

 

Multiple Regression 

Multiple linear regression is an extension of simple linear 

regression, designed for use with one continuous criterion 

variable (dependent variable) and several predictor variables 

(independent variables). While the primary goal of multiple linear 

regression remains the same as that of simple linear regression�to 

estimate the value of the dependent variable�it allows researchers 

to include and analyze multiple predictors simultaneously. This 
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enables a more comprehensive understanding of how various factors 

influence the outcome. 

For L2 education researchers, this method is particularly valuable 

as it permits examining the associations among multiple predictor 

variables (e.g., teaching methodologies, individual differences) 

and one dependent variable (e.g., test scores, study hours per 

week). As Urdan (2017) emphasizes, the inclusion of multiple 

predictors allows researchers to control for the influence of 

variables that might otherwise distort the model’s overall 

interpretation. 

As summarized by Tavakoli (2013), multiple linear regression can 

address the following research needs: 

1. Determine the degree of association between predictor 

variables and the criterion variable. 

o For example, examine how years studying English, 

motivation, and hours of L2 practice are related to test 

performance. 

2. Assess the strength of each predictor variable in relation to 

the dependent variable. 

o For instance, determine which factor (e.g., motivation or 

hours of L2 practice) contributes most significantly to 

test performance. 

3. Control for other variables in the model to isolate the effects of 

specific predictors. 
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o This ensures that the observed relationships are not 

confounded by extraneous factors. 

4. Evaluate the relative importance of each predictor variable in 

influencing the dependent variable. 

5. Investigate possible interaction effects between predictor 

variables. 

o For example, explore whether the interaction between 

teaching methodology and students� proficiency 

levels affects test scores differently. 

Assumptions 

To produce valid results, multiple linear regression requires the 

following assumptions to be met: 

1. Absence of multicollinearity or singularity: Predictors 

should not be highly correlated, as this can distort the model. 

o For example, combining study hours and teaching 

method quality may lead to redundancy if these 

variables overlap significantly. 

2. No outliers: Extreme values should not unduly influence the 

results. 

3. Normality: The residuals (differences between observed and 

predicted values) should follow a normal distribution. 

4. Linearity: The relationship between predictor and criterion 

variables should be linear. 
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5. Homoscedasticity: The variance of residuals should remain 

constant across all levels of the predictors. 

Analytical Power of Multiple Linear Regression 

Tavakoli (2013) notes two primary uses for multiple regression: 

1. Strength and association between variables: 

o Regression allows researchers to measure the 

relationship between predictor and criterion variables 

while accounting for the internal relationships among 

predictors. This is represented by � (unstandardized 

partial regression coefficient). 

o For instance, researchers can assess whether anxiety 

levels significantly predict test scores, controlling for 

factors like years of L2 study and motivation. 

2. Explaining variance: 

o Regression quantifies how much variance in the criterion 

variable is explained by the predictors. This is 

represented by the multiple correlation coefficient (R) 

or �����	�
�
����. 

o For example, R† might indicate that predictors account for 

60% of the variation in students’ test scores. 

It is important to note that multiple linear regression cannot 

establish causal relationships. The presence of extraneous 
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variables may influence the observed relationships, making it 

difficult to draw definitive cause-and-effect conclusions. 

Example in L2 Education Research 

Consider a study investigating the relationship between anxiety 

levels and test scores, focusing on three teaching methodologies: 

Montessori, CLT, and App-based approaches. In this example: 

� The dependent variable is test score. 

� The predictor variables are teaching methodologies and 

anxiety levels. 

In JASP, these variables can be entered into the Regression module: 

� Teaching methodologies are included as Covariates. 

� Anxiety levels are added as the dependent variable. 

The setup is illustrated in Figure 89:  
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Figure 89. JASP interface for multiple linear regression. 

 

Subsequently, the following output will be generated (see Figure 90). 

As seen, the adjusted R2 informs the researcher that the multiple 

predictors can predict 42.7% of the outcome variance. Durbin-

Watson checks � which should be between 1 and 3 � are in the 

corresponding benchmarks.  

Figure 90. JASP output - model summary - for multiple linear regression. 

Model Summary - Anxiety_Levels 
 Durbin-Watson 

Model R �� Adjusted 
�� RMSE Autocorrelation Statistic p 

��  0.000  0.000  0.000  1.313  0.107  1.716  0.479  

��  0.708  0.502  0.427  0.994  -0.151  2.214  0.822   
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The ANOVA table provides us with valuable information about the 

significance of the F-statistic which, as observed, is statistically 

significant (p = .003), suggesting that the model is a better predictor 

of level of anxiety depending on the type of methodology.  

Figure 91. ANOVA table for multiple linear regression. 

ANOVA 

Model  Sum of 
Squares df Mean 

Square F p 

��  Regression  19.876  3  6.625  6.709  0.003  

  Residual  19.749  20  0.987      

  Total  39.625  23        
 

Note.  The intercept model is omitted, as no meaningful information 
can be shown. 

 

The results in Figure 91 indicate that all predictors are included in 

the model and that the ANOVA model is statistically significant. 

However, when examining the predictor regression coefficients, 

the CLT score is only marginally significant (p = .059). 

To evaluate the presence of multicollinearity, the Tolerance and 

Variance Inflation Factor (VIF) statistics were analyzed. These 

measures help identify whether predictor variables are excessively 

correlated, which could distort the regression model. Specifically: 

� Tolerance should be greater than 0.2 to rule out 

multicollinearity. 
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� The average VIF should ideally be below 10, as larger values 

indicate multicollinearity issues. 

In Figure 92, while Tolerance remains at acceptable levels, the VIF 

is considerably high (M = 14.28), indicating a significant degree of 

multicollinearity. This suggests that the model is biased, and its 

reliability for making predictions is compromised. 

Consequently, due to the multicollinearity present, no valid 

predictions can be drawn from this regression model.   

Figure 92. Coefficients table for each variable. 

Coefficients  

 Collinearity 
Statistics 

Model   
Unstan 

dardized 
Standard 

Error 
Standa 

rdized 
t p Tolerance VIF 

��  (Intercept)  2.625  0.268    9.797  < .001       

��  (Intercept)  -1.244  0.930    -1.337  0.196       

   Montessori  -0.084  0.272  -0.134  -0.309  0.761  0.133  7.512  

   CLT  1.115  0.558  1.535  1.999  0.059  0.042  23.646  

   App  -0.473  0.327  -0.781  -1.447  0.163  0.086  11.683   

 

This information may be observed visually through a series of plots, 

which allow for the confirmation or rejection of assumptions.  
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Figure 93. Residuals vs Predicted plot. 

 
 

As can be seen in Figure 93, the distribution of residuals around the 

baseline suggests that the assumption of homoscedasticity may have 

been violated.  

In the case of the Q-Q plot, as in Figure 94, it shows that the 

standardized residuals fit along the diagonal, which points to 

normality and linearity. Thus, these assumptions have not been 

violated.  
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Figure 94. Q-Q Plot Standardized Residuals. 

 

Reporting the results with APA:  

A multiple linear regression analysis was conducted to examine the 

relationship between teaching methodologies (Montessori, CLT, App) 

and anxiety levels. The model was statistically significant, F(3, 20) = 

6.71, p �����
��������������������������������������������������!
�����"
��

accounted for 42.7% of the variance in anxiety levels. 

An evaluation of the regression coefficients showed that none of the 

predictors were statistically significant: Montessori (� = -0.134, p = 

.761), CLT (� = 1.535, p = .059), and App (� = -0.781, p = .163). Although 

the coefficient for CLT was marginally significant, multicollinearity 

diagnostics revealed issues. Specifically, the Tolerance value for CLT 

(0.042) was below the acceptable threshold, and the average VIF was 

high (M = 14.28), indicating severe multicollinearity, which 

compromises the reliability of the model. 
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Diagnostic plots suggested that the assumptions of normality and 

linearity were met, as evidenced by the Q-Q plot. However, the residuals 

vs. predicted values plot indicated potential violations of 

homoscedasticity. 

Given the multicollinearity issues, the model�s results should be 

interpreted with caution, and further adjustments to the predictors are 

necessary to improve reliability. 

 

KEY ASPECTS 
 

Purpose: 

� To explore the combined influence of multiple predictors on 

a dependent variable. 

� Useful for examining complex relationships in L2 education 

research, such as how teaching methods, motivation, and 

anxiety levels influence test performance. 

Key metrics: 

� R2R^2R2 (Explained variance): Proportion of variance in 

the dependent variable explained by the predictors. 

� Adjusted R2R^2R2: Adjusted for the number of predictors, 

providing a more accurate measure in models with many 

predictors. 
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� Beta coefficients (�\beta�): Indicate the relative 

contribution of each predictor to the dependent variable. 

� Tolerance/VIF: Check for multicollinearity (correlation 

among predictors). 

When to use: 

� When multiple independent variables influence a single 

continuous dependent variable. 

� When the data meets assumptions of normality, linearity, and 

homoscedasticity. 

 

FREQUENT ERRORS 
 

1. Ignoring multicollinearity: 

o Error: High correlations among predictors distort the 

model. 

o Fix: Check VIF (should be <10) and Tolerance (>0.2). 

2. Overfitting the model: 

o Error: Including too many predictors relative to the 

sample size reduces generalizability. 

o Fix: Follow the rule of thumb: at least 10�15 cases per 

predictor. 

3. Assumption violations: 
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o Error: Ignoring issues like non-linearity or 

heteroscedasticity. 

o Fix: Examine residual plots, Q-Q plots, and 

VIF/Tolerance values. 

4. Misinterpreting R2R^2R2: 

o Error: Over-relying on R2R�2R2 without considering 

practical significance. 

o Fix: Use adjusted R2R�2R2 and evaluate the model�s 

real-world implications. 

5. Focusing solely on p-values: 

o Error: Ignoring effect sizes or confidence intervals. 

o Fix: Report standardized coefficients (��beta�) and 

their confidence intervals. 
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Logistic regression 

Logistic regression is a statistical method used to predict the 

likelihood of a particular outcome based on one or more predictor 

variables. Unlike linear regression, which deals with continuous 

outcomes, logistic regression is specifically designed for categorical 

outcomes. The most common type of logistic regression is binary 

logistic regression, which is used when the dependent variable has 

two possible categories, such as pass/fail or yes/no. 

In the context of L2 education research, logistic regression can help 

answer questions such as: 

� What factors predict whether students will pass an English 

proficiency test? 

� Does motivation influence the likelihood of attending an English 

language course regularly? 

� Can teaching methodology predict whether learners achieve 

their target level of fluency? 

Key concepts 

1. Dependent variable 

The dependent variable in logistic regression is the outcome being 

predicted. It must be categorical. In binary logistic regression, there 

are two possible outcomes, such as: 

� "Pass" or "Fail" on a language proficiency test. 

� "Attended" or "Did not attend" a course. 
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These categories are usually coded numerically for analysis (e.g., Pass 

= 1, Fail = 0), making it easier for the statistical model to process the 

data. 

2. Independent variables 

Independent variables are the predictors used to explain or influence 

the outcome. These can be: 

� Continuous: For example, "hours studied per week" or 

"motivation score." 

� Categorical: For example, "teaching methodology" (e.g., 

traditional vs. CLT). 

In L2 research, you might explore whether "motivation" (continuous) 

and "hours studied" (continuous) can predict whether students pass 

a test or fail (categorical). 

3. Odds and Odds Ratio 

Logistic regression predicts the likelihood (or odds) of an outcome 

happening. The odds express how likely the event is to occur 

compared to how likely it is not to occur. 

For example: 

� If the probability of passing a test is 80%, the odds are 4 to 1 

(four times more likely to pass than fail). 

The odds ratio (OR) shows how the odds change when a predictor 

variable increases by one unit. 



172 
 

� An OR greater than 1 means the predictor increases the 

likelihood of the outcome. 

� An OR less than 1 means the predictor decreases the likelihood 

of the outcome. 

For instance: 

� If the OR for "hours studied" is 1.5, every additional hour 

studied increases the odds of passing by 50%. 

� If the OR for "anxiety" is 0.7, higher anxiety decreases the odds 

of passing by 30%. 

4. Coefficients in Logistic Regression 

Each predictor in logistic regression has a coefficient that measures 

its effect on the likelihood of the outcome. 

� A positive coefficient indicates the predictor increases the 

odds of the event occurring. 

� A negative coefficient means the predictor decreases the odds. 

For example, in L2 research: 

� If "motivation" has a positive coefficient, higher motivation 

increases the likelihood of passing. 

� If "anxiety" has a negative coefficient, higher anxiety reduces 

the likelihood of passing. 

 

 



173 
 

5. Model Fit 

Logistic regression also provides statistics to evaluate how well the 

model explains the data: 

� ��� Indicates how much of the variation in the outcome is 

explained by the predictors. 

� Significance Tests: Show whether the predictors have a 

meaningful impact on the outcome. 

Assumptions 

Logistic regression comes with certain assumptions that ensure the 

model produces valid and reliable results. While these assumptions 

are less restrictive than those in linear regression, it is important to 

understand and check them before interpreting the results. 

1. The dependent variable is categorical 

� The outcome variable must be in categories. For binary logistic 

regression, it should have only two categories, such as pass/fail 

or yes/no. 

� In L2 research, an example might be whether students pass a 

proficiency test (pass = 1, fail = 0). 

2. Observations are independent 

� Each data point should represent an independent case. One 

observation should not influence another. 

� For instance, in L2 research, the results of one student�s test 

should not depend on another student�s performance. If data is 
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nested, such as students grouped by classes, use a mixed-effects 

model instead. 

3. Predictors should not be too correlated 

� Predictors (independent variables) should not have a strong 

relationship with one another, a problem called 

multicollinearity. If predictors are highly correlated, it becomes 

difficult to separate their individual effects. 

� To check this, you can calculate the variance inflation factor 

(VIF). A VIF value below 5 indicates there is no serious issue. 

4. The relationship between predictors and the outcome is linear 

� Logistic regression assumes that the relationship between the 

predictors and the log odds of the outcome is linear. This means 

that as a predictor changes, it should proportionally affect the 

odds of the outcome. 

� For continuous predictors, you can plot the predictor against 

the log odds of the outcome to check if this assumption holds. 

5. The sample size is large enough 

� Logistic regression requires a sufficient number of cases to 

produce reliable estimates. A general guideline is at least 10 

cases for each predictor variable where the event (e.g., passing) 

occurs. 

� In L2 research, if you are examining 5 predictors, ensure you 

have at least 50 instances of students passing or failing. 
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6. No extreme outliers or highly influential points 

� Outliers or data points with excessive influence can distort the 

results. These are known as high-leverage points. 

� You can check for outliers by examining residuals or leverage 

statistics. If issues are found, consider removing or addressing 

the problematic points. 

7. Predictors do not perfectly predict the outcome 

� If one predictor perfectly separates the categories of the 

outcome (e.g., all students with high motivation pass the test, 

and all with low motivation fail), it leads to "complete 

separation." This can cause issues with estimation. 

� To handle this, you can simplify the model or use specialized 

techniques like penalized logistic regression. 

8. The model includes relevant predictors 

� The logistic regression model assumes that you have included 

all important predictors and excluded irrelevant ones. Missing 

key variables or including unnecessary ones can bias the 

results. 
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Binary logistic regression 

Binary logistic regression is a statistical method used to model and 

analyze data where the outcome (dependent variable) is binary, 

meaning it has two possible categories. In the context of L2 research, 

these categories might include: 

� "Passed" or "Failed" an English proficiency test. 

� "Attended" or "Did not attend" a language course. 

� "Satisfied" or "Unsatisfied" with a specific teaching 

methodology. 

This type of regression estimates the likelihood (probability) of one 

category occurring over the other, given one or more predictor 

(independent) variables. Unlike linear regression, which predicts 

continuous outcomes, logistic regression works with categorical 

outcomes by transforming probabilities into a linear relationship 

using the logit function. 

Let us imagine a research study investigating how study habits and 

teaching methodologies predict the likelihood of students passing an 

English proficiency test. Specifically, we want to explore the effects of 

three factors: 

1. The number of hours students dedicate to studying each week 

(Study_Hours). 

2. Students’ self-reported motivation levels on a scale from 1 to 10 

(Motivation_Score). 
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3. The type of teaching methodology used, comparing CLT 

(Communicative Language Teaching) with traditional 

approaches (Teaching_Method). 

In this study, the dependent variable is Passed (coded as 1 for passed 

and 0 for failed). Our goal is to determine whether these predictors 

have a significant impact on students’ success. 

DATASET 

 

Dataset access 

(click here) 

 

 

To conduct the analysis in JASP: 

� Study_Hours, Motivation_Score, and Teaching_Method are 

entered as predictors in the Covariates field. 

� Passed is entered as the dependent variable. 

In JASP, in the regression module, as seen in Figure 95, you have to 

click on ’Logistic regression’.  
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Figure 95. JASP interface of Regression module. 

 

Figure 96 shows the different variables introduced in the Covariates 

and dependent variables fields.  

Figure 96. JASP interface for logistic regression. 
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Below, you will find several tabs, one of which is ’Statistics’, as seen in 

Figure 97 below.  

Figure 97. Statistics tab in Logistic regression. 

 

What should you choose? One very important consideration is 

understanding which options to select based on the goals of your 

research. For beginners in L2 research, knowing how to interpret and 

use these settings is essential for conducting meaningful analysis. 

Below, we highlight the most important options in the regression 

interface and explain their relevance for typical research questions in 

second language education. 
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The coefficients section is central to your analysis. Always check the 

option for estimates, as these provide the core results of your 

regression. They explain how each predictor variable, such as study 

hours or motivation, influences the outcome variable, like passing or 

failing a language test. If you are working with logistic regression, 

selecting odds ratios will make your results easier to interpret. For 

instance, if the odds ratio for study hours is 1.5, this means that for 

every additional hour studied, the odds of passing increase by 50%. 

Adding confidence intervals is equally important, as they indicate the 

range within which the true effect of a predictor likely falls. A narrow 

confidence interval signals greater reliability in the results. 

The residuals option, specifically casewise diagnostics, should be 

selected if you want to identify unusual data points that do not fit the 

model well. For example, in an L2 study, you may find a student with 

very high motivation who fails a test or another student with low 

study hours who excels. These cases can affect the results and may 

need to be examined separately. 

It is also essential to check for multicollinearity when working with 

multiple predictors. This diagnostic ensures that the predictors are 

not too similar to one another, which can make it difficult to 

determine their individual contributions to the outcome. For 

example, if both motivation and study hours are highly correlated, the 

model might struggle to show which variable has the stronger 

influence on passing rates. 
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If you are conducting logistic regression, enabling performance 

metrics such as accuracy and AUC (area under the curve) can be 

highly informative. Accuracy tells you how well the model predicts 

the correct outcomes (e.g., pass or fail), while the AUC measures how 

effectively the model distinguishes between the two categories. For 

example, a high AUC value close to 1 indicates that the model 

performs well in identifying whether a student is likely to pass or fail. 

Once we have selected the appropriate options, Figure 98 shows the 

outcome of this analysis. First, we have the model summary (as in 

other regression analyses).  

Figure 98. Model summary outcome for Binary Logistic Regression 

Model Summary - Passed  

Mo
del 

Devia
nce AIC BIC df ��� p 

McFa
dden 

R† 

Nagelk
erke 

R† 

Tju
r R† 

Cox 
& 

Sne
ll 

R† 

�� 
 134.6

02 
 136.

602 
 139.

208 
 9

9 
 

  
 

  
 

0.000 
   0.0

00 
   

��  130.7
29 

 138.
729 

 149.
149 

 9
6 

 3.8
74 

 0.2
75 

 0.029  0.051  0.0
38 

 0.0
38 

 

 

Note.  ���‘@^��}�!��$�}���\��!���\$‘��$‘\@��^\�������^�‘@#���$�\} 
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Then, Figure 99 shows the coefficients: 

Figure 99. Coefficients of the binary logistic regression. 

Coefficients  
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Note.  Passed level ’1’ coded as class 1. 

� Standardized estimates represent estimates where the continuous predictors are standardized (X-
standardization). 

 

Once the analysis is completed and the results are displayed, it is 

essential to carefully interpret the output to draw meaningful 

conclusions. The Model Summary in Figure 98 provides key insights 

about how well the model fits the data. 

The deviance indicates the overall fit, where lower values reflect a 

better-fitting model. In this case, the deviance decreases from 

����	��������$\���������������!�##�!$‘@#�!\|��‘|��\��|�@$����@�

predictors (Study_Hours, Motivation_Score, and Teaching_Method) 

are included. The Chi-Square Difference (���� evaluates whether 

adding these predictors significantly improves the model�s fit. Here, 
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��† = 3.874 with p = 0.275, meaning the improvement is not 

statistically significant, which suggests that these predictors do not 

explain much of the variance in passing rates. Additionally, pseudo-

R† values, such as Nagelkerke R† = 0.051, indicate that only 5.1% of 

the variance in the outcome (Passed) is explained by the predictors. 

This highlights that the model offers limited explanatory power and 

that other factors likely play a more significant role in determining 

passing outcomes. 

The Coefficients Table in Figure 99 provides detailed information 

about the contribution of each predictor to the model. First, the 

intercept (1.019) represents the baseline log odds of passing when all 

predictors are zero, but it is not statistically significant (p = 0.141), 

suggesting no strong baseline effect. Among the predictors, 

Study_Hours has a coefficient of -0.097 and an odds ratio of 0.907, 

indicating that each additional hour of study reduces the odds of 

passing by approximately 9.3%. However, the p-value (0.069) shows 

that this result is only marginally significant, requiring cautious 

interpretation. Similarly, Motivation_Score has a coefficient of 0.027 

and an odds ratio of 1.027, suggesting a minimal increase in the odds 

of passing with higher motivation. This is further confirmed by a non-

significant p-value (0.707). Lastly, Teaching_Method has a negligible 

coefficient (0.019) and an odds ratio of 1.019, with a very high p-value 

(0.965), indicating no meaningful effect of teaching methodology on 

passing rates in this model. 

Taken together, the results suggest that none of the predictors 

significantly influence passing rates. This indicates that the model 
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may be missing other critical variables that are more relevant to the 

outcome, such as language aptitude, teacher quality, or class size. 

Researchers should consider including additional predictors or 

exploring interactions between variables to better understand what 

drives success in L2 learning contexts. 

Regarding the plots to use, it is important to focus on those that 

provide meaningful insights into the model�s performance and the 

relationships between predictors and the outcome. Below are the 

recommended options and their purpose. 

� The predicted-residual plot is highly useful for identifying 

patterns or potential issues in the residuals. It allows 

researchers to confirm whether the residuals are randomly 

distributed, which is essential for ensuring the model fits the 

data well. Any noticeable patterns in this plot may indicate 

problems with the model�s assumptions or the need to include 

additional predictors. 

� The ROC plot (Receiver Operating Characteristic) is a 

valuable tool for evaluating the model�s ability to classify 

outcomes accurately (e.g., pass vs. fail). This plot shows the 

trade-off between true positives and false positives at various 

threshold levels. The area under the curve (AUC) provides a 

single summary metric of how well the model distinguishes 

between categories, making it an essential choice for 

performance evaluation. 
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� The conditional estimates plot can also be included to 

visualize the effect of predictors on the outcome. This plot 

displays the estimated relationship between a predictor and the 

likelihood of the outcome, along with confidence intervals, 

making it easier to interpret the role of individual predictors. 

Figure 100 below shows the predicted-residuals plot, and the ROC 

plot (performance plot).  

Figure 100. Predicted-residual and ROC plots for logistic regression. 
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Following up, Figure 101 shows the conditional estimates plot, in 

which the predictors are visualized:  

Figure 101. Conditional estimates plot for logistic regression. 

 

Reporting the results of the binary logistic regression would be as 

follows: 

A binary logistic regression was conducted to examine the influence of 

Study_Hours, Motivation_Score, and Teaching_Method on whether 

��������� !������ ��� #��$���� !
"&������*� ������ +��� ������$� /"��$� ;>?��

without predictors produced a deviance of 134.602, while the second 

/"��$�;>@������$�������$$�!
�����"
���
���$�����������J������"&�K
����X��



187 
 

[\�;
����
�]����!���������+�����������������������������"��"&�!
�����"
��

�����"�������&�����$*��/!
"J������/"��$^��&����+���‘���$z�
z�����&"
�>@�

was 0.051, suggesting that the predictors collectively explained 

approximately 5.1% of the variance in passing outcomes. 
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predictors were statistically significant. Study_Hours (odds ratio = 

0.907, p = .069) showed a marginally negative effect, indicating that 

additional study hours slightly decreased the odds of passing. 

Motivation_Score (odds ratio = 1.027, p = .707) had a minimal positive 

effect, suggesting a negligible relationship between motivation and 

passing rates. Finally, Teaching_Method (odds ratio = 1.019, p = .965) 

also demonstrated no significant impact on the likelihood of passing. 

These findings highlight that while these predictors were included, 

other unmeasured factors may play a more critical role in determining 

students’ success on the test. 
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KEY ASPECTS 
 

Purpose and application 

� Logistic regression predicts the likelihood of a categorical 

outcome (e.g., pass/fail) based on one or more predictors. 

� It is widely used in L2 research to determine factors 

influencing outcomes, such as teaching methodologies or 

student motivation. 

Dependent variable 

� The outcome being predicted, which must be categorical. 

� In binary logistic regression, there are two possible outcomes 

(e.g., "pass" or "fail"). 

Independent variables 

� The predictors used to explain or influence the outcome. 

� These can be continuous (e.g., hours studied per week) or 

categorical (e.g., teaching methodology). 

Odds and odds ratio (OR) 

� Odds indicate how likely an event is to occur compared to not 

occurring. 

� An OR > 1 means the predictor increases the likelihood of the 

outcome, while an OR < 1 means it decreases it. 

 



189 
 

FREQUENT ERRORS 
 

Ignoring multicollinearity 

� Including highly correlated predictors can distort results. 

� Always check variance inflation factors (VIF) to ensure 

predictors are independent. 

Misinterpreting coefficients 

� A positive coefficient increases the odds of the event 

occurring; a negative one decreases it. 

� Be cautious when interpreting odds ratios; they represent 

proportional changes, not absolute changes. 

Violating assumptions 

� Predictors must have a linear relationship with the log odds 

of the outcome. 

� The dependent variable must be correctly coded for 

categorical outcomes. 

Overfitting the model 

� Including too many predictors with a small sample size can 

reduce the model’s generalizability. 

� Use a minimum of 10 cases for each predictor variable to 

avoid biased estimates. 

Misinterpreting significance 
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� A non-significant predictor (e.g., p > 0.05) means no evidence 

of its effect, not that it has zero impact. 

� Ensure that effect size and confidence intervals are also 

considered. 
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Hierarchical Logistic Regression 

Hierarchical logistic regression is an extension of binary logistic 

regression that allows researchers to enter predictors into the model 

step by step, or in blocks. Each block represents a group of variables 

that are hypothesized to explain the binary outcome (e.g., 

"Pass/Fail"). Unlike binary logistic regression, where all predictors 

are entered simultaneously, hierarchical logistic regression evaluates 

the incremental contribution of each block of predictors to the 

model�s ability to predict the outcome. This method is particularly 

useful when the researcher wants to test the relative importance of 

different groups of variables while controlling for those already 

included. 

For example, in second language (L2) education research, you might 

be interested in predicting whether students pass an English 

proficiency test. You could start with demographic predictors such as 

age and gender in the first block, add psychological predictors like 

motivation and anxiety in the second block, and finally include 

instructional predictors like teaching methodology in the third block. 

Hierarchical logistic regression allows you to evaluate how each block 

of predictors improves the model�s ability to predict the outcome. 

This type of regression provides several key advantages: 

1. Blockwise comparison: By introducing predictors in blocks, 

researchers can assess how much each group of predictors 

improves the model�s performance (e.g., using measures like 

deviance, pseudo-R†, and Chi-Square tests). 
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2. Insight into relationships: Hierarchical logistic regression 

allows researchers to observe whether the effects of earlier 

predictors (e.g., demographics) change as new predictors (e.g., 

psychological or instructional variables) are added. 

3. Hypothesis testing: This method is ideal for testing specific 

hypotheses about the unique contribution of different variable 

sets, making it particularly relevant for studies in L2 education 

where multiple factors (e.g., motivation, instruction) interact. 

Let us imagine a study in second language (L2) education where we 

are investigating which factors predict whether students pass an 

English proficiency test (coded as 1 for "Pass" and 0 for "Fail"). In this 

study, we hypothesize that three groups of variables contribute to 

passing rates: demographic factors, psychological factors, and 

instructional factors. 

� In Block 1, we include demographic variables such as Age and 

Gender. These variables provide a baseline understanding of 

how personal characteristics might influence passing rates. For 

example, we might want to know whether younger students are 

more likely to pass than older students or if gender plays a role 

in performance. As Gender is a categorical variable, it must be 

set as a factor in JASP to ensure proper analysis. 

� In Block 2, we add psychological variables like 

Motivation_Score and Anxiety_Score. Including these 

variables allows us to evaluate whether psychological factors 

improve the model�s ability to predict passing rates beyond 
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what is explained by demographics. For instance, we might 

hypothesize that students with higher motivation and lower 

anxiety are more likely to pass. 

� Finally, in Block 3, we include instructional variables such as 

Study_Hours and Teaching_Method. These variables test 

whether factors related to instruction and study habits further 

explain passing rates after accounting for demographics and 

psychological characteristics. Since Teaching_Method (e.g., 

Traditional vs. CLT) is also a categorical variable, it must be set 

as a factor in JASP. For example, we might expect that students 

who study more hours and are taught using the Communicative 

Language Teaching (CLT) method have a higher likelihood of 

passing. 

DATASET 

 

Dataset access 

(click here) 

 

 

In JASP, the process for conducting hierarchical logistic regression is 

very similar to that for binary logistic regression, with a key 
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difference: hierarchical logistic regression requires you to introduce 

predictors in sequential blocks. This stepwise approach allows you to 

assess the unique and combined contributions of different sets of 

variables to the outcome. Below, we explain how to set up and 

perform this analysis in a clear and concise manner. 

To begin, navigate to the "Regression" module and select "Logistic 

Regression". In the main interface, set your outcome variable (e.g., 

Passed) as the dependent variable. Start by introducing the 

predictors for your first block�these could include demographic 

variables such as Age (covariate) and Gender (factor). Drag these 

variables into the appropriate fields. 

Next, add subsequent blocks by clicking on the "+" button under the 

"Blocks" section (see Figure 102 below). For each new block, include 

additional predictors, such as psychological variables 

(Motivation_Score, Anxiety_Score) in the second block, and 

instructional variables (Study_Hours, Teaching_Method) in the 

final block. Remember that Teaching_Method must also be assigned 

as a factor before analysis. 
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Figure 102. Setting the model (blocks) for the analysis. 

 

Ensure that the method is set to "Enter" for each block, which 

includes all predictors at once within that block. Once all blocks are 

defined, proceed to run the analysis, and JASP will generate results 

comparing model fit across the blocks. This stepwise approach makes 

it possible to evaluate how much each set of predictors contributes to 

explaining the outcome variable, providing deeper insights into the 

relationships between these factors and the likelihood of passing. 

As seen in the output (see Figure 103 and xx), the hierarchical logistic 

regression results allow us to assess how different blocks of 

predictors contribute to predicting whether students pass an English 

proficiency test. Let us carefully examine the model summary and 

coefficients to understand the significance and impact of each 

predictor group. 
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Figure 103. Model summary for the hierarchical regression. 

 Model Summary - Passed  

Mod
el 
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 213.3
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316 

 29
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 0.4
31 

 0.8
06 

 0.041  0.056  0.0
30 

 0.0
28 

 

 

Note.  M�  includes Age, Gender 

Note.  M�  includes Age, Motivation_Score, Anxiety_Score, Gender 

Note.  M�  includes Age, Motivation_Score, Anxiety_Score, Study_Hours, Gender, Teaching_Method 

 

The Model Summary Table provides key statistics to evaluate the fit 

of each hierarchical model: 

� !��	�
 #
 �!$� represents the baseline model with no 

predictors, yielding a deviance of 207.909 and no explained 

variance (Nagelkerke R† = 0.000). This serves as a reference 

point for assessing improvements as predictors are added. 

� !��	�
 &
 �!;� includes demographic predictors (Age and 

Gender). The deviance decreases to 201.977, with a Chi-Square 

Difference (��†) of 5.932, and p = 0.052, indicating a marginal 

improvement in fit. The Nagelkerke R† increases to 0.039, 

suggesting that demographic variables explain about 3.9% of 

the variance in passing outcomes. 
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� !��	�
?
�!@� adds psychological predictors (Motivation_Score 

and Anxiety_Score) alongside the demographic variables. The 

deviance further decreases to 199.820, with a ��† of 2.157 and 

p = 0.340, indicating that these predictors do not significantly 

improve the model. The Nagelkerke R† increases slightly to 

0.053, showing minimal additional explanatory power. 

� !��	�
 X
 �![� introduces instructional predictors 

(Study_Hours and Teaching_Method) while retaining the 

previous predictors. The deviance reduces marginally to 

199.389, with a ��† of 0.431 and p = 0.806, suggesting no 

significant improvement. The Nagelkerke R† remains low at 

0.056, indicating that all predictors collectively explain only 

5.6% of the variance in passing rates. 

 

Figure 104. Coefficients for the hierarchical logistic regression. 

Coefficients  
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Coefficients  
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Note.  Passed level ’1’ coded as class 1. 

�  Standardized estimates represent estimates where the continuous predictors are standardized (X-standardization). 

 

The reduction in deviance across the models suggests incremental 

improvements, but none of the predictor groups provide statistically 

significant contributions. This indicates that other unmeasured 

factors might better explain passing rates. For example, variables 

such as teacher effectiveness or students� prior knowledge may play 

a more critical role. 
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The Coefficients Table shows the individual contributions of 

predictors within each model: 

� In Model 1, Age has a significant negative effect (Estimate = -

0.051, p = 0.042), indicating that older students are slightly less 

likely to pass the test. Gender (Female), however, is not 

statistically significant (p = 0.280), suggesting no clear gender 

differences in passing rates. 

� In Model 2, when psychological variables are added: 

o Motivation_Score has a small positive effect (Estimate = 

0.155, Odds Ratio = 1.168), but it is not statistically 

significant (p = 0.163). 

o Anxiety_Score shows no meaningful effect (Estimate = 

0.054, Odds Ratio = 1.056, p = 0.683), suggesting that 

anxiety does not strongly influence passing rates in this 

sample. 

� In Model 3, instructional variables are introduced: 

o Study_Hours has a small positive effect (Estimate = 

0.039, Odds Ratio = 1.040), but it remains non-significant 

(p = 0.543). 

o Teaching_Method (Traditional) has no meaningful 

effect (Estimate = -0.104, Odds Ratio = 0.901, p = 0.800), 

indicating that teaching methodology does not 

significantly predict passing rates. 
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From the results, age stands out as the only marginally significant 

predictor, with older students being slightly less likely to pass. This 

may reflect age-related differences in cognitive or motivational 

factors. However, none of the psychological or instructional 

variables, such as motivation, anxiety, or study hours, showed 

significant effects, suggesting that these factors may not strongly 

influence passing rates in this sample. 

The ��]
‘�{	�|	�|	
��
}���	� across all models indicate that much 

of the variance in passing rates remains unexplained. This highlights 

the need for future research to explore additional predictors or 

interactions to better understand the factors driving success in 

second language learning. 

Reporting the results in our paper:  

A hierarchical logistic regression was conducted to examine the effects 

of demographic, psychological, and instructional factors on passing an 

#��$���� !
"&������*� ������ +��� {���$���� /"��$� ;>?�� ���� �� ��J������ "&�

����X�X��|��������/"�
�!����J�
��{$���;>@��
�duced the deviance to 

201.977, [\�;�������X
���p = 0.052, indicating a marginal improvement 

��� &���� |������ !�*��"$"����$� !
�����"
�� ;>}�� &�
���
� 
������� ����

deviance to 199.820, [\�;��� �� ��K���� p = 0.340, while instructional 

!
�����"
��;>~��{
"�����������Jiance to 199.389, [\�;��������
K��p = 

0.806, showing no significant improvements in fit. Age was the only 

marginally significant predictor (p = 0.053), with older students being 

slightly less likely to pass. The predictors collectively explained only 

����� "&� ���� J�
������ ��� !������� 
����� ;‘���$z�
z�� ��� �� ��������
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suggesting that other unmeasured factors likely play a more critical 

role in success. 

KEY ASPECTS 
 

Purpose and application 

� Hierarchical logistic regression extends binary logistic 

regression by introducing predictors in blocks, allowing 

researchers to evaluate the incremental contribution of each 

set of variables to predicting the outcome (e.g., pass/fail). 

� In L2 research, it can assess the relative importance of 

demographic, psychological, and instructional factors in 

predicting success. 

Dependent variable 

� A binary outcome, such as pass/fail, coded as 1 and 0. 

� Example: whether students pass an English proficiency test. 

Independent variables 

� Organized into blocks, typically representing groups such as 

demographic, psychological, or instructional predictors. 

� Example: Block 1 (age, gender); Block 2 (motivation, anxiety); 

Block 3 (study hours, teaching method). 

Blockwise comparison 
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� Each block is added sequentially, allowing for comparisons of 

model fit (e.g., using deviance, pseudo-R†, and Chi-Square 

tests). 

� Example: adding psychological predictors might improve the 

model beyond demographic predictors. 

FREQUENT ERRORS 
 

1. Incorrect coding of categorical variables 

o Ensure variables like gender or teaching method are 

properly coded as factors. 

o Incorrect coding may result in invalid analyses or 

misinterpretation of results. 

2. Overlooking multicollinearity 

o Predictors within and across blocks should not be 

highly correlated. 

o High variance inflation factor (VIF) values indicate 

multicollinearity, which can distort the model. 

3. Ignoring non-significant predictors 

o Adding predictors that do not significantly improve the 

model wastes analytical power. 

o Focus on variables hypothesized to meaningfully 

contribute to the outcome. 

4. Relying on pseudo-��
����	 
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o Low pseudo-R† values (e.g., Nagelkerke R†) do not 

necessarily invalidate the model but indicate limited 

explanatory power. 

o Combine R† values with deviance and Chi-Square 

differences for a comprehensive evaluation. 

5. Failing to address unexplained variance 

o Low R† values often mean critical predictors are 

missing (e.g., prior knowledge, teacher quality). 

o Reassess the research design to include potentially 

relevant variables. 
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Ordinal regression 

Ordinal regression is a statistical technique used to predict an 

outcome variable that has a natural order but does not assume equal 

intervals between categories. Unlike binary logistic regression, which 

deals with only two outcomes (e.g., "Pass/Fail"), or multinomial 

regression, which handles multiple unordered categories, ordinal 

regression focuses on ranked categories. These categories have an 

inherent order, such as proficiency levels or Likert scale responses, 

but the distances between the categories are not considered equal. 

For example, in second language (L2) education research, ordinal 

regression can address questions like: 

� How do weekly study hours influence students� self-assessed 

English proficiency levels (e.g., Beginner, Intermediate, 

Advanced)? 

� Do motivation scores predict satisfaction with teaching 

methods ranked on a scale from Very Dissatisfied to Very 

Satisfied? 

The key difference between ordinal regression and other regression 

techniques lies in the type of outcome variable. Ordinal regression 

models relationships where the categories are ordered, whereas: 

� Binary logistic regression predicts a dichotomous outcome 

(two categories, such as Pass/Fail). 
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� Multinomial regression predicts outcomes with no inherent 

order (e.g., "preferred teaching method: online, hybrid, or face-

to-face"). 

� Ordinal regression predicts outcomes with ranked categories 

(e.g., satisfaction levels or proficiency levels). 

Ordinal regression models the probability of an outcome falling into 

one category or below it, given the predictors. For instance, it predicts 

the likelihood of a student being a Beginner or Pre-Intermediate, 

rather than Intermediate or Advanced, based on factors like study 

hours or teaching methods. It assumes that the relationship between 

predictors and the outcome is consistent across all levels of the 

outcome�this is called the proportional odds assumption. 

Key Assumptions 

Ordinal regression relies on the following: 

1. Ordinal dependent variable: The outcome must be ordered 

but not continuous (e.g., levels of proficiency or satisfaction). 

2. Proportional odds assumption: The relationship between the 

predictors and each cumulative level of the outcome is the same 

across all levels. For instance, the effect of study hours on 

moving from Beginner to Pre-Intermediate is assumed to be the 

same as the effect on moving from Intermediate to Advanced. 

Let�s consider a practical example. Imagine an L2 research study 

investigating what factors influence students� proficiency levels in 

English. Students self-assess their proficiency on a 4-point scale: 
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Beginner (1), Pre-Intermediate (2), Intermediate (3), and 

Advanced (4). The predictors include: 

� Study_Hours: Weekly hours spent studying English. 

� Motivation_Score: A self-reported score on a scale of 1 to 10. 

� Teaching_Method: Whether the student was taught using 

Communicative Language Teaching (CLT) or a traditional 

method. 

In this study, ordinal regression helps determine whether these 

predictors significantly influence students� likelihood of being at 

higher proficiency levels. For instance, does more study time increase 

the probability of being at Intermediate or Advanced levels? Does CLT 

have a stronger impact compared to traditional methods? 

DATASET 

 

Dataset access 

(click here) 

 

 



207 
 

Unlike the previous cases, even though it can be considered a logistic 

regression, in JASP, you need to navigate to the Generalized Linear 

Model within the Regression module, as shown in Figure 105. 

Figure 105. Regression module and Generalized Linear Model. 

 

Next, click on ’Family’ and select ’Other.’ This will enable a new 

dropdown menu, where you need to choose ’Ordinal Logistic 

Regression’ (see Figure 106).  

Figure 106. Dropdown menu. 
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Figure 107. Setup for ordinal regression in JASP. 

  

In the setup for ordinal regression, as in Figure 107, the Dependent 

Variable is set to Proficiency_Level, as it represents the ordered 

categories we aim to predict (e.g., Beginner, Intermediate, Advanced). 

Covariates, such as Study_Hours and Motivation_Score, are placed 

here because they are continuous variables that may influence 

proficiency levels. These variables provide numerical predictors to 

the model. Teaching_Method is included as a Factor since it is a 

categorical variable (e.g., CLT vs. Traditional) that might impact 

proficiency differently across its levels. This organization ensures 

that each variable is appropriately classified to generate accurate and 

interpretable results. 
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The results of the ordinal regression provide key insights into how 

study hours, motivation, and teaching method influence proficiency 

levels. Let us interpret these results in detail (see Figure 108 through 

to Figure 110). 

The Model Summary table (see Figure 108) shows the deviance for 

$��� @���� |\}��� ����� �@}� $��� ~‘$$�}� |\}��� ������ ���� }��‘�@^�� ������

decreases from 818.806 in the null model to 795.575 in the fitted 

model, as seen in the "Deviance" column. This reduction indicates that 

the inclusion of predictors�study hours, motivation, and teaching 

method�improves the model’s ability to explain the data. The chi-

square value (�† = 23.231) and its significance (p < .001) confirm 

that this improvement is statistically significant. Researchers should 

note that a significant chi-square value means the predictors 

contribute meaningfully to the model. 

Figure 108. Model summary for the ordinal regression. 

Model Summary - Proficiency_Level  

Model Deviance AIC BIC df �� p 

H�  
 

818.806
 

824.806
 

835.917 
 

897
   

 
 

H�   795.575  807.575 829.797  894 23.231  < .001 
 

 

Next, we turn to the Coefficients table (see Figure 109) , which details 

the effects of each predictor on the odds of proficiency levels. First, 

observe the row labeled "Study_Hours." The coefficient for study 

hours is -0.072 (p < .001), indicating that for each additional hour of 

study, the odds of being in a lower proficiency level decrease. In 



210 
 

practical terms, this suggests that more study hours significantly 

improve the likelihood of achieving higher proficiency levels. 

Now, examine the row for "Motivation_Score." The coefficient here is 

-0.067 (p = .059). While this suggests a slight negative trend�where 

higher motivation decreases the odds of being in a lower proficiency 

level�the result is not statistically significant (p > .05). Researchers 

should interpret this with caution, as the sample size or other 

variables may limit the clarity of this effect. 

Finally, look at "Teaching_MethodTraditional." The coefficient is 

0.493 (p = .023), which means that students taught using the 

traditional method are more likely to remain in lower proficiency 

levels compared to those taught with the CLT method. This significant 

result reinforces the effectiveness of communicative approaches in 

L2 education. 

The Intercepts provide the baseline log odds for each proficiency 

threshold. For example: 

� The log odds of being at or below Beginner proficiency is -0.651 

(p = .031). 

� The odds increase with proficiency levels, as seen in the 

intercept for Intermediate (2.278, p < .001). 

These values serve as reference points for understanding how 

predictors influence the outcome. 
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Figure 109. Coefficients for the ordinal regression. 

Coefficients  

  Estimate Standard Error z p 
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0.300
 

2.651
 

0.008 
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2.278 
 

0.325
 

7.002
 

< .001 
 

Study_Hours 
 

-0.072 
 

0.018
 

-3.977
 

< .001 
 

Motivation_Score 
 

-0.067 
 

0.035
 

-1.888
 

0.059 
 

Teaching_MethodTraditional  0.493  0.216  2.278  0.023  
 

Note.  Proficiency_Level levels: 1:1, 1:2, 1:3, 1:4. Linear predictors: logitlink(P[Y<=1]), logitlink(P[Y<=2]), 
logitlink(P[Y<=3]). 

 

Lastly, the Model Fit statistics (see Figure 110) confirm that the 

model fits the data well. Both the deviance test (p = 0.992) and 

Pearson test (p = 0.489) indicate no evidence of poor fit. This 

reassures researchers that the chosen predictors adequately 

represent the data. 

Figure 110. Model fit for the ordinal regression. 

Model Fit  

  Statistic df p 

Deviance 
 

795.575 
 

894 
 

0.992 
 

Pearson  894.496  894  0.489  
 

 

Despite the significant contributions of study hours and teaching 

method, the pseudo-R† values (e.g., Nagelkerke R†) suggest that only 

a small portion of the variance in proficiency levels is explained by 

this model. This highlights the potential for including additional 
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variables, such as language aptitude or external learning factors, to 

enhance the model�s explanatory power. 

Reporting the results in our paper: 

An ordinal regression analysis was conducted to assess the impact of 

study hours, motivation, and teaching method on students’ self-assessed 

English proficiency levels (Beginner, Pre-Intermediate, Intermediate, 

Advanced). The model significantly improved over the null model, 	�;
��

= 23.23, p < .001, indicating that the predictors collectively contributed 

to explaining proficiency levels. Study hours emerged as a significant 

predictor (B = -0.072, p < .001), suggesting that increased study hours 

are associated with higher proficiency levels. Teaching method also had 

a significant effect (B = 0.493, p = .023), with students taught using 

traditional methods more likely to be in lower proficiency categories 

compared to those taught using the Communicative Language 

Teaching method. Motivation score did not significantly predict 

proficiency levels (B = -0.067, p = .059). Goodness-of-fit statistics 

indicated an adequate model fit, though pseudo-��� J�$���� ����������

that additional variables may be needed to fully explain the variance in 

proficiency levels. 
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KEY ASPECTS 
 

Purpose and application 

� Ordinal regression predicts outcomes with a natural order 

(e.g., proficiency levels) but does not assume equal distances 

between categories. 

� In L2 education, it is useful for questions like: 

o How do study hours predict proficiency levels 

(Beginner, Intermediate, Advanced)? 

o Do teaching methods influence satisfaction levels (Very 

Dissatisfied to Very Satisfied)? 

Dependent variable 

� Must be ordinal, meaning ordered categories such as 

Beginner (1) to Advanced (4). 

� Example: Proficiency levels, satisfaction ratings. 

Independent variables 

� Can be: 

o Continuous (e.g., study hours, motivation scores). 

o Categorical (e.g., teaching method: CLT vs. traditional). 

Key assumptions 

1. Ordinal dependent variable 

o The outcome must be ranked but not continuous. 
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o Example: Self-reported proficiency levels. 

2. Proportional odds assumption 

o Predictors must affect all cumulative thresholds of the 

dependent variable similarly. 

o Example: The impact of study hours should be 

^\@!‘!$�@$� �^�\!!� $��@!‘$‘\@!� ���#��� ��#‘@@��� �� ���-

�@$��|�}‘�$���@}��@$��|�}‘�$����{}��@^�}�� 

FREQUENT ERRORS 
 

1. Misclassifying variables 

o Treating ordinal outcomes as continuous or unordered 

categories (e.g., using linear regression or multinomial 

regression incorrectly). 

o Ensure that ordinal outcomes are modeled 

appropriately. 

2. Ignoring the proportional odds assumption 

o If this assumption is violated, the model may produce 

biased results. 

o Check for violations and consider alternative models 

(e.g., partial proportional odds regression) if necessary. 

3. Overlooking non-significant predictors 

o Avoid overinterpreting predictors that lack statistical 

significance (e.g., motivation score in this example). 
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o Focus on significant variables while discussing potential 

reasons for non-significant results. 

4. Neglecting to evaluate model fit 

o Failing to report or assess deviance and Pearson 

goodness-of-fit statistics. 

o Example: Ensure the model adequately represents the 

data (e.g., p > 0.05 for goodness-of-fit tests). 

5. Relying solely on pseudo-��
}���	� 

o Low pseudo-R† (e.g., Nagelkerke R†) does not invalidate 

the model but highlights unexplained variance. 

o Include other variables, such as language aptitude or 

external factors, to improve explanatory power. 
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Multinomial Logistic Regression 

Multinomial logistic regression is a statistical method used to predict 

an outcome with more than two possible categories when those 

categories do not have a natural order. This makes it different from 

binary logistic regression, which predicts only two outcomes (e.g., 

"Pass" or "Fail"), and ordinal regression, which works with ranked 

outcomes (e.g., Beginner, Intermediate, Advanced). In multinomial 

logistic regression, the categories are unordered, meaning there is no 

hierarchy or ranking between them�for example, a student’s 

preferred learning style (e.g., visual, auditory, or kinesthetic). 

This type of regression calculates the probability of an observation 

falling into one of the categories relative to a reference category 

(baseline). For instance, in a study of preferred feedback types 

(Written, Oral, or Peer), the model could estimate how different 

predictors (e.g., motivation, study hours) influence the likelihood of 

choosing Oral or Peer feedback compared to Written feedback (the 

reference). 

Multinomial logistic regression is designed to handle situations 

where the outcome variable has three or more categories that are 

distinct but not ordered. This characteristic sets it apart from binary 

logistic regression (which predicts between two categories) and 

ordinal regression (which deals with ordered outcomes). In 

multinomial logistic regression, the focus is on modeling the 

likelihood of an observation falling into one of the categories 



217 
 

compared to a reference category, which serves as the baseline for 

comparison. 

One of the strengths of multinomial logistic regression is its flexibility 

in handling multiple types of predictors. These predictors can be 

continuous variables, such as the number of hours students spend 

studying (e.g., Study_Hours), or categorical variables, like the 

teaching method employed (e.g., Teaching_Method: CLT, Task-Based 

Learning, or Traditional). 

The method generates probabilities for each category based on the 

predictors included in the model. For example, if the outcome 

variable represents students� preferred feedback type (e.g., Written, 

Oral, Peer), multinomial logistic regression calculates the probability 

of a student preferring each type based on their study hours, 

motivation levels, and the teaching method they experienced. These 

probabilities provide nuanced insights into the factors influencing 

category membership. 

A key feature is the use of a reference category. In practice, one 

category is designated as the baseline, and all other categories are 

compared against it. For instance, if "Written feedback" is the 

reference category in a feedback preference study, the model will 

evaluate how predictors influence the likelihood of selecting "Oral 

feedback" or "Peer feedback" compared to "Written feedback." 

Multinomial logistic regression differs from other regression 

techniques based on the type of outcome variable it models: 
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� Binary logistic regression predicts the likelihood of one 

category versus another, such as "Pass" versus "Fail." 

� Ordinal regression predicts outcomes with a clear ranking or 

order, such as language proficiency levels (e.g., Beginner < 

Intermediate < Advanced). 

� Multinomial logistic regression is unique in that it predicts 

outcomes without any inherent order, such as students� 

learning preferences for "Visual," "Auditory," or "Kinesthetic." 

Let us imagine a study in L2 education investigating the factors 

influencing students’ preferences for different feedback types in a 

classroom setting. Feedback preferences are critical to understanding 

individual learning styles and optimizing instructional approaches, 

making this analysis both practical and insightful for researchers. 

Dependent variable 

The outcome variable is Feedback_Type, which includes three 

categories: 

1. Written feedback: Detailed corrections provided in writing, 

such as comments on essays or assignments. 

2. Oral feedback: Immediate spoken corrections during class 

activities, typically provided by the instructor. 

3. Peer feedback: Feedback offered by classmates, often in group 

activities or collaborative learning tasks. 
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Predictors 

The analysis includes the following predictors, each carefully chosen 

to address their potential influence on feedback preferences: 

� Study_Hours: Weekly hours spent studying English. 

This continuous variable assesses whether time dedicated to 

study affects feedback preferences. For instance, students who 

study for more hours might prefer detailed written feedback to 

reinforce their understanding. 

� Motivation_Score: A self-reported score ranging from 1 to 10, 

where higher scores indicate greater motivation. 

Motivation plays a pivotal role in learning, as it often correlates 

with a desire for constructive and challenging feedback. For 

example, highly motivated students might prefer oral feedback 

for real-time corrections and immediate improvement. 

� Teaching_Method: A categorical variable with three levels�

Communicative Language Teaching (CLT), Traditional, and 

Task-Based Learning (TBL). 

Teaching methods shape how feedback is delivered and 

perceived. For instance, students in TBL settings may prefer 

peer feedback due to the collaborative emphasis of this 

methodology, while students in traditional classrooms might 

favor instructor-led written corrections. 

To illustrate this setup, we aim to answer the following research 

question: 
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How do study hours, motivation, and teaching methodology influence 

students’ preferences for feedback type (written, oral, or peer) in L2 

classrooms� 

DATASET 

 

Dataset access 

(click here) 

 

 

In JASP, to perform this analysis, navigate to the ’Regression’ module 

and select ’Generalized Linear Model’ (similar to ordinal 

regression). Next, choose ’Family’ > ’Other’, followed by ’Model’ > 

’Multinomial Logistic Regression’. 

 Remember to assign Teaching_Method to the Factors field, as it is a 

categorical predictor with three levels (see Figure 111). 
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Figure 111. Setup for the multinomial logistic regression. 

 

The first step in interpreting the analysis is to examine the Model 

Summary table (see Figure 112). This table evaluates how well the 

predictors�Study_Hours, Motivation_Score, and Teaching_Method�

help explain variations in feedback type preferences. 

� Deviance: The null model deviance (651.591) represents a 

model without predictors. When predictors are added, the 

deviance decreases to 629.382 in the fitted model. This 

reduction shows that the predictors improve the model�s ability 

to explain the observed data. 

� Chi-Square (���: The difference between the null and fitted 

models is statistically significant (��
 ~
 ??�?#��
 �
 ~
 #�##�), 

indicating that adding the predictors meaningfully enhances 

the model. In practical terms, this means that Study_Hours, 
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Motivation_Score, and Teaching_Method contribute 

significantly to explaining feedback preferences. 

� AIC and BIC: These metrics provide information about model 

fit, with lower values indicating better performance. The AIC 

and BIC for the fitted model (649.382 and 686.420) confirm its 

relative improvement over the null model. 

Figure 112. Model summary for the multinomial logistic regression. 

Model Summary - Feedback_Type  

Model Deviance AIC BIC df �� p 

H�   651.591  655.591  662.999  598      

H�   629.382  649.382  686.420  590  22.209  0.005 
 

 

Next, the Model Fit table (see Figure 113) assesses whether the 

model represents the data accurately. 

� Deviance Test: The deviance test (p = 0.127) indicates that 

there is no evidence of poor fit. This means the predictors work 

well to capture the relationships in the data. 

� Pearson Test: Similarly, the Pearson test (p = 0.391) confirms 

that the model fits the data adequately. 

These results reassure researchers that the model is appropriate and 

that its predictions are consistent with the observed data. If either 

test had shown a poor fit, it would suggest the need to refine the 

predictors or consider alternative modeling approaches. 
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Figure 113. Model fit for the MLR. 

Model Fit  

  Statistic df p 

Deviance  629.382  590 0.127  

Pearson  598.843  590 0.391  
 

 

The Coefficients Table (see Figure 114) provides a detailed 

breakdown of the relationships between each predictor and the 

outcome variable. In this analysis, Peer feedback serves as the 

reference category, meaning all comparisons are made relative to this 

group. Let�s focus on the key predictors: 

1. Study_Hours: 

o The coefficients for Study_Hours are 0.018 (Written vs. 

Peer) and 0.022 (Oral vs. Peer), but neither is 

statistically significant (p = 0.513 and p = 0.413, 

respectively). This suggests that the number of study 

hours does not significantly influence whether students 

prefer Written, Oral, or Peer feedback. 

2. Motivation_Score: 

o The coefficients for Motivation_Score are 0.013 (Written 

vs. Peer) and -0.010 (Oral vs. Peer), both with p-values 

above 0.05 (p = 0.815 and p = 0.857). These results 

indicate that motivation does not play a decisive role in 

feedback preferences in this context. 
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3. Teaching_Method: 

o The Traditional method has a significant negative effect 

on Oral feedback compared to Peer feedback (� = -0.809, 

p = 0.036). This suggests that students taught using 

traditional methods are less likely to prefer Oral feedback, 

favoring Peer feedback instead. 

o The Task-Based method shows significant effects, 

including a preference against Written feedback 

compared to Peer feedback (� = -0.750, p = 0.048) and a 

marginal preference against Oral feedback compared to 

Peer feedback (� = -0.661, p = 0.057). These results 

highlight how collaborative, task-based environments 

influence students� preferences for Peer feedback. 

Figure 114. Coefficients for the model in MLR. 

Coefficients  

  Estimate Standard 
Error z p 


����
������� �� 
 0.164  0.494  0.332 0.740  


����
������� �� 
 0.572  0.486  1.177 0.239  

���������
��� �� 
 0.018  0.027  0.654 0.513  

���������
��� �� 
 0.022  0.027  0.819 0.413  

����!"��������
��� �� 
 0.013  0.055  0.234 0.815  

����!"��������
��� �� 
 -0.010  0.056  -

0.180
 0.857  

#�"�$��%����$��#
"������"��� �� 
 0.378  0.356  1.061 0.289  

#�"�$��%����$��#
"������"��� �� 
 -0.809  0.386  -

2.093
 0.036  
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Coefficients  

  Estimate Standard 
Error z p 

Teaching_MethodTask-*"����� 
�� 

 -0.750  0.379  -
1.979

 0.048  

Teaching_MethodTask-*"����� 
�� 

 -0.661  0.347  -
1.904

 0.057  

 

Note.  Feedback_Type levels: 1:Written, 1:Oral, 1:Peer. ’Peer’ is the reference level. 

 

Reporting the results:  

A multinomial logistic regression was conducted to examine the factors 

influencing students’ feedback preferences (Written, Oral, or Peer) in an 

L2 classroom. The predictors included Study_Hours (weekly hours spent 

studying English), Motivation_Score (self-reported on a 1-10 scale), and 

Teaching_Method (Communicative Language Teaching �CLT�, 

Traditional, Task-Based Learning �TBL�). Peer feedback was set as the 

reference category. 

The model significantly improved with the inclusion of predictors 

compared to the null model, [\�;]��������K��!�����������������������������

predictors contributed meaningfully to explaining feedback 

preferences. The model fit indices suggested an adequate fit to the data, 

Deviance p = .127, Pearson p = .391. 

In terms of predictors, Teaching_Method demonstrated significant 

effects. Students taught using the Traditional method were less likely to 

prefer Oral feedback compared to Peer feedback (� = -0.809, p = .036). 

Similarly, students in Task-Based Learning environments were less 
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likely to prefer Written feedback compared to Peer feedback (� = -0.750, 

p = .048). Study_Hours and Motivation_Score did not significantly 

predict feedback preferences (p � .05). 

KEY ASPECTS 
 

Purpose and application 

� Multinomial logistic regression predicts outcomes with more 

than two categories without a natural order, such as 

feedback preferences (e.g., Written, Oral, Peer). 

� It calculates the likelihood of an observation falling into one 

category relative to a reference category (baseline). 

� Common in L2 education for questions like: 

o How do study hours and teaching methods influence 

feedback preferences? 

o What factors predict preferred learning styles (e.g., 

Visual, Auditory, Kinesthetic)? 

Dependent variable 

� Must have three or more unordered categories. 

� Example: Feedback type (Written, Oral, Peer). 

Independent variables 

� Can include: 

o Continuous predictors (e.g., weekly study hours). 
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o Categorical predictors (e.g., teaching methods: CLT, 

TBL, Traditional). 

Key assumptions 

1. Unordered categories 

o The outcome variable categories should have no 

inherent ranking. 

o Example: Feedback preferences are distinct but not 

ranked. 

2. Independent observations 

o Each data point must be independent; no overlap 

between observations. 

3. No multicollinearity among predictors 

o Predictors must not be highly correlated. 

4. Adequate sample size 

o Requires sufficient cases per category to ensure reliable 

estimates. 
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FREQUENT ERRORS 
 

1. Misinterpreting the reference category 

o Comparisons are always made against the baseline (e.g., 

Peer feedback in this example). 

o Forgetting the reference leads to confusion in 

interpreting coefficients. 

2. Using multinomial regression for ordinal data 

o Multinomial regression is not appropriate for ranked 

outcomes (e.g., Beginner, Intermediate, Advanced). Use 

ordinal regression instead. 

3. Overlooking significance of model fit 

o Ignoring model fit tests (e.g., Deviance, Pearson) can 

lead to using a poorly fitting model. 

4. Failing to check for multicollinearity 

o Strong correlations among predictors can distort 

results. 

5. Neglecting non-significant predictors 

o Non-significant results (e.g., Study_Hours, 

Motivation_Score) should not be overinterpreted. 
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Mediation analysis 

Mediation analysis examines whether the relationship between one 

variable (independent variable) and another variable (dependent 

variable) is explained through a third variable called the mediator. It 

allows researchers to explore the mechanisms that explain how or 

why an independent variable influences an outcome. This type of 

analysis is particularly useful in research contexts where 

understanding intermediate processes is critical. 

For example, in second language education, you may wish to 

investigate whether the effect of a teaching method on test scores is 

mediated by student engagement. Mediation analysis helps identify 

whether teaching method influences test scores directly or through 

the engagement level. 

Key concepts in mediation analysis 

�  Independent Variable (IV): The variable presumed to 

influence the mediator and the dependent variable (e.g., type of 

teaching method: CLT, Task-Based Learning, or Traditional). 

�  Mediator (M): The variable through which the independent 

variable is hypothesized to exert its influence on the dependent 

variable (e.g., self-reported student engagement on a scale of 1-

10). 

�  Dependent Variable (DV): The outcome variable being 

studied (e.g., test scores, ranging from 0 to 100). 

�  Direct Effect: The part of the relationship between the IV and 

the DV that is not explained by the mediator. 



230 
 

�  Indirect Effect: The portion of the IV’s influence on the DV that 

occurs through the mediator. 

�  Total Effect: The combined direct and indirect effects. 

Assumption checks 

To ensure the reliability of mediation analysis, certain assumptions 

must be met. These are presented clearly to help researchers new to 

statistics understand what to check and why: 

1. Causal order 

The independent variable (IV) should influence the mediator 

(M), and the mediator must influence the dependent variable 

(DV). 

o what to check: ensure the relationships follow a logical 

sequence based on theory or temporal evidence. 

2. Linearity 

The relationships between the IV and the mediator, and 

between the mediator and the DV, should be linear. 

o what to check: inspect scatterplots for linear trends 

between variables. 

3. No multicollinearity 

The IV and the mediator should not be excessively correlated, 

as this makes it difficult to distinguish their individual effects. 

o what to check: correlations between predictors should 

be below 0.8. 



231 
 

4. Independence of observations 

Each participant�s data must be independent, meaning one 

person�s response should not affect another�s. 

o what to check: confirm the study design avoids 

clustering or dependency between observations. 

5. No unmeasured confounders 

There should not be external variables influencing both the 

mediator and the DV, as this can distort results. 

o what to check: include all relevant control variables to 

account for potential confounding effects. 

6. Reliable measurement 

The variables (IV, mediator, and DV) must be measured with 

valid and reliable instruments. 

o what to check: assess the reliability of measurement 

tools, such as calculating Cronbach�s alpha for surveys. 

7. Adequate sample size 

Mediation analysis requires a sufficient sample size to produce 

reliable estimates. Smaller samples may lead to inaccurate 

conclusions. 

o what to check: as a rule of thumb, aim for at least 20 

participants per variable; larger samples are ideal for 

detecting mediation effects. 
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8. Residual normality 

The residuals (the differences between observed and 

predicted values) should follow a normal distribution. 

o what to check: use diagnostic tools such as the Shapiro-

Wilk test or residual plots to verify normality. 

Let us imagine a study exploring how different teaching methods 

affect students� test scores, with student engagement acting as a 

potential mediator. This analysis provides insight not only into the 

direct effect of teaching methods on test scores but also into how this 

effect may occur through student engagement. 

Research question: Does student engagement mediate the 

relationship between teaching methods and test scores in L2 

learning? 

Variables: 

� Independent Variable (IV): Teaching method (categorical, 

with two levels: Communicative Language Teaching [CLT] or 

Traditional). 

� Mediator (M): Student engagement (continuous, rated on a 

scale from 1 to 10). 

� Dependent Variable (DV): Test scores (continuous, 

standardized scores ranging from 0 to 100). 
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DATASET 

 

Dataset access 

(click here) 

 

 

In JASP, to open the Mediation Analysis, navigate to the ’SEM’ 

module and select the ’Mediation analysis’ option, as shown in 

Figure 115.  

Figure 115. SEM tab with Mediation analysis. 

 

Let�s go through the configuration step by step, referring to Figure 

116: 
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Figure 116. Setup for mediation analysis in JASP. 

 

Defining variables 

1. Predictors: Drag and drop Teaching_Method into the 

"Predictors" box. This is your independent variable (IV), 

representing the teaching methods (CLT and Traditional) that 

may influence engagement and test scores. 

2. Mediators: Place Engagement in the "Mediators" box. This is 

the variable hypothesized to explain part of the relationship 

between teaching methods and test scores. 

3. Outcome: Place Test_Score in the "Outcome" box. This is the 

dependent variable (DV) representing the students� 

standardized test scores. 
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Configuring options 

Under the Options section, you�ll find various settings that influence 

how the analysis is conducted and what outputs are generated: 

� Standardized estimates: Check this box to produce 

standardized coefficients. These make it easier to interpret the 

magnitude of relationships, as they scale the results relative to 

standard deviations. 

Additional parameter estimates 

These options provide deeper insights into the relationships between 

variables: 

� Total indirect effects: Select this to assess the strength and 

significance of the indirect relationship between teaching 

methods and test scores through engagement. 

� Residual covariances: Checking this box estimates the 

covariances between variables not explained by the model. 

� Path coefficients: This provides estimates for the direct and 

indirect effects, allowing you to interpret the relationships 

visually and numerically. 

Confidence Intervals and Methods 

� Confidence intervals: Set to 95% by default. This indicates the 

range within which the true effect is likely to lie, providing a 

measure of reliability. 
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� Method: The default Standard method works well for most 

cases. However, if your data violates assumptions (e.g., non-

normality), you might consider selecting Bootstrap for more 

robust confidence intervals. Bootstrap involves repeated 

sampling from the data to estimate the effects. 

Plots 

� Model plot: Enables a visual representation of the mediation 

model. This is highly useful for presenting the analysis in 

reports or publications. 

� Parameter estimates: This adds values (e.g., path coefficients) 

to the model plot for easier interpretation. 

� Legend: Ensures the visual model includes a legend explaining 

the relationships between variables. 

Outcome of the analysis 

The direct effects table (see Figure 117) reports the relationship 

between the independent variable (Teaching_Method) and the 

dependent variable (Test_Score) after accounting for the mediator 

(Engagement). 

� �	���
�{�!	����
 �
 �	�������	�� ���� �!$‘|�$�� \~� ������-

������������ ‘@}‘^�$�!� $��$� �� ^��@#�� ‘@� $��� $��^�‘@#� |�$�\}�

from CLT to Traditional is associated with a significant decrease 

in test scores. This effect is highly significant, as p<.001p < 

.001p<.001, with a 95% confidence interval ranging from 

�����	-����	�����	�$\����
	
-��
	
���
	
���‘@^��$�‘!�‘@$������
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does not include zero, we can confidently say that the teaching 

method has a direct and negative impact on test scores. 

What this means: Teaching methods directly influence students’ test 

performance, independent of their engagement levels. Traditional 

methods are associated with lower scores compared to CLT. 

 

Figure 117. Direct effects table. 

Direct effects  

 
95+ Confidence 

Interval 

      Estimate 
Std. 

Error 

z-

value 
p Lower Upper 

Teaching_Method  /  Test_Score  -0.821  0.130  
-

6.302 
 < .001  -1.076  -0.565 

 
Note.  Delta method standard errors, normal theory confidence intervals, ML estimator. 

The indirect effects (see Figure 118) measure the relationship 

between Teaching_Method and Test_Score that is mediated through 

Engagement. 

� �	���
�{�!	����
 �
 ��{�{	�	��
 �
 �	�������	: The 

�!$‘|�$��‘!��������-�����������������‘^��‘!���|\!$�@�#�‘#‘�����

The ppp-value (p=0.964p = 0.964p=0.964) indicates that this 

mediation effect is not statistically significant. The 95% 

^\@~‘}�@^�� ‘@$�������������-������������$\������������������

includes zero, confirming the lack of an indirect effect. 

What this means: Engagement does not mediate the relationship 

between teaching methods and test scores in this dataset. 
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Figure 118. Indirect effects table. 

Indirect effects  

 95+ Confidence 
Interval 

          Estim
ate 

Std. 
Err
or 

z-
val
ue 

p Low
er 

Upp
er 

Teaching
_Method 

 
/ 

 Engag
ement 

 
/ 

 Test_
Score 

 -
4.220
×10-4 

 0.0
09

 -
0.0
45

 0.9
64

 -
0.0
19 

 0.0
18 

 

 

Note.  Delta method standard errors, normal theory confidence intervals, ML estimator. 

  

The total effects (see Figure 119) combine both the direct and indirect 

effects of Teaching_Method on Test_Score. 

� �	���
�{�!	����
 �
 �	�������	�� ���� $\$��� �~~�^$� ‘!� ������-

������������� ��‘^�� |�$^��!� $��� }‘��^$� �~~�^$� ��^��!�� $���

indirect effect is negligible. This effect is statistically significant, 

with p<.001p < .001p<.001, and the confidence interval 

������	-����	�����	� $\� ���
		-��
		���
		� confirms the 

robustness of this result. 

What this means: The total effect of teaching methods on test scores 

is driven entirely by the direct relationship, as engagement does not 

play a mediating role. 
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Figure 119. Total effects table. 

Total effects  

 95+ Confidence 
Interval 

      Estimat
e 

Std. 
Error 

z-
valu

e 
p Lowe

r 
Uppe

r 

Teaching_Meth
od 

 
/ 

 Test_Scor
e 

 
-0.821 

 0.13
0 

 -
6.32

1 

 < .00
1 

 -
1.076 

 -
0.566 

 

 

Note.  Delta method standard errors, normal theory confidence intervals, ML estimator. 

  

Figure 120 breaks down the specific relationships between the 

variables: 

1. ��{�{	�	��
�
�	�������	: The estimate is 0.0030.0030.003, 

indicating a negligible positive relationship between 

engagement and test scores. The ppp-value (p=0.964p = 

0.964p=0.964) shows this relationship is not significant. 

What this means: Engagement does not appear to directly influence 

test scores in this study. 

2. �	���
�{�!	����
 �
 �	�������	�� ���� �!$‘|�$�� ‘!� ������-

�������������^\@!‘!$�@$��‘$��$���}‘��^$��~~�^$��This relationship 

is significant, as discussed earlier. 

3. �	���
�{�!	����
 �
 ��{�{	�	���� ���� �!$‘|�$�� ‘!� ������-

���������������‘^��!�##�!$!�$��$����}‘$‘\@���$��^�‘@#�|�$�\}!�

are associated with slightly lower engagement compared to 

CLT. However, the ppp-value (p=0.311p = 0.311p=0.311) 

indicates that this relationship is not statistically significant. 
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What this means: Teaching methods do not significantly influence 

engagement levels in this dataset. 

Figure 120. Path coefficients table. 

Path coefficients  

 95+ Confidence 
Interval 

      Estimat
e 

Std. 
Error 

z-
valu

e 
p Lowe

r 
Uppe

r 

Engagement 
 

/ 
 Test_Scor

e 
 

0.003 
 0.06

5 
 0.04

5 
 

0.964 
 -

0.12
4 

 0.13
0 

 

Teaching_Meth
od 

 
/ 

 Test_Scor
e 

 
-0.821 

 0.13
0 

 -
6.30

2 

 < .00
1 

 -
1.07

6 

 -
0.56

5 

 

Teaching_Meth
od 

 
/ 

 Engageme
nt 

 
-0.144 

 0.14
2 

 -
1.01

3 

 
0.311 

 -
0.42

2 

 0.13
4 

 

 

Note.  Delta method standard errors, normal theory confidence intervals, ML estimator. 

 

Another important element to include in a research paper involving 

mediation analysis is a path plot (see Figure 121), which visually 

summarizes the relationships among variables in the model. This 

diagram provides readers with an immediate understanding of how 

variables interact, making it easier to interpret both direct and 

indirect effects. 

In the path plot above: 

� T_M (Teaching_Method) is the independent variable. 

� Eng (Engagement) serves as the mediator. 

� T_S (Test_Score) is the dependent variable. 

The arrows represent the direction and strength of relationships: 
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� The direct effect of Teaching_Method on Test_Score ‘!������-

����������� ��‘^�� ‘!� !$�$‘!$‘^����� !‘#@‘~‘^�@$�� ��‘!� |��@!�

traditional teaching methods have a negative impact on test 

scores compared to CLT. 

� The effect of Teaching_Method on Engagement ‘!� �����-

����������� �@}� $��� �~~�^$� \~� Engagement on Test_Score is 

0.000.000.00�both insignificant. This indicates that 

engagement does not mediate the relationship between 

teaching methods and test scores. 

� Curved arrows show residual variance, with Engagement 

(0.990.990.99) and Test_Score (0.830.830.83) indicating 

that other unmeasured factors are influencing these variables. 

The plot simplifies complex statistical relationships and helps 

communicate findings effectively, particularly when explaining the 

role (or lack thereof) of a mediator. 
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Figure 121. Path plot. 

 

Reporting the results for our research paper:  

A mediation analysis was performed to investigate whether 

engagement mediates the relationship between teaching method and 

test scores. The direct effect of teaching method on test scores was 

�����&�������{����]�{���-��]�{����]���!����K!������K!����K�������������

that students taught using traditional methods scored significantly 

lower compared to those taught using CLT. However, the indirect effect 

of teaching method on test scores through engagement was not 

�����&������� {�������{� �� -�����{��������� !��X��!� �� �X��!��X����

suggesting that engagement did not mediate the relationship between 

teaching method and test scores. 



243 
 

 

KEY ASPECTS 
 

Purpose and application 

� Mediation analysis identifies whether the effect of an 

independent variable (IV) on a dependent variable (DV) 

occurs directly or through a third variable, the mediator 

(M). 

� Common in research to understand mechanisms underlying 

relationships. 

� Example in L2 education: Does teaching method (IV) affect 

test scores (DV) directly, or is this effect mediated by student 

engagement (M)? 

Key concepts 

1. Independent variable (IV): 

o The variable influencing both the mediator and the 

dependent variable (e.g., teaching method). 

2. Mediator (M): 

o The intermediary variable hypothesized to explain how 

the IV affects the DV (e.g., engagement level). 

3. Dependent variable (DV): 

o The outcome being studied (e.g., test scores). 

4. Effects in mediation analysis: 
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o Direct effect: The part of the IV’s influence on the DV 

that bypasses the mediator. 

o Indirect effect: The part of the IV�s effect on the DV that 

occurs through the mediator. 

o Total effect: The combined direct and indirect effects. 

Key assumptions 

1. Causal order: 

o The IV affects the mediator, and the mediator influences 

the DV. 

2. Linearity: 

o ����$‘\@!�‘�!���$���@����‘����!�������������� ���|�!$�

be linear. 

3. No multicollinearity: 

o The IV and mediator should not be too strongly 

correlated (correlation < 0.8). 

4. Independence: 

o Observations must be independent (e.g., no clustering). 

5. No unmeasured confounders: 

o External variables influencing both the mediator and 

DV must be controlled. 
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6. Reliable measurement: 

o All variables must be measured reliably (e.g., valid 

surveys). 

7. Adequate sample size: 

o Larger samples improve reliability; aim for at least 20 

participants per variable. 

8. Residual normality: 

o Residuals should follow a normal distribution to ensure 

valid results. 

FREQUENT ERRORS 
 

Ignoring causal logic: 

� Mediation requires a clear !�¡��@^������������ ���¢�‘�‘@#�$\�

establish this order weakens interpretation. 

Misinterpreting indirect effects: 

� Significant total effects don�t guarantee that mediation 

occurred; indirect effects must be tested separately. 

Overlooking confounders: 

� Unmeasured variables can bias results. Always control for 

relevant confounders. 

Inadequate sample size: 

� Small samples increase the risk of false conclusions about 

mediation effects. 
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Neglecting the significance of direct effects: 

� Even if the mediator is not significant, the direct effect may 

still provide important insights. 

Assuming equal reliability across measures: 

� Unreliable variables can distort mediation results. Ensure 

valid tools are used. 

 

Reliability Tests 

In statistics, the role of reliability tests is deemed essential in order to 

discern whether the association between certain items or groups of 

items (e.g. in a survey, or the scores graded by several raters) is 

consistent.  

Cronbach’s alpha - � 

One of the most common reliability tests is Cronbach’s alpha (�), in 

which the associations between a set or group of items are used to 

specify how strong these items hold together (Urdan, 2017). 

Cronbach’s alpha allows researchers to estimate the internal 

consistency reliability of a certain measuring instrument (e.g. a test) 

by taking into consideration certain information from the data: the 

number of items, the variance of the scores in each item, and the 

variance of the total test scores (Tavakoli, 2013). As mentioned 

previously, Cronbach’s alpha is a measure of internal consistency that 
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offers factual data about the reliability of items within a group, for 

instance, a questionnaire delivered to a classroom.  

To interpret Cronbach’s alpha, the maximum value of this measure is 

1. Thus, when values approach 1, it reflects a stronger relationship 

between the test items. When there is a low alpha in the test, it 

suggests that the similarity of responses is very low.  

Let us imagine that we have designed a questionnaire consisting of 23 

items whereby we intend to observe what L2 students’ perceptions 

are. In order to verify its internal consistency, the questionnaire is 

delivered to a piloting sample of 15 people. Hence, once the answers 

to this test are gathered, a reliability test must be carried out before 

it is eventually delivered to the whole sample.  

Firstly, in JASP, we introduce the 23 items into the variables box, as in 

Figure 122.  

Figure 122. JASP introduction of variables for unidimensional reliability. 
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The next step consists of selecting the appropriate scale statistics � in 

this case, Cronbach’s alpha �� � and the confidence interval (see 

Figure 123).  

Figure 123. Selection of Cronbach’s alpha as a reliability test. 

 

This will generate the results of Cronbach’s alpha, as in Figure 124 

below. Following the benchmarks mentioned previously, the 

reliability test yielded � = .736 (.639 � .811). Hence, the degree of 

internal consistency is acceptable.  

Figure 124. Reliability test- Cronbach’s alpha results. 

Frequentist Scale Reliability Statistics  

Estimate ����������
� 

Point estimate  0.736  

95% CI lower bound  0.639  

95% CI upper bound  0.811  
 

Note.  The following items correlated negatively with the scale: P_15, P_17, P_18, 
P_19, P_20, P_22.  
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Another follow-up step that may be revealing is observing the 

individual item reliability (in JASP, go to ’Individual Item Statistics’ > 

Cronbach’s � [if item dropped]). Ticking this option allows us to 

observe Cronbach’s alpha for each of the items in the questionnaire.  

Figure 125. Individual item reliability statistics for each question in the survey. 

Frequentist Individual Item Reliability Statistics 
 If item dropped 

Item ����������
� 

P_1  0.718  

P_2  0.718  

P_3  0.713  

P_4  0.725  

P_5  0.731  

P_6  0.720  

P_7  0.713  

P_8  0.723  

P_9  0.724  

P_10  0.716  

P_11  0.708  

P_12  0.731  

P_13  0.728  

P_14  0.708  

P_15  0.734  

P_16  0.725  

P_17  0.739  

P_18  0.730  

P_19  0.755  

P_20  0.763  

P_21  0.722  

P_22  0.736  
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Frequentist Individual Item Reliability Statistics 
 If item dropped 

Item ����������
� 

P_23  0.727  
 

 

Intraclass Correlation Coefficient (ICC) 

Another measure of reliability is the intraclass correlation 

coefficient (ICC), which is a descriptive statistic used in quantitative 

measurements, and more specifically, on units organized into groups. 

In essence, its purpose is similar to Cronbach’s alpha, but it tests the 

degree of relatedness between individuals from a quantitative 

perspective. Additionally, ICC equally assesses the consistency or 

reproducibility of quantitative measurements by different observers.  

Figure 126. JASP introduction of variables for ICC. 
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In JASP, this option is available in the ’Reliability’ module > ’Intraclass 

Correlation’. The scores of each rater must be properly organized. In 

the case of the example in Figure 126, the data belongs to data re-

coding, which is why variables are called ’Time_1’ and ’Time_2’. Both 

have to be included in the ’Variables’ box.  

In Figure 127, the results of the ICC are presented. As observed, ICC = 

0.903, which is estimated as an excellent degree of association.   

Figure 127. Results of ICC. 

Intraclass Correlation  

Type Point Estimate Lower 95% CI Upper 95% CI 

ICC3,1  0.903  0.891  0.914  
 
Note.  661 subjects and 2 judges/measurements. ICC type as 
referenced by Shrout and Fleiss (1979). 

 

Cohen’s Kappa 

Parallel to ICC, Cohen’s kappa is another measure of agreement that 

allows for the calculation of interrater reliability. In essence, it 

represents the average rate of agreement in a set of scores, revealing 

the degree of agreement and disagreement by category. Cohen’s 

kappa adopts a dichotomous coding scheme (Tavakoli, 2013). 

Although percentages could be calculated, Cohen’s kappa accounts 

for change, making it a valuable statistical test to check for intra and 

interrater agreement. As in ICC, the closer Cohen’s kappa value is to 

+1, the greater agreement there is.  
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As can be observed in Figure 128, Cohen’s kappa is .901, which points 

to a good degree of agreement between raters.  

Figure 128. Cohen’s Kappa results (JASP). 

Cohen’s Weighted kappa  
 95% CI 

Ratings Weighted kappa SE Lower Upper 

Average kappa  0.901        

Time_1 - Time_2  0.901  0.013  0.875  0.928   

Note.  661 subjects/items and 2 raters/measurements. Confidence intervals are 
asymptotic. 

 

KEY ASPECTS 
 

Purpose: Reliability measures evaluate the consistency of scores 

across items, raters, or time, ensuring measurement dependability. 

1. ����������
�����
���� 

o Assesses internal consistency of grouped items (e.g., 

survey questions). 

o Values range from 0 to 1; higher values indicate better 

consistency. 

o {^^��$�����$���!�\�}��������� 

2. Intraclass Correlation Coefficient (ICC): 

o Measures agreement or consistency in quantitative 

scores across groups or raters. 
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o Commonly used in test-retest or interrater reliability. 

o £�^����@$����‘��‘�‘$����⁄⁄�������� 

3. ���	���
�����
���� 

o Assesses interrater agreement for categorical ratings, 

accounting for chance. 

o ¥ values range from -1 to +1; higher values reflect 

stronger agreement. 

o Good reliability: ¥ � 0.80. 

FREQUENT ERRORS 
 

Poor item quality (Cronbach’s Alpha): 

� Items with low correlations can lower �. 

� Excluding weak items improves reliability. 

Multicollinearity (ICC): 

� High correlation between variables inflates ICC but masks 

distinct contributions. 

� Ensure raters/items are independent. 

Insufficient sample size: 

� Small samples lead to unstable estimates. 

� �����������‘$�|!ƒ��$����������‘����� 

Ignoring chance (Cohen’s Kappa): 
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� Overreliance on raw agreement percentages ignores chance 

effects. 

� Use ¥ to ensure meaningful agreement. 

Neglecting context-specific benchmarks: 

� Using universal thresholds (e.g., � ���������‘$�\�$�̂ \@!‘}��‘@#�

domain-specific standards. 
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Multivariate techniques 

Principal Component Analysis 

Some research studies which make use of questionnaires or which 

operationalize constructs with different variables make use of Factor 

Analyses. One of the most common ones is Principal Component 

Analysis (PCA), which is a multivariate analysis to explore how a 

number of variables are interrelated with each other. Hence, this 

allows us to discern the potential existing higher-order components 

that may account for this pattern of intercorrelations. PCA is certainly 

useful if, for instance, a questionnaire is delivered to an L2 Higher 

Education classroom on the role of digital writing in their everyday 

lives. The questionnaire may contain several sections in which 

specific questions are directed (e.g. the use of digital writing with the 

L2; how digital writing is present in their studies, among many other 

aspects). Along this line, PCA allows for measuring several variables 

to merge these into a similar component or latent variable (Tavakoli, 

2013). This is done through the variance of a set of observed 

variables, which produces a set of components accounting for all the 

variance in this set of observed variables.  

Taking as reference the example previously mentioned, in JASP, 

Factor Analyses are found in the ’Factor’ module (see Figure 129 

below):  
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Figure 129. Factor module in JASP. 

 

As observed there are three types of analyses. In this book, an 

overview of these three will be provided.  

 

Figure 130. PCA module in JASP. 

 

In Figure 131, all the variables have to be introduced into the 

’Variables’ box. Then, in number of components, ’Eigenvalues’ have to 

be selected. It is important to notice that only Eigenvalues above 1 

will be shown.  

Figure 131. Chi-squared test for the PCA. 

Chi-squared Test  

  Value df p 

Model  204.452  113  < .001   
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The table shown in Figure 132 below is of paramount importance to 

understand the relevance of PCA in the framework of our research 

study. As can be observed, the questions from the questionnaire (e.g. 

P_21, P_10, etc) are grouped into different components (i.e. RC1, RC2). 

The values that are shown in Figure 132 display the degree of 

relationship that exists between the values.  

Figure 132. Component loadings for PCA. 

Component Loadings  

  RC1 RC2 RC3 RC4 RC5 RC6 RC7 Uniqueness 

P_21  0.906                    0.251  

P_23  0.900                    0.324  

P_4  0.727                    0.315  

P_8  0.720                    0.234  

P_20  -0.408                    0.525  

P_7     0.883                 0.161  

P_2     0.835                 0.251  

P_10     0.638                 0.453  

P_11     0.567                 0.356  

P_14     0.458     0.438           0.368  

P_18        0.999              0.201  

P_19        0.972              0.156  

P_16           0.817           0.367  

P_15           0.603           0.514  

P_5           0.574           0.390  

P_9              0.873        0.302  

P_6              0.838        0.239  

P_17                 0.858     0.333  

P_3                 0.540     0.363  
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Component Loadings  

  RC1 RC2 RC3 RC4 RC5 RC6 RC7 Uniqueness 

P_13                    0.763  0.330  

P_12                    -0.702  0.321  

P_1                    0.446  0.400  

P_22                       0.386   

Note.  Applied rotation method is promax. 

 

The table below in Figure 133 is relevant for the researcher since it 

provides us with important information about the proportion 

variance as well as the Eigenvalue. As can be observed, components 1 

to 3 have the highest eigenvalues. However, the proportion variance 

is equally relevant. In this case, 0.227 is the highest, which makes us 

discard the rest of the components in order to group the variables.  

Figure 133. Component characteristics with Eigenvalues for PCA. 

Component Characteristics  
 Unrotated solution Rotated solution 

  Eigenvalu
e 

Proportio
n var. 

Cumulativ
e 

SumSq. 
Loading

s 

Proportio
n var. 

Cumulativ
e 

Componen
t 1 

 5.215  0.227  0.227  3.114  0.135  0.135  

Componen
t 2 

 2.799  0.122  0.348  3.019  0.131  0.267  

Componen
t 3 

 2.308  0.100  0.449  2.289  0.100  0.366  

Componen
t 4 

 1.560  0.068  0.517  2.038  0.089  0.455  

Componen
t 5 

 1.349  0.059  0.575  1.988  0.086  0.541  
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Component Characteristics  
 Unrotated solution Rotated solution 

  Eigenvalu
e 

Proportio
n var. 

Cumulativ
e 

SumSq. 
Loading

s 

Proportio
n var. 

Cumulativ
e 

Componen
t 6 

 1.145  0.050  0.625  1.523  0.066  0.607  

Componen
t 7 

 1.084  0.047  0.672  1.488  0.065  0.672  
 

 

A visual representation of these eigenvalues is shown in Figure 134 

below, which is a scree plot. As shown, only the components above the 

eigenvalue (= 1) appear above this benchmark. This indicates the 

degree to which these components may be representative of the 

variables that they hold together.  

Figure 134. Scree plot for PCA. 

 

Another visual manner to observe the results of the PCA is through a 

path plot, as can be observed in Figure 135. In this case, all the 
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components are shown, and a series of red and green arrows, with 

differing widths, point to each of the variables.  

In this case, the L2 researcher may gain more insight into which 

variables may be merged into which component. Nevertheless, 

decisions are to be taken based on theoretically or empirically 

motivated grounds.  
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Figure 135. Path plot for PCA. 
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KEY ASPECTS 
 

Purpose: Principal Component Analysis (PCA) is a statistical 

method used to identify and summarize patterns in a large set of 

variables by reducing them into smaller, interpretable components. 

It helps researchers explore interrelationships among variables 

and group them into latent components while preserving as much 

variance as possible. 

1. Components and Variance: 

o Components are derived from observed variables to 

explain their intercorrelations. 

o The first component accounts for the highest 

proportion of variance, with subsequent components 

explaining less. 

o Eigenvalues indicate component importance; only 

components with eigenvalues > 1 are retained. 

2. Component Loadings: 

o Loadings represent the strength and direction of 

relationships between variables and components. 

o Higher loadings indicate stronger associations. 

3. Rotation Methods (e.g., Promax): 

o Used to improve component interpretability by 

simplifying the variable-to-component associations. 
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4. Applications: 

o Commonly used in survey or questionnaire data to 

group related questions into higher-order dimensions 

(e.g., perceptions of digital writing in L2). 

o Facilitates the dimensionality reduction of complex 

datasets for further analyses. 

5. Outputs: 

o Component Table: Displays variable loadings for each 

component, helping identify variable grouping. 

o Scree Plot: Visualizes eigenvalues to determine the 

number of meaningful components. 

FREQUENT ERRORS 
 

Over-retaining components: 

� Retaining too many components can lead to 

misinterpretation. Only keep components that explain 

significant variance and align with theoretical expectations. 

Ignoring eigenvalues and scree plot: 

� Failing to use eigenvalues (>1) and the scree plot can result in 

retaining irrelevant components. 

Misinterpreting loadings: 

� Assuming low-loading variables are unimportant without 

theoretical justification. 
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Improper variable selection: 

� Including poorly related variables in the analysis can obscure 

meaningful patterns. 

Overreliance on rotation: 

� Misapplying rotation methods can distort the component 

structure, leading to incorrect conclusions. 

Ignoring sample size: 

� Small samples may yield unstable components and unreliable 

results. A minimum of 10 observations per variable is 

recommended. 
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Exploratory Factor Analysis 

Similar to the previous analysis, PCA, Exploratory Factor Analysis 

(EFA) is another type of factor analysis centered on describing and 

summarizing data through the organization of variables that are 

supposed to be correlated linearly. Although the objective is similar 

to PCA, EFA helps the researcher to decide which constructs or factors 

best represent the data. While useful as a technique, it is generally 

used in the early stages of research (Tavakoli, 2013) in order to 

consolidate the variables. This eases the process of generating 

hypotheses.  

Let us take the research study proposed in which a questionnaire is 

used to explore students’ perceptions about L2 digital writing, as in 

PCA. In JASP, the researcher must go to ’Factor Analysis’ > 

’Exploratory Factor Analysis’. The box where the data has to be 

introduced is the same as in PCA. The statistical aspects to be selected 

are, depending on our research interests, ’Eigenvalues’ and ’Oblique’ 

rotation. An important aspect about rotation is that, should there be 

a high degree of correlation among the variables, then ’oblique’ is the 

fittest option. Conversely, when correlation does not exist between 

the variables, then ’orthogonal’ should be selected. In our case, 

’oblique’ is the most appropriate option since intercorrelations exist.  

Under the ’Output options’ tab, Assumption check must be selected. 

These are the Kaiser-Meyer-Olkin (KMO) test (see Figure 136) and 

Bartlett’s test (see Figure 137). In the first case, the KMO test allows 

us to determine how suited our data is for Factor Analysis. The result 
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provided in the Overall MSA should be above .500. As can be observed 

in Figure 109, the overall MSA is .665. Hence, this assumption check 

is met.  

Figure 136. Kaiser-Meyer-Olkin test for EFA. 

Kaiser-Meyer-Olkin test 

  MSA 

Overall MSA   0.665  

P_1  0.749  

P_2  0.594  

P_3  0.804  

P_4  0.729  

P_5  0.543  

P_6  0.716  

P_7  0.800  

P_8  0.789  

P_9  0.474  

P_10  0.741  

P_11  0.729  

P_12  0.411  

P_13  0.572  

P_14  0.779  

P_15  0.741  

P_16  0.466  

P_17  0.562  

P_18  0.520  

P_19  0.554  

P_20  0.690  

P_21  0.668  

P_22  0.609  

P_23  0.633   
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The subsequent assumption check is Bartlett’s test, which determines 

whether or not there is sphericity. In this case, the result should be 

statistically significant, as can be seen in Figure 137.  

 

 

Figure 137. Bartlett’s test result (EFA). 

Bartlett’s test  

�� df p 

704.354  253.000  < .001   

 

In Figure 138, the model is tested through chi-squared. Although the 

value is not statistically significant, the model will be explored in 

order to observe how these factors are developed.  

Figure 138. Chi-squared test for the module EFA. 

Chi-squared Test  

  Value df p 

Model  115.835  113  0.409   

 

In Figure 139, the numerical entries in the table, which are factor 

loadings, indicate the correlation between the original variables and 

the different factors. In essence, when a factor loading is high, its 

variable contributes to this particular factor, and helps define it 

(Tavakoli, 2013). In our example, factor loadings are disseminated 

throughout seven different factors.  
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Figure 139. Factor loadings (EFA). 

Factor Loadings  

  Factor 1 Factor 2 Factor 3 Factor 4 Factor 5 Factor 6 Factor 7 Uniqueness 

P_21  0.909                    0.333  

P_23  0.833                    0.454  

P_8  0.705                    0.272  

P_4  0.693                    0.407  

P_7     0.934                 0.101  

P_2     0.787                 0.312  

P_10     0.522                 0.657  

P_11     0.453                 0.417  

P_14     0.417                 0.506  

P_19        1.029              0.117  

P_18        0.929              0.334  

P_6           0.925           0.236  

P_9           0.606           0.585  

P_16              0.740        0.489  

P_15              0.457        0.731  

P_17                 0.625     0.604  

P_3                 0.546     0.421  

P_12                    -0.549  0.563  

P_13                    0.510  0.643  

P_1                       0.535  

P_5                       0.696  

P_20                       0.643  

P_22                       0.610   

Note.  Applied rotation method is promax. 

Parallel to the previous factor loadings table, Figure 140 below 

displays the different factor characteristics. As can be observed, only 

factors from one to four are above 1, although the value in the table is 
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not an eigenvalue, this indicates that they may not be as 

representative of the variables included in the model as the others.  

Figure 140. Factor characteristics. 

Factor Characteristics  
 Unrotated solution Rotated solution 

  SumSq. 
Loadings 

Proportion 
var. Cumulative SumSq. 

Loadings 
Proportion 

var. Cumulative 

Factor 
1 

 4.835  0.210  0.210  2.757  0.120  0.120  

Factor 
2 

 2.326  0.101  0.311  2.543  0.111  0.230  

Factor 
3 

 1.931  0.084  0.395  1.977  0.086  0.316  

Factor 
4 

 1.119  0.049  0.444  1.608  0.070  0.386  

Factor 
5 

 0.830  0.036  0.480  1.490  0.065  0.451  

Factor 
6 

 0.702  0.031  0.511  1.059  0.046  0.497  

Factor 
7 

 0.590  0.026  0.536  0.898  0.039  0.536  
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Both Figure 141 and 142 provide a visual overview of the EFA model. 

In the case of the path diagram, it allows us to observe in a much 

clearer manner each factor and the associated variables.  

Figure 141. Scree plot for EFA. 

 

Figure 142. Path diagram for EFA. 
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KEY ASPECTS 
 

Purpose: Exploratory factor analysis (EFA) is a statistical method 

used to identify underlying factors that explain patterns of 

correlations among observed variables. Unlike PCA, EFA focuses on 

discovering latent constructs to better represent the data and 

inform hypothesis generation. 

Components and variance: 

� EFA reduces observed variables into factors based on shared 

variance. 

� Factor loadings indicate how strongly each variable relates 

to a factor. High loadings suggest that a variable is strongly 

associated with a factor. 

� Variance explained reflects how much of the total variance 

in the dataset is captured by the factors. Only factors with 

meaningful variance (eigenvalue >1) are retained. 

Assumption checks: 

� KMO test: Evaluates sampling adequacy; values >0.5 indicate 

suitability for EFA. 

� Bartlett�s test: Confirms that correlations between variables 

are sufficient for factor analysis (p < .05). 

Rotation methods: 
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� Oblique rotation (e.g., Promax): Used when factors are 

expected to correlate. 

� Orthogonal rotation (e.g., Varimax): Applied when factors 

are assumed to be independent. 

Scree plot: 

� Displays eigenvalues to help decide how many factors to 

retain. Factors above the "elbow" (eigenvalue >1) are 

considered meaningful. 

 

 

 

FREQUENT ERRORS 
 

Retaining too many factors: 

� Over-retaining factors may dilute meaningful interpretations. 

Retain factors based on both eigenvalues and theoretical 

support. 

Inadequate assumption checks: 

� Ignoring KMO and Bartlett�s test results can lead to invalid 

factor solutions. 

Misinterpreting loadings: 
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� Overlooking low loadings (<0.4) or failing to consider cross-

loadings (when a variable loads on multiple factors) can 

result in misclassification of variables. 

Using inappropriate rotation: 

� Applying orthogonal rotation when factors are correlated can 

distort the structure. 

Insufficient sample size: 

� Small samples produce unreliable factor solutions. Aim for 10 

observations per variable as a general rule. 

 

 

Confirmatory Factor Analysis 

The last of the Factor Analyses is Confirmatory Factor Analysis 

(CFA), which allows the researcher to examine the relationship 

between different measure variables and a set of factors. Unlike EFA, 

in which measured variables are related to every factor by a factor 

loading, in CFA an advanced knowledge is presupposed on the 

researcher’s part, and under this assumption, factors are created by 

the researcher himself. Hence, CFA responds to a hypothesized factor 

structure and the associated correlations between the variables. A 

major difference with EFA, thus, is related to the researcher’s role in 

CFA. As can be seen in Figure 143 below, the construct or factor must 

be created and variables assigned to it on the basis of the theory being 
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tested. Preconceived theories, then, may be tested with CFA as well 

(Tavakoli, 2013).  

Let us hence imagine that, as a result of the EFA, a further 

confirmatory check is made through CFA. Hence, two factors � 

corresponding to these higher factors in EFA with the highest 

eigenvalues � are manually created, as can be observed Figure 143.  

Figure 143. CFA module in JASP. 

 

Hence, once all the data are introduced and classified into the 

corresponding researcher-created factors, a chi-square test for the 

model is calculated. In our study, it is statistically significant (see 

Figure 144).  

Figure 144. Model fit - CFA. 

Chi-square test  

Model �� df p 

Baseline model  310.313  45     

Factor model  50.776  34  0.032   
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Figure 145 displays a set of tables with additional fit measures to 

observe the appropriateness of the model. Values in Comparative Fit 

Index (CFI) should be closer to +1, indicating the model fit. In our 

example, it is close to +1. Tucker-Lewis Index (TLI) is similar to CFI, 

although a more conservative option. As can be observed, the value of 

TLI is close to +1, hence indicating the model fit.  

In the case of other fit measures, such as RMSEA, the value provided 

should be below .10. A traditional benchmark is that, below .05, it is a 

good model. Between .05 and .10, it is appropriate but close attention 

should be paid.  

Figure 145. Additional fit measures. 

Fit indices  

Index Value 

Comparative Fit Index (CFI)  0.937  

Tucker-Lewis Index (TLI)  0.916  

Bentler-Bonett Non-normed Fit Index (NNFI)  0.916  

Bentler-Bonett Normed Fit Index (NFI)  0.836  

Parsimony Normed Fit Index (PNFI)  0.632  

Bollen’s Relative Fit Index (RFI)  0.783  

Bollen’s Incremental Fit Index (IFI)  0.939  

Relative Noncentrality Index (RNI)  0.937  
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Information criteria  

  Value 

Log-likelihood  -1062.405  

Number of free parameters  21.000  

Akaike (AIC)  2166.810  

Bayesian (BIC)  2216.301  

Sample-size adjusted Bayesian (SSABIC)  2150.093  
 

  

Other fit measures  

Metric Value 

Root mean square error of approximation (RMSEA)  0.080  

RMSEA 90% CI lower bound  0.024  

RMSEA 90% CI upper bound  0.123  

RMSEA p-value  0.148  

Standardized root mean square residual (SRMR)  0.071  

�\��$��§!�^�‘$‘^���¤��������
�  75.662  

�\��$��§!�^�‘$‘^���¤����������  87.119  

Goodness of fit index (GFI)  0.891  

McDonald fit index (MFI)  0.898  

Expected cross validation index (ECVI)  1.189  
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After the checks regarding fit measures, factor loadings 

corresponding to the variables introduced in each manually created 

factor are presented. As can be observed in Figure 146 below, all 

estimates seem to be over .40, indicating that these variables � in our 

case, the questions in the questionnaire � fit well with the proposed 

factors. Additionally,k attention should be paid to variable P_20, since 

it points to a negative correlation.  

Figure 146. Factor loadings CFA. 

Factor loadings  

 95% Confidence 
Interval 

Factor Indicator Symbol Estimate Std. 
Error 

z-
value p Lower Upper 

Digital 
Writing - use 
L1 

 P_4  '��  0.672  0.101  6.683  < .001  0.475  0.869  

   P_8  '��  0.839  0.103  8.114  < .001  0.636  1.041  

   P_20  '��  -0.641  0.146  -
4.404 

 < .001  -0.927  -0.356  

   P_21  '��  0.739  0.111  6.676  < .001  0.522  0.956  

   P_23  '�
  0.668  0.104  6.420  < .001  0.464  0.872  

Digital 
writing - use 
L2 

 P_2  '��  0.861  0.110  7.802  < .001  0.645  1.078  

   P_7  '��  1.160  0.118  9.857  < .001  0.930  1.391  

   P_10  '��  0.529  0.131  4.051  < .001  0.273  0.785  

   P_11  '��  0.804  0.138  5.841  < .001  0.534  1.073  

   P_14  '�
  0.540  0.133  4.049  < .001  0.279  0.802   
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Much as it was shown in the previous factor analyses, CFA may be 

equally seen through a model plot, allowing for a more visual 

perspective of the interrelationship between the factors. Hence, in 

Figure 147, the model plot for CFA shows how factors are correlated, 

and also, the correlation between each factor and the associated 

variables.  

Figure 147. Model plot for CFA. 

 

 

KEY ASPECTS 
 

Purpose: Confirmatory factor analysis (CFA) is a statistical method 

used to test whether data fits a hypothesized factor structure, 

allowing researchers to validate theoretical models by analyzing 

relationships between observed variables and their associated 

latent constructs. 
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Components and variance: 

� In CFA, factors and their related variables are predetermined 

based on theory or prior analysis (e.g., EFA results). 

� Fit indices like Comparative Fit Index (CFI) and Root Mean 

Square Error of Approximation (RMSEA) assess how well the 

model matches the data. 

Assumption checks: 

� Chi-square test: Examines model fit; a significant p-value 

indicates potential misfit but must be interpreted alongside 

other indices. 

� Fit measures: 

o CFI and TLI: Values closer to 1 indicate better fit. 

o RMSEA: Values <0.05 reflect excellent fit; values 

between 0.05�0.10 indicate acceptable fit. 

o Standardized Root Mean Square Residual (SRMR): 

Values <0.08 suggest good fit. 

Factor loadings: 

� High factor loadings (>0.4): Indicate strong relationships 

between variables and their factors. 

� Negative loadings: Signal potential issues and require 

careful interpretation. 

Model visualization: 
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� Path plots show correlations among factors and connections 

between variables and their latent constructs, offering a clear 

graphical summary of the model structure. 

FREQUENT ERRORS 
 

Overfitting the model: 

� Adding excessive factors or variables without theoretical 

support can lead to inflated fit indices. 

Ignoring poor fit indices: 

� Focusing only on significant chi-square results without 

considering other fit measures (e.g., RMSEA, CFI). 

Incorrect factor assignment: 

� Misclassifying variables under the wrong factors can distort 

results and interpretations. 

Neglecting model modifications: 

� Failing to adjust the model when poor fit indices or low factor 

loadings (<0.4) are present. 

Small sample sizes: 

� Insufficient data can lead to unstable parameter estimates 

and unreliable conclusions. 

Over-reliance on p-values: 

� Solely interpreting significance without considering the 

theoretical rationale behind the model structure. 
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Cluster analysis 

Cluster analysis is a statistical technique used to group objects or 

individuals into clusters based on their similarities or differences. 

Unlike regression or mediation analysis, which examine relationships 

between variables, cluster analysis focuses on uncovering patterns in 

the data by identifying natural groupings. These clusters are formed 

such that members within the same group are more similar to one 

another than to members of other groups. This exploratory method 

does not assume predefined groups, making it ideal for discovering 

hidden patterns in the data. 

In L2 research, cluster analysis can help address questions such as: 

� How do students group based on their learning preferences, 

such as visual, auditory, or kinesthetic? 

� Can we identify clusters of students with similar motivation, 

anxiety, and performance profiles in an L2 classroom? 

Key characteristics 

�  No dependent variable is defined; the algorithm determines the 

clusters. 

�  Groups are formed based on measures of similarity or distance, 

such as Euclidean distance. 

�  Determining the optimal number of clusters is a critical step in 

the analysis, often guided by statistical measures (e.g., 

silhouette scores) or visual tools (e.g., dendrograms). 
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Let us consider an example to illustrate the application of cluster 

analysis in L2 research. Imagine you are interested in uncovering 

patterns in student behaviors and characteristics to better 

understand how they engage with L2 learning. Specifically, you aim 

to identify groups of students based on their motivation levels, study 

habits, and proficiency levels. This analysis can provide valuable 

insights into learning profiles, helping educators tailor their 

strategies to meet the needs of different student groups. 

Research question: Can we group students based on their 

motivation, study hours, and proficiency levels in L2 learning? 

In this scenario, the following variables are examined: 

� Motivation_Score: A continuous variable representing 

students� self-reported levels of motivation, measured on a 

scale from 1 to 10. This variable captures the internal drive that 

influences students� effort and persistence in language learning. 

� Study_Hours: A continuous variable that quantifies the weekly 

hours students dedicate to studying English. This variable 

reflects the time and effort invested in their learning process. 

� Proficiency_Level: A categorical variable with three levels�

Beginner, Intermediate, and Advanced�representing students� 

overall proficiency in English. This variable offers a clear 

classification of their current language abilities. 
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DATASET 

 

Dataset access 

(click here) 

 

 

In JASP, to perform a cluster analysis, navigate to the Machine 

Learning module and select the Clustering option, and more 

specifically ’Neighborhood-Based’, as shown in Figure 148. This will 

open the interface dedicated to cluster analysis, where you can 

configure your analysis depending on the research goals and data 

structure. 

Figure 148. Clustering tab in the ’Machine Learning’ module. 

 

Once in the clustering interface within the Machine Learning 

module, you�ll need to choose the specific clustering method from the 
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available options. In JASP, these include various methods like K-

Means Clustering (available under Neighborhood-Based 

Clustering) and Hierarchical Clustering. Each method serves 

different research purposes, so selecting the one that best aligns with 

your objectives is crucial. For example: 

� K-Means Clustering is the preferred choice when you already 

have a hypothesis or prior knowledge about the number of 

clusters (groups) in your data. For instance, you might 

hypothesize that students can be divided into three distinct 

groups based on their motivation, study hours, and proficiency 

levels. This is the method we are opting for in this analysis. 

� Hierarchical Clustering is more suitable for exploratory 

research, where the primary goal is to uncover how clusters 

naturally form in the data without specifying the number of 

clusters in advance. 

To proceed with K-Means Clustering in JASP, you will need to 

configure the settings under Neighborhood-Based Clustering to 

specify the number of clusters and adjust other relevant parameters. 

As seen in Figure 149, and remembering the example we have 

provided before, we have put all the variables in the ’Features’ box:  
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Figure 149. Setup for K-Means cluster analysis. 

 

Selecting options for the cluster analysis in JASP 

Cluster information 

� This option provides a breakdown of cluster sizes, explained 

proportion of heterogeneity, and other essential metrics, 

helping us evaluate how well the data is grouped into clusters. 

For K-Means clustering analysis, always select ’Centers’.  

� Why select this� It gives a clear summary of how the clusters 

are distributed and whether the clustering solution is balanced 
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or skewed. For example, uneven clusters may indicate 

underlying data issues. 

 

Centers 

� Displays the cluster centers, which represent the average 

values of each variable within each cluster. 

� Why select this� Cluster centers are critical for interpreting the 

characteristics of each group. For instance, in this analysis, they 

help identify patterns such as which cluster has the highest 

motivation or proficiency levels. 

Model Performance 

� Provides statistical metrics like Silhouette Score, Calinski-

Harabasz Index, and others, which measure how well the 

clusters are formed. 

� Why select this� These metrics allow researchers to assess the 

quality of the clustering solution. For instance, a high 

Silhouette Score suggests that clusters are distinct and well-

separated. 

Cluster Means 

� Summarizes the average values of each variable for every 

cluster. 

� Why select this� It offers a condensed view of the cluster 

centers, making it easier to compare groups across variables. 
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For example, it simplifies identifying which group has above-

average study hours or below-average proficiency. 

Understanding the output 

The Model Summary table indicates that 7 clusters were identified, 

optimized based on the Bayesian Information Criterion (BIC) 

value. The following metrics provide insights into the clustering 

quality: 

� ��: At 0.751, this suggests that 75.1% of the variance in the 

dataset is explained by the clustering model, which is relatively 

high and indicates a good fit. 

� Silhouette score (0.340): While not exceptionally high, this 

score indicates moderate cohesion within clusters and some 

separation between them. A score close to 1 indicates well-

separated, cohesive clusters; 0 suggests overlapping clusters; 

and negative values imply incorrect clustering or misassigned 

points. 

Model Summary: K-Means Clustering  

Clusters N 	� AIC BIC Silhouette 

7  100  0.751  116.000 170.710  0.340  
 

Note.  The model is optimized with respect to the BIC value. 

 

This table provides detailed information about each cluster: 

1. Size: The number of students in each cluster. For example, 

Cluster 1 has 18 students, while Cluster 3 has only 8. 
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2. Explained proportion within-cluster heterogeneity: 

Reflects how much variability is explained within each cluster. 

For instance, Cluster 1 explains 23.1% of the variance within its 

group, while Cluster 3 explains only 5.3%. 

3. Within sum of squares: A measure of the spread of data points 

within each cluster. Smaller values indicate tighter clustering. 

For instance, Cluster 3 has the smallest spread (3.886), while 

Cluster 1 has a larger spread (17.088). 

4. Centers: 

o Motivation_Score: Cluster 3 has the highest motivation 

score center (1.397), indicating that students in this 

group report high motivation. 

o Study_Hours: Cluster 5 stands out with the highest study 

hours center (1.031). 

o Proficiency_Level: Cluster 7 has the highest proficiency 

center (1.530), representing more advanced students. 

Cluster Information  

Cluster 1 2 3 4 5 6 7 

Size 
 

18 
 

14
 

8
 

18 
 

11 
 

19 
 

12 
 

Explained proportion 
within-cluster 
heterogeneity 

 
0.231 

 
0.109

 
0.053

 
0.195 

 
0.073 

 
0.182 

 
0.157 

 

Within sum of squares 
 

17.088 
 

8.058
 

3.886
 

14.403 
 

5.435 
 

13.484 
 

11.644 
 

Center Motivation_Score 
 

-0.942 
 

0.643
 

1.397
 

-0.929 
 -

0.638 
 

0.892 
 

0.296 
 

Center Study_Hours 
 

0.773 
 

0.916
 

0.675
 

-0.920 
 

1.031 
 

-0.785 
 

-1.000 
 

Center 
Proficiency_Level 

 0.664  0.316 -
1.303

 -0.359  -
1.303 

 -0.185  1.530  
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This section evaluates how well the clustering model performs: 

� Maximum diameter (2.577): Indicates the largest distance 

between any two points in a cluster. 

� Minimum separation (0.289): The smallest distance between 

points in different clusters. This small value suggests some 

clusters may be relatively close. 

� Dunn index (0.112): Ranges from 0 to infinity; higher values 

are preferred, indicating better separation and compactness of 

clusters. A score this low suggests significant overlap or poorly 

defined clusters. 

� Entropy (1.907): Measures the level of disorder or overlap in 

cluster assignments. Lower entropy values are generally 

preferred. 

� Calinski-Harabasz index (46.711): A high value indicates that 

the clusters are well-separated and dense. In this case, the 

clustering is moderately well-formed. Higher scores generally 

indicate better-defined and well-separated clusters; values 

depend on the dataset’s scale and size. 

Model Performance Metrics  

  Value 

Maximum diameter 
 

2.577 
 

Minimum separation 
 

0.289 
 

;�"
���>��? 
 

0.537 
 

Dunn index 
 

0.112 
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Model Performance Metrics  

  Value 

Entropy 
 

1.907 
 

Calinski-Harabasz index  46.711  
 

Note.  All metrics are based on the euclidean distance. 

 

The Cluster Means Table gives the average (mean) values of each 

variable for all clusters. This is important because it helps us 

understand the characteristics of each group formed during the 

analysis. The researcher should look for trends, patterns, and 

differences across the clusters to identify key insights. 

Cluster Means  

  Motivation_Score Study_Hours Proficiency_Level 

Cluster 1
 

-0.942 
 

0.773 
 

0.664 
 

Cluster 2
 

0.643 
 

0.916 
 

0.316 
 

Cluster 3
 

1.397 
 

0.675 
 

-1.303 
 

Cluster 4
 

-0.929 
 

-0.920 
 

-0.359 
 

Cluster 5
 

-0.638 
 

1.031 
 

-1.303 
 

Cluster 6
 

0.892 
 

-0.785 
 

-0.185 
 

Cluster 7 0.296  -1.000  1.530  
 

 

Let us examine all clusters in this case: 

�  Cluster 1: This group has a low motivation score (-0.942), 

relatively high study hours (0.773), and a moderate 

proficiency level (0.664). This might represent students who 

are working hard despite lower intrinsic motivation and 

achieving average proficiency. 
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�  Cluster 2: This cluster shows a moderately high motivation 

score (0.643), high study hours (0.916), and a slightly above-

average proficiency level (0.316). These students seem well-

rounded, showing both effort and moderate results in 

proficiency. 

�  Cluster 3: Students here exhibit the highest motivation score 

(1.397), moderate study hours (0.675), but the lowest 

proficiency level (-1.303). This group might consist of highly 

motivated beginners who are working towards improving their 

proficiency but have not yet achieved higher levels. 

�  Cluster 4: This group has a low motivation score (-0.929), low 

study hours (-0.920), and a below-average proficiency level 

(-0.359). These students may represent disengaged learners 

who are not investing time in studying and are struggling with 

proficiency. 

�  Cluster 5: Students here show a low motivation score (-

0.638), the highest study hours (1.031), but a low proficiency 

level (-1.303). This group might represent students who are 

putting in significant effort but are still in the beginner stages of 

learning. 

�  Cluster 6: This group has a moderately high motivation 

score (0.892), low study hours (-0.785), and a slightly below-

average proficiency level (-0.185). These students may 

represent learners who are motivated but might not have the 

time or resources to study as much as they would like. 
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�  Cluster 7: Students in this cluster display a moderate 

motivation score (0.296), the lowest study hours (-1.000), 

but the highest proficiency level (1.530). This cluster likely 

includes advanced learners who do not need to spend much 

time studying because of their established language skills. 

Important 

When analyzing this table in their own studies, the researcher should: 

�  Compare variable means across clusters: Look for clusters 

with notable highs or lows in any variable. For example, Cluster 

3 shows the highest motivation, while Cluster 7 has the highest 

proficiency. 

�  Focus on relationships between variables: For instance, 

clusters with high study hours and low proficiency (e.g., Cluster 

5) might indicate areas where study strategies could be 

improved. 

�  Identify distinct learner profiles: Each cluster tells a unique 

story. Are there clusters that reflect struggling beginners, 

balanced learners, or advanced learners? These insights can 

help tailor interventions or support systems for each group. 

�  Check alignment with research goals: The clusters should 

answer the research question. In this example, the clusters 

reveal clear groupings based on the interaction between 

motivation, study habits, and proficiency. 
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Another important aspect of cluster analysis, particularly when 

conducting research with this type of statistical procedure, is the use 

of visualization methods, such as ’cluster means plots.’ (see Figure 

150).  

Figure 150. Plots in cluster analysis in JASP.  

 

A Cluster Means Plot is a visual representation that displays the 

average (mean) values of the variables in each cluster. In this plot - 

group into one figure -, clusters are shown as grouped bars, with each 

bar representing the mean of a specific variable for a particular 

cluster. For example, here we have Motivation_Score, Study_Hours, 

and Proficiency_Level as variables, and the clusters (1�7) are color-

coded. Please, see Figure 151.  
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Figure 151. Cluster means plot (clusters group into one figure). 

 
JASP also provides the option to display cluster means plots 
separately for each variable, as shown in Figure 152. 

 

Figure 152. Cluster means plot per variable. 

 
Reporting results:  

A �-Means cluster analysis identified seven student clusters based on 
motivation, study hours, and proficiency levels. The model explained 
75.1% of the variance (R† = 0.751), with moderate clustering quality 
(silhouette score = 0.340). 
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Cluster profiles included: 

� Cluster 1: Low motivation, moderate study hours, and slightly 
above-average proficiency. 

� Cluster 2: Moderately high motivation, high study hours, and 
slightly above-average proficiency. 

� Cluster 3: High motivation, moderate study hours, and low 
proficiency. 

� Cluster 7: Moderate motivation, low study hours, and the 
highest proficiency. 

Model performance metrics indicated potential cluster overlap (Dunn 
index = 0.112, minimum separation = 0.289). These findings reveal 
distinct learner profiles that can inform tailored educational 
strategies. 

 

KEY ASPECTS 
 

Purpose: Cluster analysis identifies groups (clusters) of individuals 

or objects based on their similarities across selected variables. This 

method is exploratory and does not assume predefined groups, 

making it suitable for discovering hidden patterns in data. 

Components and variance: 

� Variables: No dependent variable is used; clustering is based 

on measures like Euclidean distance or similarity. 

� Types: 

o K-Means Clustering: Requires specifying the number 

of clusters in advance. 
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o Hierarchical Clustering: Explores natural groupings 

without predefining the number of clusters. 

� Key metrics: 

o Silhouette Score: Evaluates how well-defined clusters 

are (higher values are better). 

o Calinski-Harabasz Index: Indicates cluster density 

and separation (higher values are better). 

o Cluster Centers: Represent the average values of 

variables within clusters, summarizing group 

characteristics. 

Example: In L2 learning research, students might cluster based on 

motivation, study hours, and proficiency. For instance: 

� Cluster 1: Low motivation, high study hours, moderate 

proficiency. 

� Cluster 3: High motivation, moderate study hours, beginner 

proficiency. 

� Cluster 7: Moderate motivation, low study hours, advanced 

proficiency. 

Visualization: 

� Cluster Means Plot: Shows variable averages for each 

cluster, either grouped or individually. These visuals help 

identify patterns like high motivation in certain clusters or 

low proficiency in others. 
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FREQUENT ERRORS 
 

Overestimating cluster quality: 

� Misinterpreting low Silhouette or Dunn Index scores as 

meaningful results when clusters may overlap or be poorly 

defined. 

Inappropriate method selection: 

� Using K-Means without prior knowledge of the number of 

clusters or neglecting hierarchical methods in exploratory 

contexts. 

Ignoring cluster size imbalances: 

� Uneven cluster sizes may indicate biased groupings or data 

issues. 

Failing to validate results: 

� Skipping statistical metrics or external validation, leading to 

unreliable interpretations. 

Over-relying on averages: 

� Using cluster means alone to describe groups without 

considering within-cluster variability or individual 

differences. 

Misaligning variables and goals: 

� Choosing variables that do not align with the research 

question, producing clusters that lack relevance. 
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Structural Equation Modeling (SEM) 

Structural Equation Modeling (SEM)  

Structural Equation Modeling (SEM) is a statistical technique that 

allows researchers to analyze and test complex relationships 

between variables within a single framework. Unlike simpler 

methods, SEM is especially valuable in L2 education research because 

it enables us to examine how abstract concepts, such as motivation or 

anxiety, interact with measurable data like test scores or 

questionnaire responses. This approach offers a much richer 

understanding of the dynamics at play in language learning. 

In SEM, there are two main components. First, the measurement 

model, which defines how latent variables (abstract ideas we can�t 

measure directly) are represented by observable indicators. For 

example, we might measure "motivation" through responses to three 

specific survey questions. Second, the structural model, which 

specifies the relationships between those latent variables, showing 

how one might influence another. For instance, we could analyze 

whether motivation reduces anxiety and whether reduced anxiety 

improves proficiency. 

Characteristics of SEM 

SEM stands out because it does what traditional methods cannot: it 

combines the analysis of direct and indirect effects while explicitly 

accounting for measurement error. In practical terms, this means that 
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instead of assuming survey responses or test scores are perfect 

reflections of motivation or proficiency, SEM models the potential 

inaccuracies in those measurements. This provides a more precise 

understanding of the relationships between variables. 

Another key feature of SEM is that it integrates multiple analyses into 

a single framework. While traditional methods might test each 

relationship separately, SEM allows us to test an entire system of 

relationships at once. For example, in L2 research, SEM can help us 

examine how motivation directly affects proficiency while also 

exploring whether that relationship is mediated by changes in 

anxiety. 

This ability to analyze complex, interconnected systems is what 

makes SEM particularly useful for studying language learning, where 

no single factor operates in isolation. 

Importance of SEM in L2 Education 

L2 education is influenced by numerous factors that interact in 

complex ways, such as motivation, anxiety, and teaching approaches. 

SEM provides a way to study these relationships holistically, rather 

than in isolation. For example, if we hypothesize that a new teaching 

method improves proficiency not only directly but also by increasing 

motivation and reducing anxiety, SEM allows us to test all these 

pathways simultaneously. 

This is fundamental for L2 research because many of the constructs 

we study�such as willingness to communicate or self-efficacy�are 

not directly measurable. SEM helps operationalize these latent 
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variables rigorously, using observed data to draw conclusions that 

are grounded in both theory and evidence.  

Differences from other statistical procedures 

SEM often gets compared to multiple regression or mediation 

analysis because all these methods explore relationships between 

variables. However, SEM goes much further. While regression looks 

at direct relationships between predictors and outcomes, SEM 

examines entire systems of relationships, including indirect effects 

and interactions between variables. For example, instead of just 

analyzing whether anxiety predicts proficiency, SEM can also explore 

whether motivation mediates that relationship. 

Mediation analysis also overlaps with SEM but is much narrower in 

scope. Mediation analysis focuses on testing a single indirect effect, 

while SEM allows for the inclusion of multiple mediators, moderators, 

and latent variables within the same model. This flexibility is critical 

for understanding the layered and interconnected processes in L2 

education. 

 

Assumptions of SEM 

SEM relies on several assumptions that need to be carefully checked 

to ensure valid results: 

1. Sample size: SEM requires a relatively large sample. A good 

rule of thumb is to have at least 10-20 participants per 
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parameter being estimated. Small samples can lead to 

unreliable estimates. 

2. Multivariate normality: SEM assumes that the variables 

follow a multivariate normal distribution. If this assumption is 

violated, the analysis may still work, but robust estimation 

methods or data transformations may be needed. 

3. Linear relationships: SEM models assume that the 

relationships between variables are linear. This can be checked 

by plotting scatterplots of the observed variables. 

4. No perfect multicolinearity: SEM assumes that the predictors 

in the model are not too highly correlated. Multicollinearity can 

distort estimates, so it�s important to check correlations and use 

diagnostics like the Variance Inflation Factor (VIF) if needed. 

5. Model identification: The model must be properly specified 

and identified. This typically requires having at least three 

observed indicators for each latent variable and ensuring that 

the model�s structure is logically sound. 

Example in L2 education 

Let us examine a simple yet illustrative example of how SEM can be 

applied in L2 education research. Suppose we are interested in 

understanding how motivation and anxiety interact to influence 

language proficiency. The theoretical model suggests that: 

1. Motivation directly influences proficiency. Learners who are 

more motivated tend to perform better. 
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2. Motivation also reduces anxiety, as motivated learners may 

feel more confident in their abilities. 

3. Anxiety negatively impacts proficiency because learners who 

feel anxious may struggle with speaking, writing, or 

comprehending the language. 

We will test this model by using SEM to evaluate both direct and 

indirect relationships among these variables, while ensuring the 

assumptions for SEM are satisfied. 

DATASET 

 

Dataset access 

(click here) 

 

In JAPS, to open SEM, you have to go to the ’SEM module’: 

 

Once you have clicked on ’Structural Equation Modeling’, this set-up 

will appear:  
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One aspect of SEM is that, to test a model in JASP, you need to 

understand how to use the lavaan syntax. While it is not overly 

complex, it requires a clear understanding of the connections you 

wish to examine. Let us take a look at how to use lavaan by taking into 

consideration the example provided before.  

Step 1: Understand Your Model 

Before writing the syntax, you need a clear idea of the relationships 

you want to test. For example: 

� Motivation is a latent variable measured by three survey items: 

Motivation_1, Motivation_2, and Motivation_3. 

� Anxiety is another latent variable, also measured by three 

survey items: Anxiety_1, Anxiety_2, and Anxiety_3. 

� Proficiency is a latent variable measured by three test scores: 

Proficiency_Test_1, Proficiency_Test_2, and Proficiency_Test_3. 
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The relationships between these variables are as follows: 

1. Motivation reduces anxiety. 

2. Motivation directly improves proficiency. 

3. Anxiety negatively affects proficiency. 

Step 2: Write the Syntax 

In JASP, you write the model directly into the SEM syntax editor. 

Here�s how the syntax would look for this example: 

# Measurement model 

Motivation =~ Motivation_1 + Motivation_2 + Motivation_3 

Anxiety =~ Anxiety_1 + Anxiety_2 + Anxiety_3 

Proficiency =~ Proficiency_Test_1 + Prof iciency_Test_2 + Pr oficiency_Test_3 

# Structural model 

Anxiety ~ Motivation 

Proficiency ~ Motivation + Anxiety 

� =“ is used to define latent variables and their observed 

indicators. 

� “ specifies regressions, indicating that one variable predicts 

another. 

Step 3: Enter the syntax in JASP 

1. In the syntax editor, type or paste the model exactly as written 

above. 
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2. Ensure all variable names in the dataset match those used in the 

syntax (e.g., Motivation_1 should be a column name in your 

dataset). 

Step 4: Run the Model 

After entering the syntax: 

1. Click the Run button in JASP. 

2. Review the output, which will include fit indices, path 

coefficients, and residuals (we will see this in more detail in the 

forthcoming subsections).  

In the estimation options panel of JASP, you will find several settings 

that control how the SEM model is estimated and how the data is 

handled. These settings are critical to ensure that the model fits the 

data correctly and that the results are reliable. 
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The estimator is the method used to calculate the parameters of the 

model. If you select "Default," JASP will automatically use the 

maximum likelihood (ML) estimator, which is the most common 

choice for SEM. ML assumes that your data follows a normal 

distribution and works well for continuous variables. If your data 

does not meet these assumptions, you may need to use a robust 

estimator, which adjusts for non-normality or other violations of 

statistical assumptions. For most users, leaving the estimator set to 

"Default" is appropriate unless there are clear violations in the data. 

The model test option determines how JASP evaluates the fit of your 

model to the data. The default setting automatically selects the best 

method, producing common fit indices such as the Comparative Fit 

Index (CFI), the Root Mean Square Error of Approximation (RMSEA), 

and the Standardized Root Mean Square Residual (SRMR). These 

indices provide an indication of how well the model represents the 

data. There is generally no need to adjust this setting for typical 

analyses. 

The information matrix controls how the software calculates the 

statistical properties of the model, such as the parameter variances. 

For most purposes, the default setting is sufficient and does not 

require adjustment. This option is more relevant for advanced users 

conducting highly specialized analyses. 

The standard errors setting refers to the calculation of the 

uncertainty around the parameter estimates. By default, JASP 

calculates standard errors based on the assumption of normality. If 
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your data violates this assumption, you may need to use robust 

standard errors, which are available if you select a robust estimation 

method. Standard errors are crucial for interpreting the precision of 

your parameter estimates. 

The missing data handling option specifies how JASP deals with 

cases where some data points are missing. The default choice is 

"(F)ML," which stands for Full Information Maximum Likelihood. This 

method uses all available data and is generally the best option, as it 

produces less biased results than methods like listwise deletion. If 

you prefer, you can select "Listwise deletion," which excludes any 

participant with missing data, or "Pairwise," which uses all available 

pairs of data for calculations. Other options, such as "Two-stage" or 

"Robust two-stage," are for advanced users with specific 

requirements. 

For most researchers, leaving these options at their default settings is 

appropriate. However, if you know that your data violates certain 

assumptions, or if you have a specific reason to use a different 

estimation method, JASP provides the flexibility to adjust these 

settings. 

Interpreting the output 

Figure 153 provides a summary of key fit statistics for the SEM model. 

Understanding these values is essential for interpreting how well the 

model represents the data and whether it can be considered a good 

fit. 



308 
 

The n(Parameters) section shows the total number of parameters in 

the model and the number of free parameters, which are the ones 

estimated from the data. In this example, the model has 30 total 

parameters, all of which are free. Free parameters represent the 

relationships and variances estimated directly by the software, as 

opposed to being fixed or constrained. 

The Baseline test column provides important information about the 

model’s overall fit, specifically through the ��
 ���
-squared) test, 

degrees of freedom (df), and the corresponding p-value. Here, the ��


value is 25.198, with 24 degrees of freedom, and the p-value is 

0.395. A high p-value (above 0.05) suggests that the model fits the 

data well, as there is no significant discrepancy between the observed 

data and the model’s predictions. 

The Akaike Information Criterion (AIC) and Bayesian 

Information Criterion (BIC) values, 14402.825 and 14513.938, 

respectively, are measures of model parsimony. Lower values 

indicate a better balance between model complexity and fit. These 

indices are most useful when comparing different models; the model 

with the lower AIC or BIC is generally preferred. 

The n(Observations) indicates the sample size, which is 300 in this 

case. A larger sample size improves the reliability of SEM results and 

ensures the model is sufficiently powered to estimate its parameters. 

The Note clarifies the estimation settings used in the analysis. Here, 

the estimator is ML (Maximum Likelihood), which assumes 

normally distributed data and is the most commonly used method. 
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The model test is standard, meaning the default test was applied, 

and the information matrix is expected, which balances efficiency 

and accuracy. Standard errors are calculated based on normality, 

which is appropriate for data that meets standard SEM assumptions. 

Figure 153. Model fit for SEM. 

Model fit  

 
n(Parameters) Baseline test 

  AIC BIC n(Observation
s) 

Tota
l 

Fre
e @� df p 

Mod
el 1 

 14402.82
5 

 14513.93
8 

 300  30  30  25.19
8

 24.00
0 

 0.39
5 

 

 

Note.   Estimator is ML. Model test is standard. Information matrix is expected. Standard errors are 
standard. 

 

Fit indices (see Figure 154 below) provide a snapshot of how well the 

SEM model fits the data. Here’s a concise interpretation: 

� CFI (0.910)���@}‘^�$�!��^^��$�����~‘$��������‘!��^^��$����������
�

is ideal). This value suggests the model fits reasonably well but 

leaves room for improvement. 

� TLI/NNFI (0.866)�� ���\�� $��� $���!�\�}� ~\�� #\\}� ~‘$� ���������

Indicates the model could be simplified or adjusted. 

� NFI (0.490)��«�������\���^^��$����������!������������##�!$!���

weak fit compared to the null model. 

� PNFI (0.326): Indicates model parsimony; higher values are 

better. This low value suggests limited parsimony. 

� IFI (0.953)�� �@}‘^�$�!� #\\}� ~‘$� ��������� !�\�‘@#� $��� |\}���

explains the data well. 
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� RNI (0.910): Matches CFI benchmarks and reflects acceptable 

fit. 

� RMSEA (0.013, 90% CI: �0.000, 0.049�): Excellent fit (<0.05). 

P-value (0.955) supports this. 

� SRMR (0.039): Very good fit (<0.08). 

� GFI (0.999) and MFI (0.998): Near-perfect fit. 

� Hoelter’s critical N����|����!‘����}�¡��^��‘!�!$�\@#�������‘!�

ideal; here, >400 at both � = 0.05 and 0.01). 

� AIC (14402.825) and BIC (14513.938): Lower values indicate 

better fit when comparing models. Use for model comparison. 

Figure 154. Fit indices for SEM. 

Fit indices  

Index Value 

Comparative Fit Index (CFI)  0.910 

Tucker-Lewis Index (TLI)  0.866 

Bentler-Bonett Non-normed Fit Index (NNFI)  0.866 

Bentler-Bonett Normed Fit Index (NFI)  0.490 

Parsimony Normed Fit Index (PNFI)  0.326 

Bollen’s Relative Fit Index (RFI)  0.234 

Bollen’s Incremental Fit Index (IFI)  0.953 

Relative Noncentrality Index (RNI)  0.910 

Root mean square error of approximation (RMSEA)  0.013 

RMSEA 90+ CI lower bound  0.000 

RMSEA 90+ CI upper bound  0.049 

RMSEA p-value  0.955 
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Fit indices  

Index Value 

Standardized root mean square residual (SRMR)  0.039 

������
>���
����"��J�
K�Q�Z\^�  434.547 

������
>���
����"��J�
K�Q�Z\��  512.706 

Goodness of fit index (GFI)  0.999 

McDonald fit index (MFI)  0.998 

Expected cross validation index (ECVI)  0.284 

Log-likelihood  -7171.412 

Number of free parameters  30.000 

Akaike (AIC)  14402.825 

Bayesian (BIC)  14513.938 

Sample-size adjusted Bayesian (SSABIC)  14418.796 
 

  

Now, let us look at the Parameter estimates.  

Factor loadings indicate how well each observed variable (indicator) 

represents its corresponding latent variable. Here’s how to interpret 

them: 

� Anxiety: 

o Anxiety_1 (0.157): Low loading, not statistically 

significant (p = 0.199). Confidence interval (-0.082, 

0.396) includes zero, meaning this indicator weakly 

represents the latent variable. 
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o Anxiety_2 (0.059): Very low and not significant (p = 

0.455). This suggests it is not a reliable measure of 

Anxiety. 

o Anxiety_3 (-0.815): Negative loading, not significant (p = 

0.144), and confidence interval includes zero (-1.908, 

0.279), further questioning its validity. 

� Motivation: 

o No data is provided in this table for Motivation indicators, 

but these need to show positive, statistically significant 

loadings to confirm they reliably measure Motivation. 

� Proficiency: 

o Proficiency_Test_1 (0.014): Extremely low loading, not 

significant (p = 0.841), with confidence interval (-0.122, 

0.150) crossing zero, indicating it does not adequately 

represent Proficiency. 

o Proficiency_Test_2 (-0.105): Similarly weak and non-

significant (p = 0.785), with a confidence interval (-0.860, 

0.650) that spans zero. 

o Proficiency_Test_3 (1.225): High loading, but not 

significant (p = 0.783) due to large error margins (CI: -

7.478, 9.928). This suggests instability in its 

representation of Proficiency. 
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Factor Loadings  

 95+ Confidence 
interval 

Latent Indicator   
Std. 

estimat
e 

Std. 
error 

z-
value p Lowe

r 
Uppe

r 

Anxiety 
 

Anxiety_1 
   

0.157 
 0.12

2 
 1.28

5 
 0.19

9
 -

0.082 
 

0.396 
 

  
 

Anxiety_2 
   

0.059 
 0.07

9 
 0.74

7 
 0.45

5
 -

0.096 
 

0.215 
 

  
 

Anxiety_3 
   

-0.815 
 0.55

8 
 -

1.46
0 

 0.14
4

 -
1.908 

 
0.279 

 

Motivation 
 

Motivation_1 
         

 
     

  
 

Motivation_2 
         

 
     

  
 

Motivation_3 
         

 
     

Proficienc
y 

 Proficiency_Test_
1 

   
0.014 

 0.06
9 

 0.20
1 

 0.84
1

 -
0.122 

 
0.150 

 

  
 Proficiency_Test_

2 
   

-0.105 
 0.38

5 
 -

0.27
3 

 0.78
5

 -
0.860 

 
0.650 

 

  
 Proficiency_Test_

3 
   

1.225 
 4.44

0 
 0.27

6 
 0.78

3
 -

7.478 
 

9.928 
 

 

  

When interpreting regression coefficients, factor variances, and 

residual variances in SEM, it is essential to know what to look for to 

ensure your model is valid and reliable. Below you will find useful 

information on how to interpret the tables Regression coefficients, 

Factor variances and Residual variances: 

Regression coefficients 

� Look at the standardized estimates to assess the strength 

and direction of relationships. Higher absolute values (e.g., 

above 0.3) suggest meaningful effects. 
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� Check the p-values: If they are less than 0.05, the predictor 

significantly explains variation in the outcome. In this table, 

Anxiety’s effect on Proficiency (0.054) is not significant (p = 

0.800) and its confidence interval includes zero, meaning it 

has little to no predictive value in this model. 

Regression coefficients  

 95+ Confidence 

interval 

Outcome Predictor   
Std. 

estimate 

Std. 

Error 

z-

value 
p Lower Upper 

Anxiety  Motivation                 

Proficiency  Anxiety    0.054  0.214  0.254  0.800  -0.366  0.474  

   Motivation                 
 

 

 

 

Factor variances 

� Variances should be significant (p < 0.05) and reflect the 

variability captured by the model. For example, Anxiety 

variance (1.328, p = 0.020) and Proficiency variance (0.997, 

p < .001) indicate these constructs are well represented. If 

variances are not significant, the latent variable may lack 

meaningful variation. 
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Factor variances  

 95+ Confidence interval 

Variable   Std. estimate Std. Error z-value p Lower Upper 

Motivation                

Anxiety    1.328  0.571  2.325  0.020 0.209  2.448  

Proficiency    0.997  0.030  33.417  < .001 0.938  1.055  
 

 

Residual variances 

� Residual variances tell you how much of the indicator�s 

variability is unexplained by the latent variable. High residuals 

with significant p-values suggest the indicator is reliable but 

still influenced by factors outside the model. For example, 

Motivation_1 (1.058, p < .001) has a significant residual, 

meaning it captures additional variance not explained by the 

model. 

� If residual variances are non-significant or confidence intervals 

are wide (e.g., Anxiety_3, Proficiency_Test_3), it indicates the 

indicator may not reliably measure the latent variable and may 

need to be revised or removed. 

 Residual variances  

 95+ Confidence 

interval 

Variable   
Std. 

estimate 

Std. 

Error 
z-value p Lower Upper 

Motivation_1    1.058  0.064  16.570 < .001  0.933  1.184  



316 
 

 Residual variances  

 95+ Confidence 

interval 

Variable   
Std. 

estimate 

Std. 

Error 
z-value p Lower Upper 

Motivation_2    1.064  0.069  15.311 < .001  0.927  1.200  

Motivation_3    1.010  0.019  54.437 < .001  0.974  1.046  

Anxiety_1    0.975  0.038  25.537 < .001  0.901  1.050  

Anxiety_2    0.996  0.009  105.575 < .001  0.978  1.015  

Anxiety_3    0.337  0.909  0.370 0.711  -1.445  2.118  

Proficiency_Test_1    1.000  0.002  515.876 < .001  0.996  1.004  

Proficiency_Test_2    0.989  0.081  12.230 < .001  0.830  1.147  

Proficiency_Test_3    -0.500  10.878  -0.046 0.963  -21.821  20.820  
 

  

Intercepts 

Intercepts (see table below) show the expected baseline value of each 

observed variable when there is no influence from the predictors or 

latent variables. In this example, all intercepts are statistically 

significant (p < .001), meaning the indicators have meaningful 

baseline values. For example: 

� Motivation_1 (Intercept = 2.048): This means the baseline 

score for this item, without any influence from the latent 

variable Motivation, is about 2.05. The confidence interval 

[1.849, 2.247] confirms the estimate is reliable. 

� Proficiency_Test_1 (Intercept = 5.147): This indicates that 

the first test measuring Proficiency has an expected baseline 
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score of approximately 5.15, again with a narrow and 

significant confidence interval. 

When you carry out SEM in future analyses, you must pay attention 

to whether intercepts are significant (p < .05) and their confidence 

intervals exclude zero. This ensures the observed variables are well-

measured and meaningful in your model. If intercepts are not 

significant, you should investigate issues with measurement or data 

quality. 

Intercepts  

 95+ Confidence 

interval 

Variable   
Std. 

estimate 

Std. 

Error 

z-

value 
p Lower Upper 

Motivation_1    2.048  0.102  20.157  < .001  1.849  2.247  

Motivation_2    2.099  0.103  20.314  < .001  1.896  2.301  

Motivation_3    1.992  0.100  19.972  < .001  1.796  2.187  

Anxiety_1    1.789  0.093  19.216  < .001  1.607  1.972  

Anxiety_2    2.011  0.100  20.036  < .001  1.814  2.208  

Anxiety_3    1.861  0.095  19.501  < .001  1.674  2.048  

Proficiency_Test_1    5.147  0.218  23.619  < .001  4.720  5.574  

Proficiency_Test_2    5.085  0.215  23.599  < .001  4.662  5.507  

Proficiency_Test_3    4.955  0.210  23.555  < .001  4.543  5.368  

Motivation                 

Anxiety    0.000  0.000       0.000  0.000  

Proficiency    0.000  0.000       0.000  0.000  
 

Note.  Missing data method ’FIML’ forces meanstructure. 
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Indirect Effects  

Indirect effects measure how one variable influences another through 

a mediator. For instance, !��
}��
��
 �
 ���
	��
 �
 ����
�
	��� 

shows how Motivation indirectly affects Proficiency by reducing 

Anxiety. 

In this example, the indirect effects are undefined (NaN \��‹����‘›����

because the model was not fully specified or the data lacked 

variability for the mediating variable (Anxiety). This indicates that 

the pathway connecting these variables could not be calculated. 

When you carry out SEM in future analyses, you must pay attention 

to whether your model includes clear mediators and pathways 

between variables. Indirect effects should be significant and their 

confidence intervals should not include zero. If they are undefined or 

non-significant, check your model specification and ensure that your 

data has sufficient variability. Mediators are often critical for 

explaining complex relationships in research. 

Indirect effects  

 95+ Confidence 

interval 

  
Std. 

estimate 

Std. 

Error 

z-

value 
p Lower Upper 

����!"�����/�‘�{�����/�

Proficiency 
 |  NaN      NaN  NaN  
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Total effects 

Total effects combine the direct and indirect effects to show the 

overall influence of one variable on another. For example, Motivation 

�
 ����
�
	��� ‘@^��}�!� �\$�� $��� }‘��^$� ��$�� ��\$‘��$‘\@� ��

Proficiency) and the indirect path through Anxiety. 

Here, most total effects are undefined (NaN \��‹����#�‘@�}���$\�|\}���

specification or data issues. The only calculated total effect, Anxiety 

�
����
�
	���
�#�#���, is not statistically significant (p = 0.800) and 

has a confidence interval (-0.366, 0.474) that includes zero. This 

suggests Anxiety does not have a meaningful overall impact on 

Proficiency in this model. 

When you carry out SEM in future analyses, you must pay attention 

to total effects as they reveal the combined impact of direct and 

indirect relationships. Significant total effects with confidence 

intervals excluding zero indicate strong relationships between 

variables. Undefined or non-significant total effects may require 

refining your model or revising your theoretical assumptions. 

Total effects  

 95+ Confidence 

interval 

  
Std. 

estimate 

Std. 

Error 

z-

value 
p Lower Upper 

����!"�����/�

Proficiency 
 |  NaN       NaN  NaN  

����!"�����/�‘�{����  |  NaN       NaN  NaN  

‘�{�����/�;
�}�������  0.054  0.214  0.254  0.800  -0.366  0.474  
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Besides these essential output analyses, it is important to select 

additional features that enhance the interpretation of SEM results, as 

shown in Figure 155below. The ’Additional fit measures’ option 

should always be selected because it provides a broader range of 

indices (e.g., CFI, RMSEA, TLI) that help assess how well the model fits 

the data. Similarly, ’R-squared’ is crucial because it tells us how much 

of the variability in the observed variables (e.g., questionnaire items 

or test scores) is explained by the latent variables. This gives an idea 

of how well the model captures the underlying constructs. 

For more advanced needs, ’Reliability measures’ can be included to 

check how consistently the observed variables measure the same 

latent construct. For example, if you�re analyzing motivation, this 

option will help confirm whether all items measuring motivation are 

reliable. Similarly, ’Average Variance Extracted (AVE)’ evaluates 

how well each latent variable explains its observed indicators, which 

is important for confirming that your constructs are valid. The 

’Heterotrait-Monotrait Ratio (HTMT)’ is specifically used to assess 

whether different constructs are distinct from each other 

(discriminant validity), which is essential in validating theoretical 

models. 

’Mardia’s coefficient’ can be selected when you suspect that your 

data might not follow the normal distribution, which is an assumption 

for many SEM methods. This option calculates whether your data 
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meet this assumption, and if not, you may need to use robust 

estimation techniques. 

The ’Observed covariances’ and ’Residual covariances’ options 

provide deeper insights into the relationships between observed 

variables. Observed covariances are the actual relationships in the 

data, while residual covariances show what remains unexplained 

after fitting the model. Large residual covariances may indicate areas 

where the model is not capturing the relationships well. This can 

guide you in revising your model to improve its fit. 

The ’Standardized residuals’ option is particularly helpful for 

identifying specific parts of the model that do not fit well. These 

residuals highlight any mismatches between the data and the model 

predictions in a standardized format, making it easier to spot 

problematic areas. 

Turning on ’Standardized estimates’ is essential for interpretation 

because it converts all coefficients to the same scale, allowing for easy 

comparison across variables. Choosing ’All’ ensures that you see the 

standardized coefficients for both latent and observed variables, 

giving a complete picture of the relationships in your model.  
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Figure 155. Output options tab in SEM. 

 

Finally, the Path diagram is indispensable for SEM analysis. It 

provides a visual summary of the model, showing how the latent 

variables and observed variables are connected. Selecting ’Show 

parameter estimates’ displays the numerical values of the 

relationships (e.g., regression coefficients) directly on the diagram, 

while the ’Standardized’ option ensures these values are consistent 

with the standardized estimates in the output. This is highly 

recommended for clear communication of results. You can see an 

example of a Path diagram in Figure 156. 
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Figure 156. Path diagram for the example provided in this section. 

 

 

 

 

 

Reporting the results: 

A structural equation model was conducted to examine the 

relationships between motivation, anxiety, and proficiency in L2 

learning. The model demonstrated acceptable fit, 	�;���� �� ������� !� ��

.395, CFI = .910, RMSEA = .013, 90% CI �0.000, 0.049�, SRMR = .039. 
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Motivation was modeled as a latent variable with three indicators, but 

no significant direct effects were observed from motivation to anxiety 

(p = NaN) or proficiency (p = NaN). Similarly, anxiety showed no 

significant impact on proficiency (� = 0.054, p = .800, 95% CI �-0.366, 

0.474�). 

Overall, the model explained minimal variance in proficiency and 

suggested potential issues with the measurement of some variables, as 

indicated by low and non-significant factor loadings for key indicators 

(e.g., Anxiety_1, p = .199). Further refinement of the model and re-

evaluation of the measurement instruments are recommended to 

improve the model’s explanatory power. 

KEY ASPECTS 
 

Purpose: Structural equation modeling analyzes complex 

relationships between observed and latent variables, combining 

factor analysis and regression in one framework. 

Components: 

1. Measurement model: Defines how latent variables (e.g., 

motivation) are measured by observed indicators (e.g., survey 

items). 

2. Structural model: Specifies relationships between latent 

���‘����!����#���|\$‘��$‘\@�����\~‘^‘�@^��� 

Advantages: 

� Tests multiple relationships simultaneously. 
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� Accounts for measurement errors. 

� Analyzes direct and indirect effects within a single model. 

Importance in L2 education: SEM helps study constructs like 

motivation, anxiety, and proficiency holistically, revealing intricate 

interactions in language learning. 

 

 

 

 

FREQUENT ERRORS 
 

Insufficient sample size: SEM requires a large sample (10-20 

participants per parameter). Small samples lead to unreliable 

estimates. 

Poor model specification: Incorrectly defining relationships 

between variables or omitting important ones. 

Ignoring assumptions: Violating multivariate normality, linearity, 

or multicollinearity can distort results. 

Overfitting: Including unnecessary parameters, leading to overly 

complex models that lack generalizability. 

Misinterpreting fit indices: Relying solely on one index (e.g., CFI) 

without considering others like RMSEA or SRMR. 
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Invalid indicators: Using poorly constructed or unreliable 

observed variables to measure latent constructs. 

Ignoring residuals: Large residual variances or covariances 

indicate areas where the model fails to capture relationships. 
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Partial Least Squares (PLS) SEM 

Partial Least Squares Structural Equation Modeling (PLS-SEM) is an 

alternative to traditional SEM that is particularly useful when the 

primary goal is prediction and when data assumptions for 

covariance-based SEM (CB-SEM) cannot be fully met. PLS-SEM is a 

variance-based approach, which focuses on maximizing the explained 

variance in the dependent variables. This makes it a powerful tool for 

researchers working with smaller sample sizes, complex models, or 

exploratory studies. 

PLS-SEM is ideal when: 

1. Predictive accuracy is the focus of the analysis. Unlike CB-

SEM, PLS-SEM does not aim to confirm theoretical models but 

instead emphasizes predicting outcomes. 

2. The dataset is small or has non-normal distributions, as PLS-

SEM is less sensitive to these issues. 

3. The model is complex, involving many constructs, indicators, 

or paths. 

4. Constructs are measured using formative indicators 

(indicators that cause or define the construct, as opposed to 

reflective indicators that are effects of the construct). 

For example, in an L2 education context, PLS-SEM could be used to 

predict proficiency based on constructs like motivation, anxiety, and 

teaching methods when the primary goal is to forecast outcomes 

rather than validate a theoretical framework. 
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What is the difference between SEM and PLS-SEM� 

�  Goal: PLS-SEM focuses on maximizing explained variance (R-

squared) for dependent variables, while CB-SEM emphasizes 

overall model fit (e.g., RMSEA, CFI). 

�  Data assumptions: PLS-SEM can handle small samples and 

non-normal data, whereas CB-SEM requires larger samples and 

assumes multivariate normality. 

�  Measurement models: PLS-SEM works well with formative 

constructs, which are often difficult to handle in CB-SEM. 

In this example, we will analyze the same dataset used earlier to 

explore how Motivation and Anxiety predict Proficiency. The focus 

here will be on predictive power, making PLS-SEM the appropriate 

choice. This method will allow us to examine both the direct and 

indirect effects of Motivation and Anxiety on Proficiency, even with 

non-normal data or potential issues with sample size. 

Hypothetical model: 

1. !��
}��
��
�
���
	��: Motivation reduces Anxiety. 

2. !��
}��
��
 �
 ����
�
	���: Motivation directly increases 

Proficiency. 

3. ���
	��
 �
 ����
�
	���: Anxiety negatively impacts 

Proficiency. 

This model includes: 

� Motivation as a latent variable measured by three indicators: 

Motivation_1, Motivation_2, Motivation_3. 
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� Anxiety as a latent variable measured by three indicators: 

Anxiety_1, Anxiety_2, Anxiety_3. 

� Proficiency as a latent variable measured by three test scores: 

Proficiency_Test_1, Proficiency_Test_2, Proficiency_Test_3. 

 

In JASP, navigate to the SEM module and select the ’Partial Least 

Squares SEM’ option. The interface closely resembles that of the 

standard SEM module. Similarly, you will need to use lavaan syntax to 

define your model (refer to the ’SEM’ section in this book for more 

details). 

 

The Estimation Options panel in JASP allows you to fine-tune your 

PLS-SEM analysis to suit the goals of your research and the 

characteristics of your data. Each option has specific implications for 

how the model is calculated, and this section explains their purpose 
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in a simple yet detailed way to help you understand how to use them 

effectively. 

Consistent Partial Least Squares (PLS) 

This option corrects the traditional PLS-SEM method to ensure more 

reliable results when working with reflective measurement models. 

Reflective models assume that indicators (e.g., survey items) are 

effects of the latent variable, which is consistent with SEM 

assumptions. Selecting this ensures that estimates are consistent and 

unbiased, particularly for confirmatory analyses or theory testing. 

� Why select it� If your model includes reflective constructs (e.g., 

Motivation measured by survey items), this correction ensures 

that the results align with rigorous standards, reducing 

estimation errors. 

Inner weighting scheme 

This determines how relationships between latent variables are 

calculated in the structural model: 

� Path (default): Focuses on the relationships in your structural 

model and is the most appropriate choice for most predictive 

analyses. 

� Centroid and Factor: These are specialized methods for 

weighting that are rarely used. They are typically applied in 

experimental or exploratory models with unique data 

characteristics. 
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� Why select Path� Path is the standard choice when your model 

is designed to predict relationships or explore theoretical 

pathways. It simplifies interpretation and aligns with most 

research designs. 

Convergence criterion and tolerance 

� Convergence Criterion: Determines when the iterative 

calculation process stops. The default, Absolute Difference, 

checks for small changes between iterations, ensuring the 

process halts when results stabilize. 

� Tolerance: Sets the threshold for stopping. The default (1e-05) 

is very precise and ensures stable results. 

� Why leave it as default� Adjusting these settings is 

unnecessary in most cases. The default ensures calculations are 

accurate and stops the algorithm when the model converges 

correctly. Changing this only makes sense for advanced users 

needing faster processing at the cost of precision. 

Error calculation method 

This option determines how errors and significance are assessed: 

1. None: No error estimates are calculated, which limits the 

interpretability of the results. 

2. Robust (Recommended): Corrects for data issues like non-

normality and ensures more reliable estimates. 
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o Bootstrap (default): Uses multiple resampled subsets 

(e.g., 5000 samples) to estimate path coefficients and 

their confidence intervals. This is the most robust and 

widely used method in PLS-SEM. 

o Jackknife: An alternative to bootstrap, but less common. 

Use only if your research requires it. 

� Why use Bootstrap� Bootstrap resampling ensures your path 

coefficients are reliable by repeatedly testing them against 

subsets of your data. This is especially important for small or 

non-normal datasets, common in L2 research. 

Samples and confidence intervals 

� Samples (default = 5000): Determines how many subsets of 

the data are used for resampling. Higher numbers improve 

precision but increase processing time. 

� Confidence Intervals (default = 95%): Indicates the range 

where the true value of a coefficient is likely to fall. A 95% 

confidence level is standard in most research, ensuring rigorous 

interpretation. 

� Why these values� The default settings balance computational 

efficiency and reliability. For most studies, 5000 samples and 

95% confidence provide robust and trustworthy results. 

 

Handling of inadmissibles 
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This manages situations where the algorithm encounters issues, such 

as extreme values or invalid solutions: 

� Replace (default): Automatically corrects problems to ensure 

the model can run successfully. 

� Ignore: Keeps inadmissible results in the output but does not 

address the issues. This may help identify the root cause but is 

not recommended for routine analyses. 

� Drop: Excludes problematic cases from the analysis entirely, 

which reduces the sample size and may affect results. 

� Why select Replace� For most users, Replace is the safest 

option, as it allows the model to run while correcting errors 

without affecting the sample size or introducing bias. 

Repeatability and set Seed 

� Set Seed: This ensures that results are reproducible. If you run 

the analysis again using the same dataset and settings, the 

results will be identical. 

� Why use it� Reproducibility is important for research 

transparency, especially when sharing results or conducting 

follow-up analyses. By setting a specific seed, you ensure 

consistency. 

 

 

Interpreting the output 
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Below is a guide for interpreting the key sections of the PLS-SEM 

output. The goal is to help you  focus on what matters most and 

understand how to evaluate your model. This interpretation is 

specific to the output provided but can also guide your future 

analyses. 

Model fit  

 Baseline test 

  AIC BIC n @� df p 

Model 1  7676.926  7721.371  300  39.894  24  0.022 
 

Note.  WARNING~ Model 1: Construct VCV is NOT positive semi-definite 

The fit indices provide insight into how well the model explains the 

data. 

� AIC and BIC: Lower values indicate better fit when comparing 

multiple models. Here, AIC = 7676.926 and BIC = 7721.371, 

but without comparison, these values alone are not informative. 

� ��
 ���
-Square Test): The chi-square test evaluates whether 

the model fits the data. Here, fi† = 39.894 (df = 24, p = 0.022), 

which suggests the model does not fit the data well since p < 

.05. 

� Warning: The note about "Construct VCV is NOT positive semi-

definite" indicates a potential issue with the model structure, 

such as multicollinearity or problems with latent variable 

relationships. This requires attention before proceeding 

further. 
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When you carry out PLS-SEM in future analyses, pay attention to 

warnings, especially related to model fit, as they often indicate deeper 

issues with the data or model specification.  

R-Squared  

Outcome 	� ‘��������	� 

Anxiety  3.085  3.092  

Proficiency  0.193  0.187  
 

  

 

R† measures how much of the variance in the dependent variables is 

explained by the predictors: 

� Anxiety: ��
 ~
 X�#�� and ������	�
 ��
 ~
 X�#�?, which are 

excessively high and indicate a calculation or data error (R† 

values should range between 0 and 1). 

� Proficiency: ��
 ~
 #�&�X, which indicates that the predictors 

explain 19.3% of the variance in Proficiency. While low, it is 

acceptable for exploratory research. 

In future analyses, check for realistic R† values. Very high values may 

signal overfitting or calculation errors, while low values suggest weak 

predictors. 
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Additional Fit Measures  

Index Value 

Comparative Fit Index (CFI)  0.000  

Goodness of fit index (GFI)  0.971  

Hoelter’s critical N (CN)  273.923  

Bollen’s Incremental Fit Index (IFI)  0.369  

Bentler-Bonett Non-normed Fit Index (NNFI)  -0.805  

Bentler-Bonett Normed Fit Index (NFI)  0.189  

Root mean square error of approximation (RMSEA)  0.047  

Root mean square residual covariance (RMS theta)  0.104  

Standardized root mean square residual (SRMR)  0.053  

Goodness of Fit (GoF)  0.257  

Geodesic distance  0.025  

Squared Euclidean distance  0.128  

Maximum likelihood-based dinstance  0.133   

  

Key indices to consider: 

� CFI (Comparative Fit Index): 0.000 is unacceptable (ideal 

values are > 0.90). 

� GFI (Goodness of Fit Index): 0.971, which is acceptable (> 

0.90). 

� RMSEA (Root Mean Square Error of Approximation): 0.047, 

which is good (< 0.05 is ideal, up to 0.08 is acceptable). 

� SRMR (Standardized Root Mean Square Residual): 0.053, 

which is also acceptable (< 0.08). 
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When interpreting fit indices in future analyses, prioritize RMSEA, 

SRMR, and CFI. Acceptable thresholds are RMSEA < 0.08, SRMR < 

0.08, and CFI > 0.90. 

Reliability Measures  

Latent �
���"�$>��K ��
����%>��� Dijkstra-�������
>��� 

Motivation  0.025  9.151×10-4  0.117  

Anxiety  -0.165  0.008  0.085  

Proficiency  -0.192  0.105  0.169  
 

  

Reliability measures assess how well the latent variables are 

measured: 

� Cronbach�s �, Jöreskog�s �, and Dijkstra-Henseler�s � are all 

very low or negative for the latent variables. For example: 

o Motivation: Cronbach�s � = 0.025, fl = 0.00091, fl_DH = 

0.117 

o Anxiety: Cronbach�s � = -0.165, fl = 0.008, fl_DH = 0.085 

o Proficiency: Cronbach�s � = -0.192, fl = 0.105, fl_DH = 

0.169 

These values indicate poor reliability, meaning the items fail to 

consistently measure their respective constructs. This may result 

from poorly specified indicators or weak relationships between the 

indicators and the latent variables. 

In future analyses, ensure reliability values are > 0.7. Low reliability 

often suggests problems with the indicators or construct definitions. 
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Weights  

 95+ Confidence 
Interval 

Construct Indicator Estimate 
Std. 
Error 

z-
value 

p Lower Upper 

Motivation  Motivation_1  0.101  0.692  0.146  0.442  -0.982  0.998  

   Motivation_2  0.283  0.479  0.590  0.278  -0.671  0.994  

   Motivation_3  0.114  0.449  0.254  0.400  -0.777  0.952  

Anxiety  Anxiety_1  0.249  0.581  0.429  0.334  -0.863  0.997  

   Anxiety_2  0.171  0.382  0.449  0.327  -0.530  0.962  

   Anxiety_3  0.139  0.587  0.237  0.406  -0.848  1.000  

Proficiency  Proficiency_Test_1  0.281  0.604  0.466  0.321  -0.947  1.000  

   Proficiency_Test_2  0.035  0.474  0.073  0.471  -0.723  0.943  

   Proficiency_Test_3  0.187  0.483  0.389  0.349  -0.777  0.965   

  

These values (see table above) represent the relationships between 

indicators and their respective constructs: 

� For Motivation, Anxiety, and Proficiency, the weights and 

loadings are very low, with many p-values > 0.05 (not 

significant). For example: 

o !��
}��
���&
�
!��
}��
��: Weight = 0.101 (p = 0.442), 

Loading = 0.065 (p = 0.430) 

o ����
�
	�����	���&
�
����
�
	���: Weight = 0.281 (p = 

0.321), Loading = 0.171 (p = 0.323) 

These results indicate that the indicators do not strongly or 

significantly contribute to their respective constructs. 
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When interpreting weights and loadings in future analyses, look 

for significant p-values (< 0.05) and values > 0.7 for reflective 

indicators. Low weights or loadings suggest poorly defined 

constructs or weak indicator relationships. 

Loadings  

 95+ Confidence 
Interval 

Construct Indicator Estimate 
Std. 
Error 

z-
value 

p Lower Upper 

Motivation  Motivation_1  0.065  0.370  0.175  0.430  -0.567  0.771  

   Motivation_2  0.145  0.260  0.558  0.288  -0.316  0.709  

   Motivation_3  0.055  0.228  0.240  0.405  -0.368  0.521  

Anxiety  Anxiety_1  0.161  0.380  0.423  0.336  -0.532  0.839  

   Anxiety_2  0.098  0.228  0.428  0.334  -0.291  0.624  

   Anxiety_3  0.087  0.398  0.220  0.413  -0.572  0.849  

Proficiency  Proficiency_Test_1  0.171  0.373  0.459  0.323  -0.586  0.836  

   Proficiency_Test_2  0.014  0.293  0.048  0.481  -0.473  0.628  

   Proficiency_Test_3  0.109  0.299  0.364  0.358  -0.477  0.693   

  

Regression coefficients show the strength and direction of 

relationships between constructs in the structural model: 

� !��
}��
��
 �
 ���
	��: Coefficient = -0.282 (p = 0.303), not 

significant. 

� !��
}��
��
�
����
�
	���: Coefficient = 0.030 (p = 0.485), not 

significant. 

� ���
	��
 �
 ����
�
	���: Coefficient = 0.053 (p = 0.476), not 

significant. 
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These results indicate that none of the hypothesized paths are 

supported by the data. The relationships between the constructs are 

weak and not statistically significant. 

In future analyses, focus on significant regression coefficients (p 

< 0.05) to determine meaningful relationships. Reassess the 

model if paths are consistently non-significant. 

Regression Coefficients  

 95+ Confidence 
Interval 

 

Outcome 
Predicto

r 
Estima

te 
Std. 
Error 

z-
valu

e 
p 

Low
er 

Upp
er 

}� VIF 

Anxiety  Motivati
on 

 -0.282  0.54
8 

 
-

0.51
5

 0.30
3 

 
-

0.92
8 

 0.86
3 

 
-

1.48
0 

   

Proficien
cy 

 Motivati
on 

 0.030  0.77
0 

 0.03
9

 0.48
5 

 
-

1.24
6 

 1.29
5 

 
-

0.97
6 

 
-

0.48
0

 

   Anxiety  0.053  0.87
2 

 0.06
1

 0.47
6 

 
-

1.42
0 

 1.34
0 

 
-

0.02
1 

 
-

0.48
0

 

 

  

 

Total effects include both direct and indirect effects between 

constructs: 

� !��
}��
��
�
����
�
	���: Total effect = 0.071 (p = 0.447), not 

significant. 

� ���
	��
 �
 ����
�
	���: Total effect = 0.053 (p = 0.476), not 

significant. 
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These results confirm that neither direct nor indirect effects are 

meaningful in this model. 

In future analyses, compare total effects with direct effects to 

identify the contribution of indirect paths. Significant indirect 

effects indicate mediation. 

Total effects  

 95+ Confidence Interval 

Outcome Predictor Estimate Std. Error z-value p Lower Upper 

Anxiety  Motivation  -0.282  0.548  -0.515 0.303  -0.928  0.863  

Proficiency  Motivation  0.071  0.530  0.134 0.447  -0.871  0.878  

   Anxiety  0.053  0.872  0.061 0.476  -1.420  1.340   

  
 

The observed indicator correlation matrix shows the relationships 

between individual indicators. Here, the correlations are mostly low 

or near zero, which suggests weak relationships between indicators. 

For example: 

� Motivation_1   Motivation_2: Correlation = 0.029 (very 

weak). 

� Anxiety_1   Proficiency_Test_1: Correlation = < 0.001 

(negligible). 

When analyzing future models, look for moderate to high 

correlations (> 0.3) between indicators of the same construct. 

Weak correlations often indicate measurement issues. 
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Observed indicator correlation matrix  

  
Motiva
tion_1 

Motiva
tion_2 

Motiva
tion_3 

Anxie
ty_1 

Anxie
ty_2 

Anxie
ty_3 

Proficienc
y_Test_1 

Proficienc
y_Test_2 

Proficienc
y_Test_3 

Motivatio
n_1 

 
1.000 

 
  

 
 

 
  
 

  
 

  
 

  
 

  
 

  
 

Motivatio
n_2 

 
0.029 

 
1.000 

 
 

 
  
 

  
 

  
 

  
 

  
 

  
 

Motivatio
n_3 

 
0.061 

 
< .001 

 
1.000

 
  
 

  
 

  
 

  
 

  
 

  
 

Anxiety_1 
 

< .001 
 

0.005 
 

0.029
 1.00

0 
 

  
 

  
 

  
 

  
 

  
 

Anxiety_2 
 

0.004 
 

< .001 
 

< .001
 0.02

9 
 1.00

0 
 

  
 

  
 

  
 

  
 

Anxiety_3 
 

0.116 
 

< .001 
 

< .001
 < .00

1 
 < .00

1 
 1.00

0 
 

  
 

  
 

  
 

Proficienc
y_Test_1 

 
< .001 

 
0.018 

 
< .001

 0.16
3 

 < .00
1 

 0.02
3 

 
1.000 

 
  

 
  

 

Proficienc
y_Test_2 

 
0.023 

 
0.047 

 
< .001

 < .00
1 

 < .00
1 

 < .00
1 

 
< .001 

 
1.000 

 
  

 

Proficienc
y_Test_3 

 
0.041 

 
< .001 

 
0.080

 0.01
4 

 0.05
0 

 < .00
1 

 
0.019 

 
< .001 

 
1.000 

 

 

 

When reporting PLS-SEM results in APA 7, your focus should be on 

presenting key findings clearly and concisely. Include details about 

the relationships between constructs, model fit, and any significant 

paths. Below is an example based on the provided output, with 

guidance on how to structure your report. 

The Partial Least Squares Structural Equation Model (PLS-SEM) was 

tested to examine the relationships between Motivation, Anxiety, and 

Proficiency. The model showed an acceptable fit, as indicated by the 

Root Mean Square Error of Approximation (RMSEA = 0.047) and the 

Standardi�ed Root Mean Square Residual (SRMR = 0.053), both within 

acceptable thresholds (< 0.08). However, other fit indices, such as the 

Comparative Fit Index (CFI = 0.000), indicated poor model 

!�
&"
/������ +��� ��!$������ J�
������ ;���� &"
� �
oficiency was 0.193, 
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suggesting that 19.3% of its variance was accounted for by Motivation 

and Anxiety. 

Path analysis revealed that none of the hypothesi�ed relationships were 

statistically significant. Specifically, the path from Motivation to 

Anxiety was not significant (� = -0.282, p = .303), nor were the paths 

from Motivation to Proficiency (� = 0.030, p = .485) and Anxiety to 

Proficiency (� = 0.053, p = .476). These results suggest that the 

constructs in the model may require further refinement or 

reconceptuali�ation. 

Example template for your reporting: 

°The PLS-SEM was conducted to [state research aim]. The model fit 

indices indicated [overall fit assessment, e.g., RMSEA = XX, SRMR = 

XX]. The explained variance for [dependent variable] was R† = XX, 

suggesting –‘@$�����$�$‘\@‡����$���@���!‘!�!�\��}�$��$�–^\@!$��^$�{���

construct B] was [significant/not significant] (� = XX, p = XX). These 

findings suggest [conclusion/implication].· 
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KEY ASPECTS 
 

1. Purpose: PLS-SEM emphasizes predicting outcomes and 

maximizing explained variance (R†), making it ideal for 

exploratory studies or small, non-normal datasets. 

2. Key Features: 

o Prediction-focused: Unlike CB-SEM, PLS-SEM is less 

concerned with model fit indices and more with 

predictive accuracy. 

o Data Flexibility: Handles smaller sample sizes, non-

normal distributions, and complex models. 

o Formative Constructs: Better suited for models with 

formative indicators (indicators define constructs). 

3. Application in L2 Research: Useful for exploring how factors 

like motivation and anxiety predict language proficiency in 

contexts with limited data or where theoretical confirmation 

is not the goal. 

4. Differences from CB-SEM: 

o Goal: PLS-SEM focuses on prediction; CB-SEM tests 

theoretical fit. 

o Data Assumptions: PLS-SEM handles small, non-

normal datasets better. 
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o Construct Measurement: Works well with formative 

indicators, which CB-SEM struggles to accommodate. 

 

FREQUENT ERRORS 
 

1. ¡�]
 ��
 }���	�� Indicates weak predictive power; requires 

refining constructs or indicators. 

2. Negative or low reliability measures (e.g., Cronbach�s �): 

Suggests poor indicator quality or model specification. 

3. Unrealistic path coefficients: Very high or undefined values 

(e.g., > 1) point to overfitting or data issues. 

4. Ignoring formative indicators: Incorrectly treating 

formative constructs as reflective leads to invalid results. 

5. Over-reliance on default settings: Adjust settings like the 

number of bootstrap samples or handling inadmissible 

solutions to suit the data. 

6. Neglecting warnings (e.g., non-positive definite VCV): 

Indicates deeper issues like multicollinearity or poor model 

identification. 

7. Poorly specified models: Misaligned theoretical models or 

unclear variable definitions can distort outcomes. 
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Chapter 6 

EFFECT SIZES 

What is an ’effect size’? 

Throughout this book, the primary reference for determining the 

relevance of a statistical test has been to evaluate the test statistic 

(e.g., r, t, F, among others) and the p-value to decide whether to accept 

or reject the null hypothesis. However, a p-value below the 0.05 alpha 

threshold offers no meaningful insight into the strength or magnitude 

of the effect. This critical information is conveyed by effect sizes. For 

example, while a t-test may yield a statistically significant result (i.e., 

a p-value below 0.05), the effect size may indicate that the magnitude 

of the observed effect is small. 

An effect size quantifies the proportion or percentage of variability in 

a dependent variable that can be attributed to the influence of an 

independent variable (Tavakoli, 2013). As mentioned earlier, while a 

p-value determines whether the null hypothesis can be rejected, the 

effect size provides insight into the importance of the statistical 

result. When the null hypothesis is rejected, signaling a statistically 

significant difference between groups, the effect size reveals the 

magnitude of the independent variable’s effect. For instance, the 

presence or absence of a specific language teaching technique 

(independent variable) may impact students’ vocabulary test scores 
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(dependent variable). A large effect size suggests that the observed 

difference is not only statistically significant but also meaningful in 

practical terms. 

Additionally, frequentist hypothesis testing using p-values is highly 

dependent on both the statistical power of the test and the sample 

size. In contrast, effect sizes are independent of group size, allowing 

researchers to make comparisons across studies or groups with 

varying sample sizes. For this reason, effect sizes are particularly 

valuable in meta-analyses, as demonstrated by prior research in L2 

studies. Plonsky and Oswald (2014) emphasized that the widespread 

adoption of effect sizes can yield critical insights into specific aspects 

of a research field. 

There are several types of effect size indices, including the g index, h 

index, w index, squared indices of r, q index, and the d family of effect 

sizes. The following sections will provide explanations and examples 

of some of these effect size indices to illustrate their use in research. 

Cohen’s d 

One of the most widely used effect size indices is Cohen’s d, which 

quantifies the difference between the means of two independent 

samples in terms of their pooled standard deviation units (Larson-

Hall, 2010; Tavakoli, 2013). Essentially, Cohen’s d starts at zero and 

increases proportionally to the difference between the means. To 

interpret effect sizes, several benchmarks have been established to 

estimate the magnitude of the effect. However, Plonsky et al. (2021) 
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caution that "benchmarks are nothing more than a starting point for 

gauging the magnitude of effects within the field" (p. 822). 

Traditionally, Cohen’s d benchmarks have been set as follows: small 

(0.2), medium (0.5), and large (0.8). However, in the context of second 

language (L2) research, Plonsky and Oswald (2014) proposed field-

specific benchmarks tailored to the interpretation of effect sizes, 

including the d index, r index, and ��. These benchmarks differentiate 

between effects observed in between-group and within-group 

comparisons, reflecting the nuances of L2 research. 

For Cohen’s d in between-group comparisons, the benchmarks 

proposed are: small (0.40), medium (0.70), and large (1.00). 

Conversely, for within-group comparisons, the benchmarks are: small 

(0.60), medium (1.00), and large (1.40). These refined benchmarks 

provide a more accurate framework for interpreting the magnitude 

of effects in L2 studies.  
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The calculation of effect sizes is possible in JASP, as observed in 

Figure 157: 

Figure 157. Selection of effect sizes for independent and dependent samples t-
tests. 

 

The effect size indices in Figure 158 are commonly used for 

independent and dependent samples T-Tests (both parametric and 

non-parametric).  

Figure 158. JASP outcome for an independent samples T-test with Cohen’s d effect 
size. 

Independent Samples T-Test  
 95% CI for Cohen’s d 

 t df p Cohen’s d Lower Upper 

Post_Test  -7.266  48  < .001  -2.057  -2.740  -1.360   

Note.  Student’s t-test. 

 

As can be seen in Figure 158 above, Cohen’s d is large (d= �2.057), 

which indicates that the difference between the groups is large. The 

inclusion of confidence intervals allows us to observe the variability 

and extension of this effect size.  
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Hedges’ g 

Another commonly used effect size index is Hedges’ g, which is closely 

related to Cohen’s d. The key difference lies in the fact that Hedges’ g 

adjusts for sample size by applying a correction factor to Cohen’s d. 

This adjustment is particularly important when working with small 

sample sizes, as it reduces the upward bias that may occur with 

Cohen’s d (Turner & Bernard, 2006).  

Figure 159. JASP outcome for independent sample t-test with Hedges’ g. 

Independent Samples T-Test  
 95% CI for Hedges’ g 

 t df p Hedges’ g Lower Upper 

Post_Test  -7.266  48  < .001  -2.024  -2.704  -1.331   

Note.  Student’s t-test. 

 

In Figure 159, the same example as in the previous effect size index 

was computed. This time Hedges’ g was calculated to determine the 

magnitude of the independent variable on the dependent variable. If 

we compare the result of Hedges’ g with Cohen’s d’s, one may realize 

that the difference is not that distant. Nevertheless, the use of Hedges’ 

g ensures that a correction is applied when using small sample sizes 

(e.g. below 20 participants).  

Cramer’s V 

Another significant effect size index is CramØr’s V, which is applied in 

Chi-square analyses to measure the strength of the association 

between two categorical variables. It is commonly used with 
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contingency tables and serves as an extension of the Phi correlation 

coefficient, though the latter falls outside the scope of this book 

(Tavakoli, 2013). 

To illustrate the use of CramØr’s V, consider an example where we aim 

to examine anxiety levels in two groups: a Content and Language 

Integrated Learning (CLIL) group and a control group. Here, the 

independent variable is the presence or absence of a bilingual 

program, and the analysis would determine the degree of association 

between the groups and anxiety levels. CramØr’s V provides a clear 

measure of the strength of this relationship.  

Figure 160. Contingency table from JASP. 

Contingency Tables  
 Group  

Anxiety_Levels CG CLIL Total 

1  5  5  10  

2  9  2  11  

3  2  0  2  

4  6  11  17  

5  2  8  10  

Total  24  26  50   
 

Chi-Squared Tests  

  Value df p 

��  11.463  4  0.022  

N  50        
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As can be observed in Figure 160 above, Contingency tables and the 

chi-squared value reveal that the differences between both groups 

are statistically significant (p = .022). Hence, the L2 researcher has to 

verify the strength of the magnitude of the effect. To do that, Cramer’s 

V is computed.  

Figure 161. Cramer’s V effect size. 

Nominal  

  Value 

Cramer’s V  0.479   
 

As can be observed in Figure 161, the value is (V = 0.479). A series of 

benchmarks are proposed for Cramer’s V depending on the df 

(degrees of freedom). Let us have a look at the table below (based on 

Goss-Sampson, 2020): 

Figure 162. Cramer’s V benchmarks. 

Effect si�e 

and 

Contingency 

table 

df SMALL MEDIUM LARGE 

Phi (2x2 

only) 

Cramer’s V 

1 0.1 0.3 0.5 

Cramer’s V 2 0.07 0.21 0.35 
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Cramer’s V 3 0.06 0.17 0.29 

Cramer’s V 4 0.05 0.15 0.25 

Cramer’s V 5 0.04 0.13 0.22 

 

Comparing the result of Cramer’s V in Figure 162 with the 

benchmarks proposed, the effect size would be large (>0.25).  

Rank-biserial (rb) 

The rank-biserial correlation coefficient, while not technically an 

effect size, is a measure of association between a continuous variable 

and a dichotomized independent variable with two categories. 

Historically, this measure has been underutilized in research due to 

the difficulties associated with its calculation, particularly when the 

data do not follow a normal distribution. 

In JASP, the rank-biserial correlation coefficient is used in conjunction 

with non-parametric tests and is interpreted as an effect size using 

the same benchmarks as Pearson’s correlation coefficient. For 

research in L2 education, the field-specific benchmarks proposed by 

Plonsky and Oswald (2014) serve as a reference: small (0.25), 

medium (0.40), and large (0.65). 

Using the same example as discussed for the other effect size indices, 

Figure 163 illustrates how the rank-biserial correlation coefficient is 

displayed in JASP, providing researchers with a clear interpretation 

of the strength of association between the variables:  



355 
 

Figure 163. Rank-Biserial correlation as effect size. 

Independent Samples T-Test  

 95% CI for Rank-
Biserial Correlation 

 W df p Rank-Biserial 
Correlation Lower Upper 

Post_Test  42.500    < .001  -0.864  -0.926  -0.755   
Note.   For the Mann-Whitney test, effect size is given by the rank 
biserial correlation. 

Note.  Mann-Whitney U test. 

 

As can be observed, the result of the effect size is very large (rb = �

0.864) which suggests that the magnitude of the effect of the 

independent variable is relevant.  

��������	
���
�� 

Another commonly used measure of association in parametric 

ANOVAs is eta squared (��), which is a measure of effect size. Eta 

squared represents the proportion of the total variability in the 

dependent variable that is explained by the variation in the 

independent variable. It is particularly useful for assessing how much 

of the difference between groups can be attributed to the 

independent variable. 

In JASP, eta squared is available in the ANOVA module and is 

displayed alongside the p-value. As shown in Figure 164, �� provides 

a straightforward interpretation of effect size. According to Goss-

Sampson (2020), the benchmarks for interpreting eta squared are: 
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trivial (< 0.01), small (0.01), medium (0.06), and large (0.14). In the 

example shown in Figure 128, the �� value of 0.23 would be 

interpreted as nearly medium under these benchmarks. 

Figure 164. ANOVA table with the eta squared effect size. 

ANOVA - Montessori  

Cases Sum of Squares df Mean Square F p �� 

Group  36.860  1  36.860  15.006  < .001  0.238  

Residuals  117.904  48  2.456         
 
Note.  Type III Sum of Squares 

 

��	�����
�������	
���
�p) 

An extension of eta squared (��) is partial eta squared (��!), which 

measures the proportion of variance in the dependent variable 

explained by the independent variable after accounting for the 

influence of other factors in the design. The "partial" nature of ��! 

arises from isolating the variance attributed solely to the independent 

variable, excluding other sources of variation. 

The benchmarks for interpreting partial eta squared are: trivial (< 

0.01), small (0.01), medium (0.06), and large (0.14). 

As shown in Figure 165, using the same example as in the previous 

effect size indices, the partial eta squared value (��!�������) would be 

classified as very large according to these benchmarks.  
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Figure 165. ANOVA table for partial eta squared. 

ANOVA - App  

Cases Sum of Squares df Mean Square F p ��p  

Group  154.565  1  154.565  64.101  < .001  0.572  

Residuals  115.740  48  2.411         
 
Note.  Type III Sum of Squares 

 

Omega squared (� 2) 

The final effect size index reviewed in this book is omega squared 

(��), one of the most commonly used measures of treatment effect 

(Tavakoli, 2013). Omega squared estimates the proportion of 

variability in the dependent variable that is directly associated with 

the independent variable in the population. Unlike some other 

measures, the use of �� as an effect size ensures that the estimate 

remains unbiased when generalizing to the population (Pagano, 

2009). 

The benchmarks for interpreting omega squared are the same as 

those for partial eta squared: trivial (< 0.01), small (0.01), medium 

(0.06), and large (0.14). 

As illustrated in Figure 166, the omega squared value for the example 

provided (���������X) indicates a very large effect size, signifying a 

substantial proportion of variability explained by the independent 

variable.  
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Figure 166. ANOVA table with omega squared. 

ANOVA - CLT  

Cases Sum of Squares df Mean Square F p �� 

Group  93.065  1  93.065  52.793  < .001  0.509  

Residuals  84.615  48  1.763         
 
Note.  Type III Sum of Squares 
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Chapter 7 

INTRODUCTION TO BAYESIAN 

STATISTICS 

Throughout the previous chapters, the statistical tests and methods 

discussed have been grounded in frequentist approaches. Frequentist 

models define probability as the limit of the relative frequency of an 

event or hypothesis after repeated trials. In essence, frequentist 

statistics estimate the likelihood that an experiment would yield the 

same results if replicated under identical conditions. 

To determine and verify this probability, frequentist methods rely 

heavily on the p-value as a reference. The p-value represents the 

probability that the observed effect and results are due to chance, 

thereby providing the basis for rejecting the null hypothesis. 

Traditionally, an alpha level of 0.05 is set as the threshold for 

statistical significance; results with a p-value below this level are 

deemed statistically significant. However, a critical limitation of 

frequentist statistics is the tendency for p-values to be overestimated 

and subsequently misinterpreted. This limitation underscores the 

importance of supplementing frequentist methods with additional 
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tools, such as effect size indices, to provide a fuller picture of the 

results. 

More recently, research, including in L2 education, has increasingly 

adopted Bayesian methods (Norouzian et al., 2018). Bayesian 

statistics differ from frequentist approaches by interpreting 

probability as a degree of belief in a specific event. While frequentist 

models focus on the likelihood of an event occurring based on chance, 

Bayesian models provide insights into the probability that one 

condition or variant is superior to another. 

Bayesian probability is particularly notable for its conditional nature, 

relying on prior and posterior knowledge to predict outcomes. This 

approach is encapsulated in the concept of conditional probability, 

which asserts that the probability of event X given event Y is equal to 

the probability of X and Y occurring together, divided by the 

probability of Y. This framework accounts for both false positives and 

false negatives, making Bayesian methods especially robust for 

certain research contexts. 

In the sections that follow, key terminology and foundational 

concepts of Bayesian statistics will be introduced and explained.  

Basic terminology 

Credibility interval. In Bayesian statistics, traditional confidence 

intervals are replaced by credibility intervals. A credibility interval 

represents the probability that the population parameter lies within 

the specified upper and lower bounds, based on the observed data 
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and prior beliefs. For example, in JASP, the credibility interval is 

typically set at 95%, though it can be adjusted to align with specific 

research interests (Goss-Sampson, 2020). 

Unlike confidence intervals, which are interpreted within a 

frequentist framework as the range of values that would contain the 

parameter in 95% of repeated samples, credibility intervals provide 

a direct probabilistic interpretation. For instance, a 95% credibility 

interval indicates that there is a 95% probability that the parameter 

falls within the interval, given the data and the prior distribution. 

As shown in Figure 167, descriptive statistics are displayed 

alongside the corresponding credible interval, offering researchers a 

clear visualization of the parameter estimates within the Bayesian 

framework.  

Figure 167. Descriptive statistics with credible intervals. 

Descriptives  
 95% Credible Interval 

  N Mean SD SE Lower Upper 

Pre_Test  26  8.177  0.847  0.166  7.835  8.519  

Post_Test  26  9.231  0.620  0.122  8.980  9.481   

 

Prior distribution. Prior distribution reflects the degree of certainty 

or uncertainty about a population parameter before observing the 

data (Goss-Sampson, 2020). This distribution serves as the starting 

point for analysis, incorporating existing knowledge or assumptions 

about the parameter based on previous research. The prior is then 
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combined with the data to produce the posterior distribution, which 

forms the basis for making inferences. 

In research, the prior distribution is typically informed by what 

previous studies have established as the norm. Consequently, 

researchers employing Bayesian methods must be well-versed in the 

trends and findings of prior research within their field. However, as 

Norouzian et al. (2018) highlight, the application of Bayesian 

statistics in L2 research and applied linguistics remains relatively 

limited. This scarcity makes the establishment of a reliable prior 

distribution particularly challenging. 

In JASP, the prior distribution is configured in the "Prior" tab (see 

Figure 168). By default, JASP uses a Cauchy distribution with a zero 

effect size (Cohen�s d) and a width or scale of 0.707 (Goss-Sampson, 

2020). This default prior provides a balanced framework for 

parameter estimation, though its values can be adjusted based on 

what previous research suggests as the expected norm.  

Figure 168. Prior distribution setting in JASP. 

 

 

Likelihood functions are mathematical representations of the data 

generated by a study, providing a crude yet essential description of 

the observed data. They are highly dependent on the type of data 
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being analyzed and play a critical role in Bayesian statistics 

(Norouzian et al., 2018). 

The primary purpose of the likelihood function is to weight the prior 

distribution to produce the posterior distribution. This posterior 

distribution serves as the foundation for making statistical 

inferences. In essence, the likelihood bridges the gap between prior 

knowledge and observed data, enabling researchers to update their 

beliefs about a parameter in light of new evidence.  

The posterior distribution is a key outcome of the Bayesian 

estimation process, obtained by combining the prior distribution 

with the likelihood function. Mathematically, the posterior is 

calculated by multiplying the prior distribution by the likelihood 

function. This process updates the prior beliefs about a parameter 

based on the observed data, resulting in a refined probability 

distribution that can be used to draw inferences. 

Norouzian et al. (2018) emphasize that selecting an appropriate prior 

is a critical decision in any research study employing Bayesian 

methods. The choice of prior significantly influences the results, 

particularly in fields like L2 research, where Bayesian methods are 

not yet widely adopted. However, in cases where prior knowledge is 

absent or limited, researchers may rely on default priors, such as the 

Cauchy distribution in JASP. While convenient, the absence of well-

informed priors can lead to biased Bayesian results. 

A practical approach to setting priors is to identify effect sizes from 

previous studies, such as Cohen’s d, and use these as reference points 
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for the Cauchy prior. For instance, in an L2 research study examining 

the effectiveness of a new vocabulary learning strategy, prior studies 

might report Cohen�s d values ranging from 0.3 to 0.6 for similar 

interventions. A researcher could use this information to set a prior 

with a scale that reflects these typical effect sizes, thus grounding the 

analysis in established findings. 

In JASP, the default Cauchy prior has a scale of 0.707, representing a 

wide range of potential effect sizes. However, if previous L2 studies 

suggest smaller or larger effect sizes, researchers can adjust the scale 

accordingly. For example, if prior research in L2 reading 

comprehension suggests an average effect size of 0.5 for instructional 

interventions, a narrower prior could be set around this value to 

better reflect existing knowledge. 

Prior odds represent the probability of a hypothesis being true 

before considering any evidence (Goss-Sampson, 2020). These odds 

can be classified as uninformative or informative, depending on the 

level of knowledge derived from prior research or theoretical 

assumptions. For example, in an L2 research study examining 

whether a specific teaching method improves learners� writing skills, 

uninformative prior odds might assume equal likelihood for the 

hypothesis and its alternative, while informative prior odds would 

incorporate insights from previous studies supporting the 

effectiveness of similar methods. 

Posterior odds, on the other hand, are obtained by multiplying the 

prior odds by the Bayes Factor (BF10). The Bayes Factor, which will 
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be explained in detail in the next section, quantifies the strength of 

evidence for one hypothesis over another. Using this formula, 

posterior odds update the initial beliefs (prior odds) based on the 

evidence provided by the data. 

As Goss-Sampson (2020) highlights, the Bayes Factor (BF10) plays a 

pivotal role in determining whether a hypothesis is supported or 

refuted. For instance, if the prior odds suggest a 50/50 chance of 

success for an L2 teaching strategy, and the Bayes Factor provides 

strong evidence in favor of the alternative hypothesis, the posterior 

odds would reflect this updated belief, indicating stronger support for 

the hypothesis that the teaching strategy is effective. This dynamic 

adjustment process underscores the iterative nature of Bayesian 

statistics in integrating prior knowledge and new evidence. 

Bayes Hypothesis Testing: T-Tests and 

Correlations 

Bayesian hypothesis testing offers an alternative to traditional 

frequentist methods, focusing on the probability of a hypothesis given 

the observed data, rather than the likelihood of observing the data 

under a null hypothesis. This approach is increasingly supported by 

statistical software packages, which now include Bayesian 

functionality for common tests, such as t-tests, correlations, and 

linear regressions, to make the method more accessible to 

researchers. 
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In JASP, Bayesian hypothesis testing is seamlessly integrated into the 

software through dedicated modules available for various statistical 

procedures. These modules allow researchers to apply Bayesian 

methods with ease, offering a user-friendly interface and tools for 

interpreting results. For instance, as depicted in Figure 169, Bayesian 

hypothesis testing can be applied to three types of t-tests: 

1. Independent Samples Bayesian t-test � used to compare the 

means of two independent groups. For example, in L2 research, 

this could compare vocabulary test scores between learners 

taught with a traditional method versus those taught with a 

new digital tool. 

2. Paired Samples Bayesian t-test � evaluates the mean 

difference between paired observations. An L2 research 

application might involve comparing learners’ pre-test and 

post-test writing scores after an intervention. 

3. One-Sample Bayesian t-test � tests whether the mean of a 

single sample differs from a specified value. For example, this 

could determine whether learners’ average speaking fluency 

score exceeds a benchmark value set by curriculum standards.  

Figure 169. Bayesian T-Test alternatives. 
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Unlike frequentist statistics, which rely on p-values to confirm or 

reject the null hypothesis, Bayesian hypothesis testing evaluates 

hypotheses using the Bayes Factor (BF10). The Bayes Factor is a 

measure of the relative evidence for two competing hypotheses: the 

null hypothesis (�?) and the alternative hypothesis (�@). It quantifies 

the conditional probability between these hypotheses, providing a 

dynamic measure that updates as new data becomes available. 

The Bayes Factor indicates the strength of evidence in favor of one 

hypothesis over the other. A higher BF10 value provides stronger 

evidence to reject the null hypothesis in favor of the alternative. 

Conversely, a low BF10 value supports retaining the null hypothesis. 

For example, in L2 research, a BF10 of 10 might indicate that the data 

are 10 times more likely under the alternative hypothesis than the 

null hypothesis, suggesting strong evidence for a new teaching 

method�s effectiveness. 

As shown in Figure 170, the Bayes Factor is interpreted on a scale of 

weight or evidence, where thresholds indicate the degree of statistical 

significance. Common interpretations include: 

� BF10 between 1 and 3: Weak evidence for the alternative 

hypothesis. 

� BF10 between 3 and 10: Moderate evidence for the alternative 

hypothesis. 

� BF10 above 10: Strong evidence for the alternative hypothesis.  
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Figure 170. Graphical representation of a Bayes factor classification table (Van 
Doorn et al., 2020). 

 

As previously mentioned, Bayesian t-tests in JASP allow for 

hypothesis testing under a Bayesian framework. The data input 

process is identical to that of frequentist methods, ensuring ease of 

use for researchers familiar with traditional approaches. However, 

the output differs significantly, as shown in Figure 171. Specifically, 

the results include the Bayes Factor (BF10) and the error percentage, 

which represents the error in the Gaussian quadrature integration. 

The BF10 value indicates the strength of evidence for the alternative 

hypothesis relative to the null hypothesis. Using the benchmarks 

provided in Figure 170, the interpretation is straightforward. For 

example: 

� If BF10 is greater than 10, it reflects strong evidence supporting 

the alternative hypothesis, justifying the rejection of the null 

hypothesis. 

In the scenario presented in Figure 171, the BF10 value supports 

rejecting the null hypothesis in favor of the alternative hypothesis. 

This conclusion suggests a high probability that the observed changes 

occurred due to the intervention under investigation. 
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For instance, in an L2 research study, this might mean that a novel 

grammar instruction method led to significant improvements in 

learners’ accuracy compared to a traditional method. The error 

percentage accompanying the BF10 ensures the reliability of the 

computation, providing additional confidence in the Bayesian 

analysis. This illustrates the robustness and applicability of Bayesian 

t-tests in evaluating hypotheses with a probabilistic perspective.  

Figure 171. Bayesian paired samples T-test. 

Bayesian Paired Samples T-Test  

Measure 1   Measure 2 ��;$ error % 

Pre_Test  -  Post_Test  20316.557  3.696e-10   
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Although the table output is straightforward, Figure 172 provides 

additional clarity by displaying a prior and posterior distribution plot. 

This visualization helps illustrate the conditional distribution of the 

data, offering a more intuitive understanding of the results. 

In the plot, the posterior distribution reflects the updated beliefs 

about the parameter after considering the data, while the prior 

distribution shows the initial assumptions. The overlap and 

divergence between the two highlight the impact of the observed 

evidence. 

The plot in Figure 172 indicates evidence in favor of the alternative 

hypothesis, supported by the posterior median effect size (Mdn = �

1.196). This negative effect size suggests that the intervention led to a 

substantial change in the dependent variable, favoring the alternative 

hypothesis. Such a plot is particularly useful in Bayesian analysis for 

visualizing how the evidence aligns with or diverges from prior 

assumptions, making the interpretation of Bayesian results more 

accessible and informative.  
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Figure 172. Prior and posterior distribution plot. 

 

Similarly, Figure 173 presents information comparable to that in the 

previous graph, with an added emphasis on the prior likelihood and 

the corresponding Bayes Factor (BF10). This visual representation 

provides a more detailed view of how the prior distribution interacts 

with the observed data to generate the posterior distribution. 

The plot clearly shows the value of the Bayes Factor, further 

underscoring the evidence for the alternative hypothesis. The shift 

from the prior to the posterior distribution reflects the impact of the 

data, strengthening the case for the alternative hypothesis.  
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Figure 173. Robustness check plot. 

 

 

Apart from the usual statistical procedures such as T-tests, Bayesian 

correlations may also be performed. JASP offers this option in the 

’Regression’ module, as can be seen in Figure 174: 

Figure 174. ’Regression’ module for Bayesian statistics. 

 

The procedure for entering data is identical to that of frequentist 

statistics. However, the output differs significantly, as shown in 

Figure 175. In this case, Pearson’s r statistics are provided, but p-

values are replaced by the Bayes Factor (BF10). This shift highlights 

Bayesian methods’ emphasis on evidential support rather than 

probability thresholds. 
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To determine whether the correlations are statistically significant, 

the BF10 must be examined. A higher Bayes Factor indicates stronger 

evidence for the presence of a correlation. For instance, one of the 

results in Figure 175 shows that CLT (Communicative Language 

Teaching) is positively correlated with the level of anxiety, supported 

by a high Bayes Factor. This suggests substantial evidence that 

increased use of CLT is associated with higher levels of anxiety in 

learners. 

Figure 175. Bayesian Pearson Correlations. 

Bayesian Pearson Correlations  

      Pearson’s 
r ��;$ Lower 95% 

CI 
Upper 95% 

CI 

Montessori  -  CLT  0.921 *** 4.662e+7  0.795  0.964  

Montessori  -  App  0.833 *** 39028.507  0.607  0.920  

Montessori  -  YearsL2  0.149  0.319  -0.255  0.495  

Montessori  -  Anxiety_Levels  0.630 ** 42.426  0.274  0.808  

CLT  -  App  0.950 *** 3.909e+9  0.865  0.978  

CLT  -  YearsL2  0.028  0.255  -0.358  0.403  

CLT  -  Anxiety_Levels  0.670 *** 105.270  0.331  0.831  

App  -  YearsL2  0.109  0.286  -0.290  0.465  

App  -  Anxiety_Levels  0.566 * 12.673  0.187  0.770  

YearsL2  -  Anxiety_Levels  -0.132  0.303  -0.482  0.270  
 

*  �¢���µ�����¶¶��¢���µ�����¶¶¶��¢���µ���� 
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