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Summary. Artificial intelligence (AI) has been
transforming many aspects of medical care. In prostate
cancer, ongoing progress in Al has improved research
and patient care. Recent advances in machine learning
and deep learning have produced tools that help diagnose
cancer, assess risk, and predict outcomes. In screening,
Al-based risk calculators improve detection and help
avoid unnecessary biopsies. Deep learning algorithms,
particularly convolutional neural networks, have
demonstrated expert-level performance in pathology,
identifying malignancy and assigning Gleason grades
with high accuracy. These tools also streamline
workflow, flagging challenging cases for review and
quantifying prognostic markers, such as Ki-67 and
cribriform patterns. In addition, Al-based models can
predict molecular alterations, microsatellite instability,
and lymph node metastasis directly from histology
images, providing cost-effective alternatives to traditional
assays. The development of multimodal models
integrates digital pathology and clinical parameters,
enabling personalized treatment recommendations and
improved outcome prediction. Natural language
processing and large language models further expand
Al’s potential, facilitating information extraction from
clinical notes and enhancing patient education. Despite
these advances, most studies remain retrospective with
heterogeneous endpoints. Performance often drops when
models are tested at new sites because of differences in
patient populations and slide preparation. Access to large,
well-annotated datasets is limited, and technical variation
hampers reproducibility. To move toward clinical use, the
field needs prospective, multicenter validation,
preanalytical and analytical standardization, and clear
reporting of failure modes and human oversight.

Emerging approaches, including self-supervised
pretraining, transformer-based image models, and
language-vision systems, are likely to improve
generalization and support more personalized care.
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Introduction

Artificial intelligence (Al) refers to computational
systems capable of performing tasks that typically
require human intelligence, such as recognizing images,
interpreting data, and making decisions. In the past
decade, Al has shown significant promise in clinical
practice, aiding clinicians in disease diagnosis and
prognosis through accurate analysis of medical images
and clinical data (He et al., 2019; Topol, 2019). Prostate
cancer is the most common cancer among men
worldwide, constituting 30% of all male cancer
diagnoses (Siegel et al., 2025). The use of Al algorithms
in prostate cancer research has rapidly expanded. For
example, a PubMed search using the terms “artificial
intelligence” and “prostate cancer” revealed fewer than
10 publications annually before 2015; this number has
markedly increased, 334 publications in 2024 alone (Fig.
1). This growth highlights the increasing interest and
clinical relevance of Al-based approaches in prostate
cancer screening, diagnosis, prognosis, and personalized
treatment optimization.

This review summarizes recent advancements in Al
applications across various aspects of prostate cancer
management, illustrating how these technologies can
improve clinical decision-making and patient outcomes
(Fig. 2). We place particular emphasis on transformer-
based methods, including Vision Transformer (ViT) and
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hierarchical variants, and discuss how these models
complement established convolutional and multiple
instance learning approaches.

Basis of artificial intelligence

Al in medicine comprises a hierarchy of models with
increasing complexity and specialization. At its broadest,
Al refers to computational systems designed to perform
tasks that would normally require human intelligence,
such as reasoning, perception, or decision-making.
Within this hierarchy, machine learning (ML) refers to
algorithms with the ability to learn patterns and
relationships directly from data, without being explicitly
programmed with task-specific rules (Ghahramani,
2015). ML models can adapt to new data and improve
performance over time, making them powerful tools for
data-driven prediction and classification. For structured
clinical data (e.g., laboratory results, patient
demographics), traditional ML models such as decision
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trees and random forests are frequently employed due to
their interpretability and efficiency (Koga et al., 2022).
Deep learning (DL), a branch of ML, leverages
multilayer neural networks to learn complex features
from large and unstructured data (Topol, 2019).
Convolutional neural networks (CNNs) have achieved
expert-level accuracy in tasks such as breast cancer
detection on mammograms, skin lesion classification,
and diabetic retinopathy screening (Esteva et al., 2019).
However, because convolutions operate over local
receptive fields, CNNs do not natively model long range
dependencies. Although larger or dilated kernels and
deeper architectures can enlarge the effective receptive
field, analysis of gigapixel whole-slide images (WSIs)
typically relies on tiling the slide into patches and
aggregating predictions with weakly supervised multiple
instance learning. Under slide-level supervision, many
patches lack instance level labels, which can limit spatial
coherence and generalization, particularly across
institutions and scanners (Campanella et al., 2019; Liu et

Fig. 1. Trends in publications on artificial intelligence in
prostate cancer. Bar graph showing the annual number of
PubMed-indexed publications related to artificial intelligence
and prostate cancer over the past decade. Data are obtained
from a PubMed search using the terms “artificial intelligence”
and “prostate cancer” (accessed July 26, 2025).
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Fig. 2. Key applications of artificial
intelligence in prostate cancer care.
Mind map summarizing the major
clinical and diagnostic tasks in prostate
cancer where artificial intelligence (Al)
has been applied. Al systems support
screening and early detection,
imaging-based diagnosis, pathology-
based diagnosis and grading,
prognostic risk assessment, treatment
decision support, and natural language
processing (NLP)-based applications
such as clinical text mining and patient
education chatbots.
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al., 2025). To address these limitations, the past several
years have seen a rapid shift toward transformer-based
architectures for images (computer vision) and texts
(natural language processing, NLP). As illustrated in
Figure 3, CNN-based pipelines emphasize local feature
extraction, whereas ViTs represent slides as sequences of
patch embeddings and use self-attention to model global
context across distant regions. Transformers use self-
attention to relate distant regions and can integrate patch
level detail with slide or organ level context when
combined with hierarchical or multiple instance
pipelines (Al-Hammuri et al., 2023). In medical
imaging, ViTs often match or exceed convolutional
baselines after pretraining and fine tuning. In digital
pathology, large vision transformer encoders pretrained
on hundreds of thousands of WSIs have demonstrated
strong transfer to slide-level classification, segmentation,
and prognostic tasks with modest task specific labels
(Shamshad et al., 2023; Ono et al., 2024).

Generative Al refers to models that learn data
distributions and can synthesize or complete content.
Among generative Al approaches, transformer-based
models have become dominant, especially in NLP
(Locke et al., 2021). Large language models (LLMs) are
a specialized form of transformer-based generative Al
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trained on massive corpora of text data. These models
can generate coherent and contextually relevant
language and have demonstrated strong performance in
processing unstructured clinical notes, generating
medical reports, and assisting with clinical decision-
making (Thirunavukarasu et al., 2023). Regardless of
model type, AI models are typically trained using
distinct approaches, which vary in the degree of human
annotation required. Common training approaches
include supervised, weakly supervised, semi-supervised,
and self-supervised learning. Supervised learning, for
example, is commonly used for tasks such as Gleason
grading, where detailed labeled data are available. Semi-
supervised and weakly supervised methods are useful
when only partial or slide-level labels exist, as in large-
scale pathology datasets. Self-supervised learning
enables models to learn useful features from unlabeled
data, which is increasingly valuable for pre-training on
massive medical image repositories.

Foundation models extend these ideas by pretraining
on broad, heterogeneous biomedical data before task
specific fine tuning. In digital pathology, whole slide
foundation models trained on hundreds of thousands of
slides have shown transferable representations for
subtyping, mutation prediction, and prognosis with
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Fig. 3. Conceptual comparison of convolutional neural networks versus transformer encoder (vision transformer) for prostate biopsy image
classification. Convolutional neural networks extract local patterns through stacked convolution and pooling, then combine the extracted features into a
single vector for classification. In contrast, vision transformers split the image into patches, convert each patch into an embedded vector with positional
information, and uses self-attention to let each patch aggregate information from other patches, enabling global context modeling across the slide.
Whole slide image (WSI) is typically analyzed as image tiles/patches with slide-level aggregation, and the schematic highlights the difference between

local and global processing.
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modest labeled data; similar trends are emerging for
multimodal models that integrate images with clinical
text (Moor et al., 2023; Xu et al., 2024). Table 1
summarizes the advantages and disadvantages of these
approaches. Considerations such as annotation cost,
available resources, and the specific clinical question
should guide the choice of learning approach in practice.

Al techniques in diagnostics
Al in prostate imaging

The current standard for prostate cancer diagnosis is
transrectal-ultrasound (TRUS)-guided biopsy, typically
consisting of 12 core needle biopsies. Recently,
multiparametric MRI (mpMRI) has been increasingly
used to detect prostate lesions and to guide targeted
biopsies alongside traditional systematic biopsies.
mpMRI integrates four imaging sequences, T1-
weighted, T2-weighted, diffusion-weighted and dynamic
contrast-enhanced images, providing comprehensive
data suitable for feature extraction and Al training. Al
algorithms using these data can classify prostate lesions
and predict clinical outcomes (Baydoun et al., 2024). A
review summarized 59 studies on Al-based prostate
cancer detection and classification using MRI. These
studies used annotated regions of interest to train DL
algorithms with semantic features (size, shape and
vascularity) and agnostic features (histogram analysis
and texture), classifying lesions as benign or malignant
(Twilt et al., 2021). Such algorithms allow radiologists
to perform more precise targeted biopsies, reducing
missed diagnosis, repeat biopsy procedures, infections,
and other biopsy-related complications. Additionally,
these models can help in biopsy decision-making for
patients with borderline prostate specific antigen (PSA)
levels.

Al in pathology for diagnosis and grading of prostate
cores

Initial algorithms using Al in prostate core needle
biopsies were developed to identify malignancy using
features such as texture and morphology with manually

annotated regions of interest (Wetzel et al., 1999;
Diamond et al., 2004; Tabesh et al., 2005). These
features supported conventional classifiers including
decision trees and boosting methods (Doyle et al., 2006).
With the advent of DL, weakly supervised multiple
instance learning on WSIs enabled slide-level training
without exhaustive region annotations. A large multi-
institutional study showed areas under the curve above
(AUCs) 0.98 across cancer types, including prostate
cancer, and demonstrated that, at a triage operating
point, 100% sensitivity could be retained while
excluding a substantial fraction of slides from manual
review (Campanella et al., 2019). Paige Prostate Alpha,
a United States Food and Drug Administration (FDA)-
approved model based on this technology, increased
sensitivity from 74% to 97%, with a slight reduction in
specificity from 97% to 95% (Raciti et al., 2020, 2023;
Zhu et al., 2024). Two studies evaluated the real-world
application of Paige Prostate Alpha. In the first study,
Paige Prostate Alpha reviewed 1876 WSIs of core
needle biopsies, achieving a sensitivity of 97.7% and
specificity of 99.2% (Perincheri et al., 2021). The other
study compared Paige Prostate Alpha against three
pathologists and found that the sensitivity of Paige
Prostate was 99% and specificity was 93%, while
reducing the time needed for diagnosis by 65.5% (da
Silva et al., 2021). Paige Prostate Alpha also improved
pathologists’ accuracy in Gleason grading and shortened
slide review time by an average of 13 seconds (mean,
48+41 seconds vs. 61+£34 seconds without Paige) (Raciti
et al., 2020). Another large cohort study trained a deep
neural network (DNN) using 6953 prostate biopsy cores,
using a Laplacian filtering-based segmentation algorithm
to identify tissue sections. In an independent test dataset
of 1631 cores, the Al tool achieved an AUC of 0.99 for
detecting cancer and 0.96 for tumor length measurement.
The mean kappa coefficient for Gleason grading was
0.83. External validation on 336 cores yielded similarly
high accuracy, with an AUC of 0.98 for detection, 0.87
for tumor length measurement, with a mean kappa of
0.76 for Gleason grading (Strom et al., 2020).

The Prostate cANcer graDe Assessment (PANDA)
challenge collected 10,616 WSIs of core needle biopsies
to benchmark algorithms for Gleason grading. On

Table 1. Summary of learning strategies for prostate cancer whole-slide image analysis.
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Semi-supervised unlabeled WSI for detection or grading
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purely supervised training on small datasets

More complex training pipeline,
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independent US and European validation sets, top
submissions reached quadratically weighted kappa of
0.862 and 0.868 against expert uropathologist consensus
(Bulten et al., 2022). A systematic review of 24 studies
aggregating about 8,000 biopsy cases and 458
prostatectomy cases reported overall diagnostic accuracy
from 83.7% to 98.3% with AUC up to 0.99; grading
performance was lower than detection (Morozov et al.,
2023). The PANDA challenge also saw the emergence of
transformer-based approaches for diagnosis and grading
in prostate biopsy pathology. A hierarchical ViT that
aggregates local patch encodings with slide-level
transformers matched state of the art performance on
PANDA (quadratic kappa 0.916) and generalized well to
diverse clinical cohorts (kappa 0.877), highlighting the
value of multi scale contextual modeling for WSIs (Chen
et al., 2022; Grisi et al., 2025). In parallel, a self-
supervised, multi resolution ViT trained across eight
datasets distinguished benign from malignant tissue and
graded Gleason patterns with strong agreement: for
cancer detection, kappa ranged 0.876-0.995 across
internal and external sets; for grading, kappa ranged
0.774-0.888, and slide-level grade group assignments
agreed well with an independent pathologist (Chaurasia
et al., 2025). These examples highlight a practical role
for Al in high volume biopsy workflows. Al assistance
improved agreement with expert reference standards and
reduced inter observer variability in Gleason grading,
suggesting potential efficiency gains alongside quality
benefits. As deployment expands, careful calibration to
institutional data, standardized quality control of WSIs,
and prospective evaluation will be important to sustain
performance across laboratories.

Al in pathology for workflow improvement

Al tools can streamline pathology workflow by
identifying prostate core biopsies that require
immunohistochemistry before pathologist reviews. One
study developed a gradient-boosted tree classifier to
automatically distinguish biopsy cores with indefinite
morphology from clearly benign or malignant cores. This
Al model achieved an AUC of 0.99 and saved
approximately 11 minutes per slide requiring immuno-
histochemistry (Chatrian et al., 2021). Another weakly
supervised model quantified tumor purity on H&E-
stained frozen sections to guide selection of high-purity
tissue for DNA extraction (Brendel et al., 2022). A
conditional generative adversarial neural network
(cGAN) generated computational H&E-stained images
from unstained RGB patches, facilitating earlier
detection, lowering staining time and cost, and improving
tissue utilization (Rana et al., 2020). Beyond research
prototypes, platforms such as Galen Prostate have been
deployed as “second read” quality assurance systems in
routine practice. In a blinded, multi site validation, the
algorithm achieved AUCs of 0.997 (internal) and 0.991
(external) for cancer detection, with sensitivities 95.6-
100% and specificities 94.2-98.7% (Pantanowitz et al.,
2020). Real world implementation over three years

(>122,000 slides; ~9,200 cases) reported 96.6%
sensitivity and 96.7% specificity for cancer detection, and
used the system to provide 100% slide level QC and
trigger targeted second reads, quantifying yield via an “Al
Impact” metric (Santa-Rosario et al., 2024). Additionally,
a Japanese single-institution series reported an AUC of
0.969 for Galen Prostate and demonstrated ancillary
benefits for grading and feature detection (e.g., perineural
and lymphovascular invasion), with limitations in rare
subtypes (Lami et al., 2024). The product carries
Conformité Européenne marking for in vitro diagnostic
use and is cleared for clinical deployment in Europe. In
the United States, Ibex Prostate Detect has United States
FDA 510(k) clearance (granted in 2025), which permits
marketing and clinical use. Other clinically oriented
systems report complementary evidence supporting
efficiency and consistency gains. DeepDx Prostate was
externally validated on 593 biopsy WSIs and improved
agreement with expert reference standards for grade
group and Gleason score, while reducing average slide
examination time for a general pathologist from 55.7 to
36.8 seconds per case (Jung et al., 2022; Schmidt et al.,
2025). INIFY Prostate is a computer-aided detection
system that annotates suspicious areas and estimates
tumor burden; in a multi-scanner evaluation across two
laboratories, it achieved 99.4% sensitivity and 97%
specificity overall, and it detected all cancer foci smaller
than 1 mm in this dataset (Vazzano et al., 2023). Indica
Labs and collaborators reported an international multi-
institutional validation of a detection and Gleason grading
tool across five external cohorts and three scanners, with
tumor detection sensitivity 0.971 to 1.000 and specificity
0.875 to 0.976 across cohorts, and Gleason grading
agreement that approached experienced genitourinary
pathologists when consensus reference labels were
available (Tolkach et al., 2023). Aiforia and collaborators
developed a biopsy-level detection and grading model
trained on routine clinical material, achieving 98%
sensitivity and 98% specificity in a validation cohort and
showing associations between Al-derived tumor and
grade areas and adverse pathology and biochemical
recurrence in a prostatectomy subcohort (Sandeman et al.,
2022). Table 2 summarizes representative tools, their
primary functions, and regulatory or use status. Al has
also been used to detect perineural invasion, an adverse
prognostic feature. A DL model trained on 7,045 biopsy
cores (validated on 1,758 independent cores) identified
regions suspicious of perineural invasion through pixel-
level annotation and classification. The model achieved
AUC of 0.98, enabling pathologists to quickly identify
and review areas of potential perineural invasion, thus,
reducing diagnostic time and variability among observers
(Egevad et al., 2021; Kartasalo et al., 2022).

NLP and multimodal Al

NLP and LLMs have further expanded Al applica-
tions to analyze unstructured data from electronic health
records, clinical notes, and patient communications
(Thirunavukarasu et al., 2023). NLP, a branch of Al
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focused on processing and understanding human
language, enables extraction of clinically relevant
insights from large volumes of text (Locke et al., 2021).
LLMs are advanced NLP models trained on extensive
datasets, allowing them to understand context and
generate coherent responses to complex language-based
queries (Thirunavukarasu et al., 2023). These models
can answer patient questions, generate clinical
summaries, and support clinical decision-making by
leveraging advanced linguistic knowledge (Xu et al.,
2021; Goodman et al., 2023; Koga et al., 2024). Recent
NLP applications in prostate cancer include automated
extraction of risk factors, treatment history, and
pathology data from clinical notes, achieving
comparable accuracy to radiologists (Nakai et al., 2024).
Another study developed an automated text
classification system using LLM-based approach to
extract prostate cancer findings based on PIRADS
criteria. This model outperformed the traditional ML
based model (AUC 0.98 vs 0.95) (Collado-Montanez et
al., 2024). In patient education, LLM-powered chatbots
like ChatGPT effectively addressed common questions
from patients with newly diagnosed prostate cancer.
Responses were generally accurate, with a high average
PEMAT score (91.7%) for 7 of 10 evaluated questions;
however, completeness scores were lower (average
PEMAT score, 76%) for the remaining three questions,
and responses often lacked depth, detail, or authoritative
sources. This suggests that while LLMs are helpful tools
for patient education, they still have limitations in

Table 2. Al tools for prostate biopsy pathology evaluation.

comprehensively addressing complex clinical inquiries
(Collin et al., 2025). Multimodal models integrate visual
inputs with language to support tasks that require
reasoning over images and text, such as aligning
histology with reports or combining imaging with
clinical notes (Acosta et al., 2022; Koga and Du, 2025).
Reviews of multimodal LLMs in health care highlight
both the potential for richer clinical understanding and
the current barriers that include data availability,
evaluation standards, and reliability (Boehm et al., 2022;
Lu et al., 2024a). An early vision language assistant for
pathology is PathChat, which couples a pathology
foundation vision encoder to a Llama based language
model through a multimodal projector and is trained
with large scale image-text instructions. In bench-
marking, PathChat achieved strong results on multiple
choice and free text pathology questions and produced
responses rated preferable by pathologists, illustrating
how multimodal LLMs can ground language in slide
context and assist with report drafting and explanation.
Prospective clinical validation in prostate specific
workflows remains limited and is an important next step
before routine deployment (Lu et al., 2024b).

Al techniques in prognostics

Computational pathology for Gleasons pattern and grade
group detection in prostatectomy

A DL tool was developed for Gleason grading and

Tool (developer) Main function on prostate biopsies

Regulatory/use status Key references

Cancer detection on prostate core needle

Paige Prostate Detect: FDA de novo authorized Raciti et al., 2020,

Paige Prostate
Suite (Paige, USA)

biopsy WSI and, in extended versions,
Gleason grading and tumor quantification

in USA and CE-IVD in Europe, clinically deployed
in digital pathology workflows; Grade and
Quantify: CE-IVD in Europe

2023; Perincheri et
al., 2021

Ibex Prostate
Detect/Galen

Prostate (Ibex Medical
Analytics, Israel)

Second-read Al for prostate cancer detection
and Gleason grading on core needle biopsies,
including quantification and reporting of
clinically relevant features

CE-IVD marked in Europe since 2020; FDA
510(k) clearance in 2025 as an IVD software
device for prostate core biopsies

Pantanowitz et al.,
2020; Santa-Rosario
et al., 2024; Lami et
al., 2024

DeepDx Prostate
(Deep Bio Inc.,
South Korea)

Prostate cancer detection, Gleason
grade group assignment and tumor
burden quantification on biopsy WSI

Approved by Korean MFDS and CE marked
in Europe as diagnostic support software;
research use only in USA (no FDA clearance)

Jung et al., 2022;
Schmidt et al., 2025

Inify Prostate (Inify
Laboratories,
Sweden)

Computer aided detection of suspicious
foci and estimation of tumor volume in
prostate needle biopsy slides

CE marked / CE-IVD in Europe as decision
support for biopsy triage and review; not FDA
cleared

Vazzano et al., 2023

HALO Prostate Al
(Indica Labs, USA)

Screening tool that detects prostate cancer
and performs Gleason grading in core needle
biopsy WSI, integrated into HALO AP

CE-IVD certified for in vitro diagnostic use in
Europe, UK and Switzerland; research use
only in USA

Tolkach et al., 2023

Aiforia Prostate Al
(Aiforia, Finland)

Al models for prostate cancer detection and
Gleason grading on biopsy slides; models also
used in prognostic applications

CE-IVD marked prostate cancer models used in
European labs; not FDA cleared as an IVD
device

Sandeman et al.,
2022

All listed systems are deep learning tools based on convolutional neural networks (CNNs) applied to digitized hematoxylin and eosin stained formalin
fixed paraffin embedded prostate core needle biopsy whole slide images. Key references are representative clinical validation and real-world
deployment/implementation studies in prostate biopsy workflows and are cited as first author et al. and year of publication. Al, artificial intelligence; CE,
Conformité Européenne; CE-IVD, CE marked for in vitro diagnostic use; EU, European Union; FDA, Food and Drug Administration (United States); IVD,
in vitro diagnostic; MFDS, Ministry of Food and Drug Safety (Republic of Korea); UK, United Kingdom; USA, United States of America.
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grouping using prostatectomy WSI. The model utilized a
CNN to identify Gleason patterns, followed by k-
nearest-neighbor analysis to quantify these patterns and
assign grade groups. Compared to general pathologists,
this system showed 4-6% lower mean absolute error
when evaluated against a genitourinary pathology expert
(Nagpal et al., 2019). Another CNN-based approach
quantified Gleason pattern 4 in radical prostatectomy
specimens, helping distinguish between grade groups 2
and 3. A higher percentage of Gleason pattern 4 was
significantly associated with biochemical recurrence,
with a hazard ratio of 1.09 for every 10% increase in
Gleason pattern 4 (Chen et al., 2023). Al algorithms
have also been developed to detect and quantify the
cribriform pattern; an adverse histological feature
associated with worse prognosis (Chan and Nguyen,
2022). One CNN-based model achieved an AUC of 0.8
for detecting cribriform patterns within Gleason score 4
area, both at patch-level and whole-slide-level (Silva-
Rodriguez et al., 2020). Similar Al models have shown
comparable performance for detecting cribriform
carcinoma (Ambrosini et al., 2020). Additionally, a
computationally derived cribriform area index was
shown to strongly predict biochemical recurrence in
patients with grade group 2 prostate cancer (Leo et al.,
2021).

Computational pathology for Ki-67 quantification

Ki-67 antigen is expressed in the nucleus of
proliferating cells during the G1 to M phases of the cell
cycle, and its quantification by immunohistochemistry
serves as a prognostic marker in prostate cancer. One
study developed an automated method to quantify the
Ki-67 labelling index using DL-based cell detection
combined with cell-to-cell distance analysis and
multiplex fluorescence immunohistochemistry on tissue
microarrays. This approach distinguishes tumor cells
from benign cells to accurately quantify Ki-67
expression cells exclusively within cancerous areas. This
tool showed excellent agreement with manual counts by
pathologists, achieving an intraclass correlation of 0.94.
Given that manual quantification of Ki-67 is labor-
intensive and time-consuming, automated Al-based
quantification holds promise for routine clinical use
(Blessin et al., 2023).

Detection of molecular alterations using computational
pathology

The molecular pathogenesis of prostate cancer
involves multiple genetic and epigenetic changes,
including somatic alterations in genes, such as GSTP1,
NKX3.1, PTEN, CDKNI1B, and AR (Nelson et al.,
2013). These molecular changes contribute to disease
progression from normal epithelium to intraepithelial
neoplasm, localized invasive carcinoma, metastatic
cancer, and eventually androgen independent cancer
(Nelson et al., 2013). Recent advancements in

computational pathology have enabled prediction of
such molecular alterations directly from H&E-stained
images. In a multicenter study using tissue microarrays,
an artificial intelligence workflow achieved high
performance for automated PTEN loss assessment,
reporting accuracy above 90% and an external cohort
AUC of 0.964 after conservative fine-tuning (Harmon et
al., 2021). Similarly, a DL model trained on QuPath-
annotated WSIs predicted TMPRSS-ERG gene
rearrangement with AUC of 0.82 to 0.85 (Dadhania et
al., 2022). A transcriptome-wide approach further
demonstrated that morphology encodes broad gene
expression programs, with a co-expression-based
convolutional model identifying morphological
correlates for 5,419 protein-coding transcripts and
validating them on a held-out set, suggesting a cost-
effective alternative to spatial transcriptomics for many
targets (Weitz et al., 2022). Building on these
foundations, transformer models have been developed to
predict genomic status from routine histology. Using
separate ViT encoders for radical prostatectomy and
biopsy WSIs with a transformer-based slide classifier,
Erak and colleagues identified tumors harboring ERG
fusions and PTEN deletions, achieving AUCs of 0.78 to
0.91 for ERG and 0.72 to 0.81 for PTEN across multi-
institutional datasets (Erak et al., 2023).

Prediction of microsatellite instability from H&E slides

Microsatellite instability (MSI) status can guide
treatment decisions for prostate cancer, including
immune checkpoint inhibitor therapy and Lynch
syndrome testing; however, due to low prevalence of
MSI-high prostate cancer and high cost of assays, MSI
testing is not routinely performed (Abida et al., 2019). A
study developed an ML model to predict MSI status
from routine H&E-stained WSI of prostate biopsy and
prostatectomy samples. The algorithm was trained on
4,015 slides, validated on an internal paired dataset of
173 slides, and further assessed on a temporal validation
set of 1,350 slides sequenced after the initial cutoff date.
Images were segmented into tiles using U-Net, and
features were extracted by a pretrained ResNet18 model.
This prediction tool achieved an AUC of 0.78 and 0.72
on internal and external paired validation datasets,
respectively, and an AUC of 0.72 on temporal validation
dataset (Hu et al., 2024).

Al-based prognostic risk assessment tools

Al can also enhance prognostic assessment by
evaluating tumor microenvironment characteristics that
are not readily visible under microscopy. Computational
models have been developed to predict clinical outcomes
by integrating clinical and histological data. One multi-
model DL algorithm combined clinical parameters (e.g.,
Gleason score, clinical T-stage, baseline PSA, and
patient age) with morphological features extracted from
digitized pathology slides using a self-supervised
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learning model. These features were subsequently
integrated using a joint fusion approach, and a gradient-
boosting decision tree model (CatBoost) was developed
to generate risk scores. The resulting model achieved an
AUC of 0.83 for predicting both 5-year distant
metastasis and cancer-related mortality (Esteva et al.,
2022).

Al in treatment decision and outcome prediction
Al-supported treatment decision-making

Localized prostate cancer is typically classified as
either indolent or aggressive, guiding treatment
decisions. Indolent tumors are usually managed by
active surveillance, whereas aggressive tumors require
curative therapies such as radical prostatectomy or
radiotherapy. Non-curative treatments include androgen
deprivation therapy, with or without palliative
radiotherapy or surgery (Eastham et al., 2022). Al-based
methods have been developed to support these clinical
decisions. For example, one DL model trained on core
needle biopsy specimens using weakly and fully
supervised methods achieved high predictive accuracy
with an AUC of 0.84 for identifying indolent tumors and
0.98 for aggressive tumors (Tsuneki et al., 2023).

Prediction of biochemical recurrence

Following curative treatment, prostate cancer may
recur either biochemically (PSA rise alone) or clinically
(local or metastatic disease). Al-based models have been
developed to predict biochemical recurrence using
computational biomarkers derived from imaging and
genomic features. One study utilized deep neural
network combined with a Cox regression model,
achieving a C-index of 0.74 (Ren et al., 2018). Another
DL model automatically extracted morphological
features from digital pathology slides without manual
annotation, demonstrating superior prediction of
biochemical recurrence compared to Gleason score alone
(Yamamoto et al., 2019). Computational models based
on stromal morphology have also been developed. For
example, an elastic net COX regression model
(combining lasso and ridge regression methods) utilized
stromal features—such as texture, nuclear shape,
arrangement, and orientation—to predict biochemical
recurrence-free survival in African American patients.
This study also explored associations between stromal
features and tumor biomarkers (Bhargava et al., 2020).

Prediction of recurrence after androgen depletion
therapy

Patients with high-risk or recurrent prostate cancer
often undergo androgen deprivation therapy. Subsequent
disease progression with rising PSA or metastasis is
termed castration-resistant prostate cancer. A DL algorithm
developed to predict time to castration-resistant prostate

cancer after androgen depletion therapy demonstrated high
predictive accuracy, achieving statistical significance upon
external validation (Nakata et al., 2022).

Prediction of lymph node metastasis

Lymph node status is a crucial prognostic factor in
prostate cancer. Currently, the risk of lymph node
involvement is estimated based on clinical and
pathological parameters such as PSA level, MRI
findings, Gleason score, and the number or percentage of
positive biopsy cores. A CNN model (xse ResNeXt34),
trained on 118 primary tumor WSIs from prostatectomy
specimens, aimed to predict lymph node metastasis.
WSIs were divided into small patches, and each patch
was given a probability score that was averaged to
obtain overall slide-level prediction. A score above 0.5
indicated positive. This CNN model achieved an AUC
of 0.68 in a test set of 100 WSIs. In multivariate
analysis, both lymphovascular invasion and CNN-
derived probability scores significantly correlated with
lymph node metastasis (Wessels et al., 2021).

A multimodal Al for personalized prostate cancer therapy

Several multimodal Al frameworks have been
developed to improve risk stratification and personalize
treatment decisions in localized prostate cancer by
combining digitized biopsy histopathology with routine
clinical variables (e.g., PSA, Gleason grade, clinical
stage). One representative system (ArteraAl) was trained
and validated across multiple phase III randomized trials
and generates patient specific scores for distant
metastasis and biochemical recurrence (Esteva et al.,
2022). In an initial cohort of 5,654 patients (median
follow-up: 11.4 years), it reported higher discrimination
than National Comprehensive Cancer Network (NCCN)
risk criteria. At 5 years, the Al achieved superior
discrimination for distant metastasis (AUC 0.83 vs. 0.72)
and biochemical recurrence (AUC 0.69 vs. 0.61),
highlighting its capacity to capture tumor heterogeneity
beyond traditional risk factors. Predictive utility has also
been explored. In the randomized NRG/RTOG 94-08
trial of intermediate risk disease, the model identified the
subgroup who benefited from the addition of androgen
deprivation therapy to radiotherapy (Spratt et al., 2023).
Approximately one-third of patients (“model positive”)
had a marked reduction in distant metastasis (HR 0.34;
»<0.001), whereas the “model negative” group (about
two thirds) did not (HR 0.92; p=0.71). Further validation
has demonstrated robustness across multiple cohorts. A
meta-analysis of six NRG/RTOG trials in high-risk
prostate cancer showed substantial outcome hetero-
geneity captured by the Al score (=8% vs 26% 10 year
metastasis in the lowest vs highest Al risk groups) and
independent prognostic value for metastasis and prostate
cancer-specific mortality after adjustment for standard
clinical variables (Spratt et al., 2024). External
validation in RTOG 9902 similarly stratified outcomes
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across Al-defined risk quartiles (metastasis rates: 19-
32% in highest quartile vs. 4-7% in lower quartiles;
p<0.001) (Ross et al., 2024). Clinically, ArteraAl has
shown promise as a decision-support tool that leverages
routine clinical data and biopsy images without the cost
associated with molecular testing. While these results are
encouraging, further prospective validation, multi-
institutional evaluation, and standardization across
diverse clinical settings are required to fully realize its
clinical implementation. In summary, ArteraAl
represents a promising step toward personalized
management of prostate cancer by improving prognostic
precision and treatment stratification.

Ethical, regulatory, and implementation challenges
of Al for prostate cancer digital pathology

Although Al shows promise in prostate pathology,
practical, ethical, and regulatory issues must be resolved
for safe and reproducible clinical use. Key challenges
are external validity across institutions; quality and
consistency of expert annotations; heterogeneity in
pre-analytic and analytic workflows; definition and
transparent reporting of failure modes with clinically
meaningful explainability; privacy, consent, and
accountability; and lifecycle management with
operational governance.

Privacy, consent, and accountability

WSIs are typically de identified, but linkage across
large datasets creates a theoretical risk of re
identification, and many patients expect to retain control
over secondary use. In a large UK survey, respondents
showed broad but conditional support for sharing de
identified data for research without explicit consent.
Acceptance was higher for sharing with the NHS,
academic institutions, and national research charities,
and lower for profit making companies; a single NHS
hosted mechanism for patient control was preferred, and
sharing of structured data was favored over de identified
free text (Jones et al., 2022). Within research and service
deployments, transparent patient facing materials that
describe data uses and opt out options, together with
governance that includes patient representation on Al
oversight committees, can help sustain trust.
Accountability should also be explicit at the clinical
interface. Current professional norms place ultimate
responsibility for the final diagnosis on the pathologist
when Al is used as an assistive tool, and institutions
should define local policies for display, triage, and
documentation of Al outputs, with clear escalation
pathways when human and Al judgments diverge and
with audit trails that capture model version and operating
point (Pantanowitz et al., 2024).

Annotation quality, labeling policy, and adjudication

Inconsistent expert labels hinder both model training

and unbiased evaluation. The Gleason system shows
substantial interobserver variability among general and
subspecialty pathologists, which introduces noise into
the reference standard and complicates comparisons with
human readers (Allsbrook et al., 2001). Standardized
policies using dual independent labels with adjudication
by genitourinary specialists can reduce label noise. Multi
reader initiatives that publish protocols and release
consensus labels provide a reproducible template for
higher quality curation (Bulten et al., 2022). Studies
should report annotator expertise, the number of
independent labels per core, adjudication procedures,
and targeted sampling of uncommon patterns to limit
spectrum bias.

Workflow heterogeneity and technical variability across
frameworks

Clinical deployment depends on stable performance
despite variation in pre analytic and analytic steps.
Differences in fixation, section thickness, stain balance,
coverslipping, and scanner optics can create site
signatures that models inadvertently learn, diminishing
generalization and complicating biological interpretation.
Evidence from a pan cancer analysis of TCGA shows that
deep learning can detect site specific digital histology
signatures that persist despite common color
normalization and augmentation and that these signatures
can bias predictions of survival, genomic mutations, and
tumor stage (Howard et al., 2021). Prospective
validations should document the entire pipeline,
including scanner models, resolution, compression, and
color management, and they should demonstrate
performance within plausible operational ranges.

External validity and multi institutional generalizability

Generalizability remains a central concern. Cross
site evaluations show that models trained in one
environment can lose accuracy when exposed to new
scanners, staining characteristics, and different case
mixes. An international multi-institutional evaluation
across five external pathology departments and three
scanner types reported sustained performance for tumor
detection and grading, indicating that rigorous multi
center validation is feasible, although still uncommon
(Tolkach et al., 2023). A community benchmark
similarly showed that systems built and tested across
continents can maintain accuracy on external cohorts,
supporting collaborative studies to improve external
validity (Bulten et al., 2022). Site specific digital
histology signatures can inflate apparent accuracy if
samples from the same site are used in both development
and evaluation, and these signatures may even allow
inference of patient ethnicity. Strict site level separation
and transparent reporting of site distributions are
essential for honest estimates of real world performance
(Howard et al., 2021). A recent survey of commercial
products found that only a minority had peer reviewed
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external validation, which highlights the need for
stronger evidence standards before procurement and
deployment (Matthews et al., 2024).

Explainability and failure modes for safe adoption

Pathologists need to understand why a region is
flagged as malignant or why a pattern is graded.
Explainable methods can localize influential regions and
test whether predictions depend on tumor morphology
rather than artifacts; when validated in reader studies
against accepted morphologic criteria, these outputs can
improve trust and calibration (Tosun et al., 2020). Safe
adoption also requires explicit mapping of failure modes.
Few studies catalogue errors related to rare subtypes,
therapy altered morphology, tissue folds, contaminant
floaters, stitching defects, or out of focus regions. Stress
testing under controlled perturbations and explanation
guided analyses can reveal hidden failure mechanisms
and spurious cues, enabling targeted mitigations before
harm occurs (Baron, 2023). Post-market safety reports
for AI/ML enabled medical devices often lack sufficient
detail to determine whether the algorithm contributed to
an event; therefore, structured failure mode logging,
traceability of model contributions, and richer incident
reporting are needed once systems are in service
(Handley et al., 2024).

Lifecycle management, regulatory updating, and
operational governance

Model performance can drift as scanners, staining
protocols, or patient demographics change. Regulators
now recognize the need for safe iterative updating of
software as a medical device, including predetermined
change control plans that define the scope of permissible
updates with associated validation. Clinical users should
pair such plans with continuous monitoring and local re
verification when material changes occur, for example
adding a new scanner model. Institutions should define
triggers for retraining or revalidation, acceptance
thresholds for reintroduction, and rollback strategies if
degradation is detected (Pantanowitz et al., 2024). Day
to day governance requires role based access controls,
documented consent pathways, responsibilities for data
stewardship, and a change management process that
links the laboratory quality system to software
versioning. Evidence frameworks for study design and
reporting, including CONSORT AI and SPIRIT Al for
trials, STARD AI for diagnostic accuracy studies, and
TRIPOD+AI and PROBAST Al for prediction models,
can be adapted into local standard operating procedures
for procurement, validation, and ongoing surveillance,
which improves clarity and reproducibility across sites
(Liu et al., 2019; Collins et al., 2024; Sounderajah et al.,
2025).

Conclusion

Al technologies have demonstrated substantial

potential to improve diagnosis, grading, and clinical
decision-making for prostate cancer. Transformer based
architectures now provide a practical way to model
global context in whole slide images. Future work
should focus on prospective multi institutional
validation, careful calibration to local data and scanners,
and transparent reporting of failure modes. ViTs can be
integrated with clinical variables, imaging, and text to
build multimodal predictors that refine treatment
selection and prognosis, provided appropriate
governance for privacy, fairness, and lifecycle
monitoring is in place.
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